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ABSTRACT

WAVE-BASED TECHNIQUES FOR DETECTION AND IMAGING

The field of wave-based sensing covers a wide range of applications where measurements of

a signal carried on propagating waves are used to learn about the environment. Sensing can be

either passive, where a measured signal’s source is external from the measurement system, or

active, where a measurement system generates its own signal. Both passive and active sensing

are challenging fields requiring steady incremental contributions in order to advance. In the pages

that follow, I will present my own contributions to this challenging field. First, I detail work which

addresses the problem of passively detecting an unknown signal in noisy measurements. My results

allow for a quantification of the relationship between passive detection performance and the level

of knowledge about the unknown measured signal. Then, I develop and analyze techniques for

reducing computational cost and increasing performance of physics-based imaging techniques in

radar applications. My results and technique prove to be a key ingredient in the first successful

application of a technique to realistic real-world radar data. Finally, I design and test a method for

improving existing radar imagery using a more accurate physics-based imaging technique. The

results of my tests show a clear visual improvement in image quality.
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Chapter 1

Introduction

Wave-based sensing encompasses a wide array of sensing modalities that involve the measure-

ment of propagating waves. These techniques are used across a range of applications including

seismic exploration [1], archaeology [2], non-destructive testing [3], environmental monitoring

[4], navigation [5], and many more. Wave-based sensing modalities can be broadly categorized as

either active or passive. Active systems, such as radar [6], sonar [7], or ultrasound [8], feature an

element which actively emits waves carrying a known signal. These methods typically measure

the scattering of these emitted waves with the aim of extracting information about the object which

caused the scattering. Precise models of scattering mechanics are non-linear and the correspond-

ing inverse scattering problem are ill-posed. This makes sensing modalities that seek to extract

detailed information from scattering targets difficult. Passive systems, such as radio telescopes

[9], seismic sensors [10], or radiometers [11], measure waves from sources external to the sensing

system. Passive systems, by their nature, have less access to information regarding the signal of

interest in measurements. This makes extracting useful information in a potentially noisy environ-

ment difficult, and often some model for the expected signal must be used. Both sides of this field

present their own array of difficulties, and have required many years of focused contributions in

order to grow to their current state. In this dissertation, we will make our own contributions to the

following problems in the challenging field of wave-based sensing.

Passive Source Localization (PSL) refers to the problem of detecting and locating a radiating

source using passively collected measurements. Typically, spatially separated sensors collect pas-

sive measurements with the goal of first identifying and then locating an unknown signal source.

This problem may take on many real-world forms ranging from locating microseismic events in

mines [12] to locating the position of a speaker using an array of microphones for video confer-

encing [13]. The PSL problem can be divided into two parts. The first part is the detection of a

signal common to two or more spatially separated sensors. The second is to then determine the
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locations of the detected source. Our contributions will address the first part of this problem, that

of detection.

The PSL detection problem can be framed as a binary hypothesis testing problem. The null

hypothesis describes a state where all sensors measure only noise, and the alternative hypothesis

holds that each channel measures a shared signal. Variations of this hypothesis testing problem are

treated in [14–19]. We note that this is different from the statistical detection problem in passive

radar, where under the null hypothesis one channel measures a reference signal while the other

channel has no signal present [20–24].

In this document, Generalized Likelihood Ratios (GLRs) are developed to address the detection

problem; these GLRs are composed of a ratio of likelihood functions for each hypothesis where

each likelihood is maximized separately with respect to any unknown parameters. The likelihood

ratio statistics are based on a linear subspace measurement model. Nine different cases are treated

based on differing assumptions regarding the knowledge of the measurements’ noise variances and

the channel mappings for each linear signal model. Some of the nine cases are treated in the lit-

erature in [14–19]. However, this work extends these results to the case of a finite dimensional

subspace signal model. Also of interest, it is shown that many of these detector statistics decom-

pose into a combination of two terms. The first term represents a detector which can be computed

independently at each sensor, and the second term uses data from both sensors. The second term

will commonly be referred to as the "cross-validation" or "coherence" term.

After describing the development of the nine GLR test statistics, a series of simulated results

demonstrating the effectiveness of these detectors are presented. These simulations allow for a

quantitative evaluation of the detector performance. Simulation results that offer comparisons

between each of the nine cases under study are given, and these results are useful in quantitatively

comparing the attainable performance between these cases. Included in the simulation results

are counterpart detectors to the nine detector cases of interest. These counterpart detectors non-

coherently combine data from the separated sensors rather than the coherent treatment given in
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our nine cases. These results allow for a quantitative evaluation of the contribution of the cross-

validation terms to the overall detector performance.

The PSL results given in this document have been published in [25], where the author of this

document is listed as a co-author. Specific contributions made by the author include: development

of the simulation code, analysis of the resulting simulated data, and assistance in the correcting

and finalizing of the detector statistic results.

Inverse scattering is an active sensing modality in which one or more sensors emit probing

signals into a scene of interest and then measure the scattering of said signal. The goal of inverse

scattering techniques is to then use these scattering measurements to reconstruct an image of the

scene [26–37]. Inverse scattering methods are useful in a wide array of applications including, but

not limited to, radar, medical imaging, and seismic exploration. Due to the non-linearity of the

scattering behavior, inverse scattering problems tend to be ill-posed. The ill-posed nature makes

these problems challenging, as small perturbations in the data can lead to large variation in the

problem’s solution.

Synthetic Aperture Radar, or SAR, is a special case of an inverse scattering problem where a

sensor traverses a "synthetic" aperture through space during data collection. Typical SAR imaging

techniques such as the Polar Format Algorithm [38], Backprojection [39], and the l − : algo-

rithm [40], are based on approximated models which linearize scattering behavior via the Born

approximation and treat targets as clouds of point-like scatterers. These approximations, and the

subsequent linearization, make these algorithms both fast and stable. The speed comes from their

primary calculations being performed as either inner products or Fourier transforms, and the sta-

bility stems from the fact that the linearized scattering problem is no longer ill-posed. Due to these

differences, it is common to treat these traditional SAR algorithms as separate from other inverse

scattering techniques. From this point forwards, we will use the term "inverse scattering" to refer

to techniques based on models which do not linearize the scattering relationship.

SAR imaging has a long history of use in a wide variety of applications including environmental

monitoring, resource management, and target recognition [41–47]. However, the approximations
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made by traditional SAR imaging techniques place limits on their ability to accurately capture

the true shape of targets. Inverse scattering techniques tend to avoid the approximations made by

traditional SAR algorithms, and therefore they possess the potential to more accurately image the

true shapes of targets. Thus, it is of great interest to apply these inverse scattering techniques to

SAR type applications.

The Linear Sampling Method, or LSM, is a well-known and well-studied technique for solv-

ing inverse scattering problems [48–60]. The LSM reduces the scope of the non-linear inverse

scattering problem by seeking to reconstruct only the shape (not the full electrical properties) of

a scattering target. Often, only the target shape is required for many applications. This simpli-

fication allows the LSM to instead solve a set of linear equations rather than the full non-linear

scattering problem. The LSM also avoids the point-scatterer approximation made by traditional

SAR algorithms and therefore has potential to create imagery which captures target shapes with

higher fidelity than those methods.

The avoidance of the point scatterer approximation combined with the simple implementation

make the LSM an attractive choice for SAR imaging via inverse scattering techniques. However,

although the LSM has been applied successfully to some experimental datasets (e.g. [56–58]), its

application to data from a fielded SAR system has remained an open problem since the LSM’s

introduction ∼ 30 years ago. The first major hurdle in applying the LSM to SAR is the LSM’s need

for rich multistatic data collected from a wide angular aperture. In cases where a target is viewed

from a more limited aspect angle the LSM performance degrades and when only monostatic data is

available the LSM breaks down. The Phase-Encoded LSM (PE-LSM) was developed and refined

through [61–64] and [65] in order to address these issues. Since its first introduction in [61],

the PE-LSM has been shown to significantly improve on the standard LSM’s ability to produce

quality imagery from limited angular apertures. These improvements stem from the PE-LSM’s

introduction of a mechanism for coherent processing of multi-frequency data that is absent from

the standard LSM formulation. The capabilities of PE-LSM were extended further in [64], where

a technique to use PE-LSM for monostatic data is put forward.
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With the advancements of PE-LSM, SAR imaging with LSM-type techniques was theoretically

feasible, but there were still practical issues that needed addressing. The first is the computational

cost. PE-LSM imaging requires the solution of a new linear system for each pixel in a scene, and

for the typically large SAR datasets, these linear systems are also correspondingly large, making

processing the data with PE-LSM impractical. Second is the ill-posed nature of LSM-type imaging.

The increased sensitivity of the ill-posed LSM problem must be taken into consideration when it

is applied to new settings and processing contexts.

We make contributions which address the issues of computational cost and instability by adapt-

ing the technique of digital spotlighting to LSM-type imaging. Digital spotlighting is an estab-

lished technique in SAR imaging which filters and reduces the data when only a smaller sub-region

of interest is desired for imaging [66–70]. To our knowledge, all past work has focused on spot-

lighting monostatic data and then subsequent imaging with traditional SAR techniques. We have

developed a digital spotlight technique that is appropriate for multi-sensor and multi-frequency

data. This technique is applied to PE-LSM imaging and shown to be effective despite the ill-

posed nature of the imaging method. We then apply the digital spotlight method to LSM imaging

and demonstrate that the method can help to mitigate interference from large and bright scatterers

near a target of interest. This interference mitigation has the potential to improve performance of

the ill-posed method which, in principle, should be much more sensitive to interference. Finally,

our digital spotlight work proved instrumental in the first successful PE-LSM imaging of field-

collected SAR data, and we include these results as well [71]. Preliminary results of our digital

spotlight-based contributions have also been published in [72].

Following the work applying digital spotlighting to LSM-based imaging, we then approach

the question of improving SAR imagery with LSM-type techniques from a different perspective.

Rather than operating directly on the raw SAR data as we did for digital spotlight-LSM processing,

we instead choose to operate on fully formed SAR images. There are several reasons one may want

the ability to operate directly on SAR imagery rather than the raw data. Often one may only have

access to the imagery and not the raw data; this is the case for the well-known MSTAR dataset [73].
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Alternatively, due to poor record keeping and/or data rot, older SAR data may be unusable but the

imagery may still be available. From a practicality and efficiency standpoint, raw SAR datasets are

often quite large, and operating only on the comparatively smaller files of the associated imagery

may help to streamline data transfer and processing.

Our contributions draw inspiration from [74], which applies the MUSIC algorithm to Fourier

transformed SAR backprojection images. MUSIC, like backprojection, assumes a point target

model and thus is limited in its capacity to "enhance" an existing backprojection image. We de-

velop a similar technique which transforms an existing backprojection image into data which is

appropriate for PE-LSM imaging. We then demonstrate the effectiveness of this technique on a

set of backprojection images of simulated targets. Our results show that the output PE-LSM im-

ages of this technique offer improved fidelity to the true target shapes compared to the original

backprojection image.

The remainder of this document is organized as follows: Chapter 2 details the work on pas-

sive source localization. Chapter 3 discusses the work on the application of the digital spotlight

technique to LSM-based imaging. Chapter 4 contains our work focusing on enhancing existing

SAR images by transforming them into data for PE-LSM images. Finally, Chapter 5 provides

concluding remarks and a thorough summary of the contributions of this dissertation.

For the ease of the reader, chapters 2, 3, and 4 are written to be mostly self-contained. Each

chapter will introduce the work, provide details about the methods, techniques and contributions,

and will present results and conclusions. Thus, if one particular chapter is of interest, then a reader

should be able to read that chapter in isolation and still come away with an understanding of its con-

tents. We note that this self-contained nature of each chapter extends to the mathematical notation.

Each chapter will introduce and define its own notation, which is done to help prevent notational

"bloat" as more and more terms must be defined within a long document covering numerous topics.

We provide here a bulleted list containing an overview of the primary contributions made in

this document. Contributions are grouped according to the chapter in which they occur.

• Chapter 2: Passive Multi-Channel Detection
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– Developed simulations to test nine different generalized likelihood ratio detector statis-

tics

– Collected and analyzed simulation data, providing quantification of detector perfor-

mance

– Assisted with correcting and finalizing mathematical derivations of detector statistics

• Chapter 3: Synthetic Aperture Radar Digital Spotlighting for Linear Sampling Method Imag-

ing

– Developed multi-sensor and multi-frequency digital spotlight technique

– Applied technique successfully to both LSM and PE-LSM imaging

– Demonstrated that the technique improved performance in the presence of strongly

interfering scatterers

– Provided a key component in first successful LSM-based imaging of real SAR data

• Chapter 4: Linear Sampling Method enhancement for Synthetic Aperture Radar Images

– Developed a method for converting complex SAR imagery into PE-LSM appropriate

data

– Processed simulated SAR imagery with this technique to evaluate performance

– Demonstrated improvement in ability to capture true target shape
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Chapter 2

Passive Multi-Channel Detection

2.1 Introduction

In this chapter we will focus on the problem of Passive Source Localization or PSL. This is

the problem of detecting sources of a radiated signal using measurements made at a set of passive

sensors. The PSL problem can be divided into two primary pieces. The first is the detection of

a signal common to the passive sensors, and the second is to then determine the location of the

source of this common signal. This chapter focuses on the first part of this question dealing with

the detection of a common signal measured at multiple sensors. We will use a multivariate normal

model for the signal measurements, and will model the signal as having a linear channel which

maps a basis for the transmitted signal to the measurements made on the receive sensor.

The detection problem is framed as a binary hypothesis test. Under the null hypothesis, or �0,

we assume no common signal is present in the measurements at any sensor. Under the alternative

hypothesis, or �1, we assume that all sensors measure a common signal. The detection statistics

developed in this paper are Generalized Likelihood Ratios (GLRs). These consist of a ratio of

the likelihoods for each hypothesis. The likelihood function for both �0 and �1 are separately

maximized for any unknown model parameters. A linear subspace channel model is assumed for

the signals, and nine different GLR detector statistics are developed based on differing levels of

assumed knowledge of these subspace channel maps and the noise variance. We treat three cases

for assumed knowledge of the subspace channel mappings:

1. The channel mapping and gain is known. This will be referred to as the known-channel case.

2. The channel mapping is known but the channel gain is unknown. This will be referred to as

the partially-known-channel case.
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3. The channel mapping and the channel gain are unknown are both unknown. In this case, the

dimension of the channel subspace is still assumed to be known. This will be referred to as

the unknown-channel case.

Mathematical definitions of the channel mapping and gain will be given in later sections. These

three cases are augmented by three different cases of assumed knowledge of the noise variance:

1. The noise variance on each channel is known. This will be referred to as the "known vari-

ance" case.

2. The noise variance on each channel is unknown but assumed to be equal. This will be

referred to as the "unknown but equal variance" case.

3. The noise variance on each channel is unknown and not assumed to be equal. This will be

referred to as the "unknown variance" case.

Taking each possible pair of assumptions about the channel mappings and noise variance gives the

nine different cases. For example, the known-channel and known variance case represents the first

of the nine cases.

It is worth noting that the hypothesis problem we deal with here for PSL is distinct from the

common hypothesis testing problem associated with passive radar [20–24]. In passive radar, mea-

surements are collected from a "reference channel" and a "surveillance channel." Under �0 there

is no measured signal in the surveillance channel but the reference channel still measures a signal.

This is contrasted from the PSL problem we treat here where under �0 there is no measured signal

in any of the channels.

The unknown channel cases and the unknown variance cases are new developments. The re-

maining cases have been treated in past work [14–19], but these are adapted these results to the case

for a finite dimension subspace channel model. Many of these detector statistics are also shown to

decompose into a sum of locally computed statistics that use only measurements from a specific

sensor and a coherence or cross-validation term which uses measurements from all sensors.
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All nine detectors are then evaluated through a series of numerical simulations. Receiver op-

erating characteristic (ROC) curves and probability of detection versus SNR curves are used to

illustrate the effectiveness of each detector statistic. Comparisons between different detectors are

shown, illustrating the changes in effectiveness as more or less information about the channel

mapping and noise variance are assumed to be known. Comparisons are also made between the

detectors dealt with here and so called "diversity-combining" detectors which feature only non-

coherent additions of locally computed detector statistics from each sensor. This allows evaluation

of the contribution of the coherence or cross validation terms in overall detector performance.

The work of this chapter has been published in [25]. The primary contributions of this author

to the work include the writing and execution of the simulations used to evaluate the detector

performance. ROC curves are produced and show probability of detection and probability of false

alarm performance across a range of detector thresholds for a fixed SNR. Probability of detection

versus SNR curves are also produced, and these are used to show detector performance at a fixed

probability of false alarm rate across different SNRs. In addition to the simulation work, this author

also helped with the work of finalizing the derivations of the detectors and ensuring they are error

free.

The remainder of this chapter is organized as follows. Section 2.2 develops our models for

the radiating source signals. Then, Section 2.3 models the measured data collected from a set of

passive sensors. Section 2.4 details the likelihood formulas for both �0 and �1, and from this sec-

tion forwards we restrict ourselves to the bistatic case of two passive sensors. In section 2.5 GLR

detection statistics are developed for the nine different cases. Details regarding the simulations and

their results can be found in section 2.6. Finally, we conclude in section 2.7.

2.2 Signal Models

We assume a radiating source produces a real-valued bandlimited waveform

B(C) := Re{482c 52CF(C)}. (2.1)
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Here, 52 denotes the center frequency and F(C) is the unknown baseband signal. We measure a

delayed and scaled version of the signal along with additive noise,

A (C) = �B(C − C′ − g(C)) + =(C). (2.2)

Here, � denotes a real-valued channel gain. This term can encompass attenuation losses, losses

due to propagation (geometric spreading), and sensor gains. We use g(C) to denote the propagation

delay, which may be time varying. This term depends on the media of propagation and the relative

positions of the source and sensor. The constant C′ accounts for potential clock offset between the

sensor and some reference. The additive noise is given by =(C). To move forward, we assume that

we are somehow able to determine the center frequency, 52, perhaps by the methods given in [75]

and [76]. We then demodulate the received signal to obtain a complex baseband signal,

G(C) = �4−82c 52 (C′+g(C))F(C − C′ − g(C)) + D(C). (2.3)

We use D(C) to denote both demodulated passband noise and baseband sensor noise. We assume

that D(C) is wide sense stationary (WSS) in time. Next, we approximate the time-dependent delay

with a first-order series expansion

g(C) ≈ g − a

52
C. (2.4)

This is equivalent to approximating the Doppler shift in the signal to be a = (+/2) 52 where+ is the

relative velocity between source and sensor. We assume that the signal is narrowband such that we

can neglect terms C′ and aC/ 52 in the baseband signal F. These terms must be kept in the exponent

where we have a large carrier frequency 52. These approximations and assumptions result in

G(C) = 6̃482caCF(C − g) + D(C). (2.5)

We use 6̃ = �4−82c 52 (C
′+g) to denote a complex-valued gain. Next, we sample and ’synchronize’

the data. Here, we use the term synchronize to refer to removing the delay and doppler shift. Let
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1/)B denote the rate at which we sample the received signal. The resulting discrete time sequence

after sampling is given by

G [=] := G(=)B) = 6̃482ca=)BF(=)B − g) + D(=)B) (2.6)

for = ∈ Z. We assume that the sampled noise is white and that this assumption holds for advanced

and demodulated versions of D(C) as well. Next, the sampled signal is ‘synchronized.’ We advance

the signal by :′ where g′ = :′)B is our estimated time advance. We then Doppler shift the result

with estimated shift a′. This results in

I[=; \′] : = 4−82ca
′=)BG [= + :′] (2.7)

= 4−82ca
′=)B 6̃482ca(=+:

′))BF((= + :′))B − g) + D((= + :′))B). (2.8)

Here, \′ = (g′, a′) denotes estimated or hypothesized synchronizing parameters and use \ = (g, a)

to denote the true delay and Doppler shift. By sampling the space of possible values for \′, one

could form ’likelihood’ images of potential radiating sources. If \′ = \,

I[=; \] = 6̃482ca:)BF [=] + D[=] . (2.9)

We defined F [=] = F(=)B) and D[=] = D(=)B). We now consider the signal ‘synchronized,’ and we

derive the detector under the assumption that this case holds. We do not study effects of incorrect

synchronization here, they are instead explored in [77].

Suppose we collect # samples of the signal I[=; \]. We organize these into column vector

z = [I[0; \] ...I[# − 1; \]]) ∈ C. We similarly define w and u and obtain

z = 6w + u. (2.10)
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Here, 6 = 6̃482ca:)B . We assume the additive noise vector takes the form D ∼ CN# (0,R). We

assume the # × # covariance matrix can be factored as

R = E[uu�] = f2I# (2.11)

and that tr[R] = #f2.

2.2.1 Subspace Signal Models

It is often the case that one can accurately describe the baseband signal w in (2.10) as a subspace

signal. Mathematically, we write

w = Ha. (2.12)

Recall that w ∈ C
# . Here, a ∈ C

 is a vector of complex coefficients and H ∈ C
#× is a matrix

whose columns form a basis for the corresponding  dimensional subspace of C# . We denote the

subspace with ⟨H⟩. This subspace can be used as a model for the unknown source, the propagation

channel, or both. As a simple example, consider a basis H constructed from  columns of # × #

discrete Fourier transform (DFT) matrix. Here, we are modeling the signal as a linear combination

of  Fourier modes with a giving the Fourier coefficients. If we take  = # , then this is equivalent

to expanding the signal in the DFT basis.

The advantage of the subspace model is the convenient way it divides the signal and noise

into separate spaces. After measuring vectors in C
# , we assume the signal is present in only a  

dimensional subspace. This opens up a #− dimensional space where we may estimate properties

of the noise. This allows us to compute the ratio of signal to noise energy as

(#' =
#

 

|6 |2a�a

f2#
. (2.13)

We note that a processing gain of #/ is achieved when we resolve onto our subspace of dimension

 .
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2.3 General Linear Model

In the previous section, models for signals measured at individual sensors were developed

where each measurement is a complex-valued time series. Now, consider a system with ! total

spatially separated sensors. A source emits a signal that is measured by all ! sensors. Each sensor

will measure a uniquely delayed and Doppler shifted version of the source signal depending on the

relative locations and velocities of the source and the sensors. We hypothesize a source location

and velocity and use this to synchronize the measurements at all sensors.

After synchronization, our measurement at sensor ; is

z; = 6;H;a + u; ∈ C
#; . (2.14)

Because the source is common to all sensors, a is the same for each channel. We assume that a is

unknown and we do not constrain it to a probabilistic or deterministic model.

For all ! sensors, our model is

z =



z1

z2

...

z!



=



61H1

62H2

...

6!H!



a +



u1

u2

...

u!



. (2.15)

We write this compactly as

z = Fa + u ∈ C
#/ (2.16)

where #/ =
∑!
;=1 #; is the length of the composite vector z. Each channel ; has a subspace model

given by matrix H; and we define F; = 6;H; . We assume u ∼ CN#/
(0,R). The covariance

matrix R is assumed to take the form R = blkdiag[{f2
;
I#;

}]. Let us assume that we then collect

" measurements, each of length #/ . Then, we define Z = [z[1], . . . , z["]] ∈ C
#/×" , A =

[a[1], . . . , a["]] ∈ C
 ×" , and U = [u[1], . . . , u["]] ∈ C

#/×" . Using these definitions, we
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construct the linear model

Z = FA + U ∈ C
#/×" . (2.17)

It is important to note that F is assumed to remain the same for all " measurements. We assume

that the columns of the noise matrix U are a series of independent CN#/
(0,R) random vectors.

2.3.1 The Parameters  , " , and #

One natural way for a signal model defined as in (2.17) to arise is when each of our ; sensors

is an array consisting of #; co-located sensors. Then, each z; [<] = 6;H;a[<] + u; [<] ∈ C
#; is

a sampled snapshot of the #; array element measurements. We are organizing these " snapshots

from ! arrays into the # × " spacetime data matrix Z. This comes with the assumption that each

array component for each snapshot has the same complex gain 6; and subspace basis H; .

An alternate way the signal model in (2.17) may be defined is if each sensor ; is a single sensor,

or the complex scalar output of a beamformed array. Then, let us assume that a long measurement

of length % is sampled. We divide up this measurement into " shorter sequences of length #;

such that #; × " = %. If each of these short sequences may be modeled as x; [<] = 6;H;a[<]

with H; ∈ C
#× , then each sensor will measure Z; = 6;H;A + U, which can be stacked vertically

with the other sensors to obtain (2.17). The obvious question is why split up the length % sequence

into length # sequences for each sensor? One could argue that modeling a long sequence as

a subspace signal of dimension  requires more modeling confidence than modeling a shorter

sequence with the same subspace of dimension  . However, the key idea here is that the modeler

has the flexibility to choose the subspace dimension  , the sequence length # , and the number of

snapshots " . This allows the model to be tailored to specific applications where appropriate.

If we do not divide up the signal of length %, then we say " = 1 and # = %. Then, if  = # ,

we can model H = I# . The resulting signal model is z = 6a + u. In the work that follows, we will

focus on the general case where " , and # are arbitrary and we assume the subspace dimension

 ≤ # . Specialized cases where " = 1, and  = # are also presented.
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2.4 Bistatic Likelihood Formulas

From this point forwards, we will focus on the case where ! = 2 sensors. For increased

notational clarity and only a small loss in generality, we assume #1 = #2 = # .

2.4.1 Log-Likelihood Under �0

Recall that under the null hypothesis, there is no signal present in the measurements, meaning

A = 0. Thus, our signal is Z = U. The Gaussian log-likelihood is thus

L0(f2
1 , f

2
2 ; Z) = −"# logf2

1 − "# logf2
2 − "tr

[
R−1/2(ZZ�/")R−1/2] . (2.18)

We assume noise at each separated sensor is uncorrelated. Thus, R = diag[f2
1
I# , f

2
2
IN]. If

f2
1
= f2

2
= f2 then R = f2I2# .

We compute the maximum likelihood (ML) estimates of the noise variance under �0 by max-

imizing the log likelihood with respect to the noise variance assuming the other parameters are

known. First, consider the case where f2
1
= f2

2
= f2. We have

mL0(f2; Z)
mf2

= 0 = −2"#

f2
+ 1

(f2)2
"tr[(Z1Z�

1 /") + (Z2Z�
2 /")] . (2.19)

Solving, we obtain the estimate

f̂2 |0 =
1

2#
tr[(Z1Z�

1 /") + (Z2Z�
2 /")], (2.20)

where we use the notation f̂2 |0 to denote that this is the ML estimate under �0. The estimate only

requires the fusion of scalar autocorrelations from each sensor. When we substitute the ML esti-

mated parameters into the likelihood function we refer to the result as the compressed likelihood.

In this case, the compressed likelihood is

L0(f̂2 |0; Z) = −" (2#) log f̂2 |0 − " (2#). (2.21)
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Because the set of covariance matrices
{
R = diag[f2

1
I#1
, f2

2
I#2

], f2
1
> 0, f2

2
> 0

}
is a positive

cone, a lemma in [78] tells us that the ML estimate of R constrains the trace term to be equal to

" (2#).

Next, we consider the case where f2
1
≠ f2

2
. For f2

1
, we have

mL0(f2; Z)
mf2

1

= 0 = −"#
f2

1

+ "

(f2
1
)2

tr[(Z1Z�
1 /")], (2.22)

where we have taken advantage of the block diagonal structure of R. An analogous form holds for

f2
2

. This yields the estimates

f̂2
1 |0 =

1

#
tr[(Z1Z�

1 /")] (2.23)

f̂2
2 |0 =

1

#
tr[(Z2Z�

2 /")] . (2.24)

The resulting compressed likelihood is

L0(f̂2
1 |0, f̂

2
2 |0; Z) = −"# log f̂2

1 |0 − "# log f̂2
2 |0 − " (2#). (2.25)

We note that in this case the estimates of the noise variance are computed locally at each sensor.

2.4.2 Log-Likelihood Under �1

Under �1, there is a common signal present for both sensors. Thus, the Gaussian log-likelihood

is

L1(f12, f2
2 ,F,A; Z) = −"# logf2

1 − "# logf2
2 − "tr[R−1(Z − FA) (Z − FA)�/"] . (2.26)

We want to find a ML estimate for the subspace signal A. Again, we assume all other parameters

are known and maximize (2.26) with respect to A. We have

mL1(f2
1
, f2

2
,F,A; Z)

mA
= 0 = tr[−FHR−1Z + FHR−1FA], (2.27)
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where we have use the invariance of the trace under the conjugate transpose operation and the

cyclic property of the trace to simplify the expression. This gives the ML estimate of the signal

Â = (F�R−1F)−1F�R−1Z. (2.28)

Expanding this gives,

Â =
1

|61 |2/f2
1
+ |62 |2/f2

2

[
6̄1

f1

H�
1

Z1

f1

+ 6̄2

f2

H�
2

Z2

f2

]
. (2.29)

We see that the estimate of A is a linear combination of measurements from both sensors. For the

compressed likelihood, we define

PR−1/2F = R−1/2F(F�R−1F)−1F�R−1/2, (2.30)

a projection onto the subspace ⟨R−1/2F⟩. Similarly, we define P⊥
R−1/2F

= I2# − PR−1/2F a projec-

tion on the (2# −  ) subspace ⟨R−1/2F⟩. With these definitions, we can express the compressed

likelihood as

L1(f2
1 , f

2
2 ,F, Â; Z) = −"# logf2

1 − "# logf2
2 − "tr

[
P⊥

R−1/2F
R−1/2(ZZ�/")R−1/2] (2.31)

Next we work towards the ML estimates for the noise variance at each sensor. Again, we consider

different cases. First, assume f2
1
= f2

2
= f2. Note that in this case, R−1 =

1
f2 I2# . Using this, we

obtain

mL1(f2
1
, f2

2
,F,A; Z)

mf2
= 0 = −2#

f2
+ 1

(f2)2
tr[P⊥

F (ZZ�/")] . (2.32)

We defined PF = F(F�F)−1F� = FF� (F has unitary columns) and P⊥
F
= I2# − PF to simplify the

above expression. The resulting estimate for the variance is

f̂2 |1 =
1

2#
tr[P⊥

F (ZZ�/")] . (2.33)
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The corresponding compressed likelihood is

L1(f̂2 |1, �, Â; Z) = −" (2#) log f̂2 |1 − " (2#). (2.34)

As before, the final trace term evaluates to " (2#) after invoking the lemma from [78].

In the case where f2
1
≠ f2

2
are unknown, then the variances appear in (2.31) in the leading log

terms, R, and in the matrix inverse of P⊥
R−1/2F

. The result is that the ML estimates of f2
1

and f2
2

are

the zeros of a pair of coupled nonlinear equations. Rather than solve these equations, we instead

use the "local" estimates of the variance which maximize

Lloc
1 (f2

; ,F8, Â; Z;) = −"# logf2
; − "tr[P

R
−1/2
;

F;
R
−1/2
;

(Z;Z�
; /")R−1/2

;
], (2.35)

for ; = 1, 2. Here, we use subscript ; when we only consider the rows of a given matrix associated

with sensor ;. Recall that R−1
;

=
1

f2
;

I# . Thus, we can follow the same process as for the case where

f2
1
= f2

2
= f2, this gives estimates

f̂2
1 |1 =

1

#
tr[P⊥

H1
(Z1Z�

1 /")] (2.36)

f̂2
2 |1 =

1

#
tr[P⊥

H2
(Z2Z�

2 /")] . (2.37)

Note that PF;
= PH;

. The compressed likelihood is then

L1(f̂2
1 |1, f̂

2
2 |1,F, Â; Z) = −"# log f̂2

1 |1 − "# log f̂2
2 |1 − "tr

[
P⊥

R̂
−1/2
1

F
R̂
−1/2
1

(ZZ�/")R̂−1/2
1

]
,

(2.38)

with R̂
−1/2
1

= diag[f̂2
1
|1I# , f̂

2
2
|1I# ]. Note that only the final trace term depends on data from both

sensors.

2.5 Bistatic Passive Detectors

Recall that the channel matrices take the form F; = 6;H; . This gives rise to three cases:
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1. Known channel: F; = 6;H; is known. Coherent processing possible.

2. Partially known channel: H; basis mapping is known but complex gain 6; is unknown. Co-

herent processing only partially possible.

3. Unknown channel: 6; is unknown and only the dimension of ⟨H;⟩ is known. Only incoherent

processing possible.

Each of these three cases has three subcases:

1. Noise variances f2
1

and f2
2

are known.

2. Noise variances f2
1

and f2
2

are unknown but assumed to be equal.

3. Noise variances f2
1

and f2
2

are unknown.

This gives nine total cases for which we present detectors.

2.5.1 Known channel case

We assume here that the composite channel matrix F is known. Although an unrealistic as-

sumption, the results help to establish methods used for later cases.

Noise variances f2
1

and f2
2

known

The log-likelihood ratio is given by

L = L1(f2
1 , f

2
2 ,F, Â; Z) − L0(f2

1 , f
2
2 , ; Z). (2.39)

Inserting equations (2.18) and (2.31) yields

L = "tr
[
PR−1/2FR−1/2(ZZ�/")R−1/2] . (2.40)
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Using the cyclic property of the trace, the fact that PF = HH� , and some algebra, we can

reformulate this ratio statistic as a Rayleigh quotient

L =
β�Mβ

|β |2
. (2.41)

Here, we have defined

β =



61/f1

62/f2



, (2.42)

and

M(f1, f2) =


Λ11 Λ12

Λ̄12 Λ22,



(2.43)

with

Λ;;′ = tr

[

H�
;

Z;Z
�
;′

f;f;′
H;′

]

. (2.44)

The terms where ; = ;′ are matched subspace detectors [17]. These are scaled by β to determine

their contribution to the total ratio. The term Λ12 measures correlation between the data from

sensors 1 and 2.

When " = 1, we have

Λ;;′ = tr

[

H�
;

z;z
�
;′

f;f;′
H;′

]

. (2.45)

When H1 = H2 = I, this simplifies further to

Λ;;′ = tr

[
z;z

�
;′

f;f;′

]

. (2.46)

In this case our terms with ; = ;′ are no longer matched subspace detectors but just energy detec-

tors. The final term still measures correlation between the measurements from each sensor.
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Noise variances f2
1

and f2
2

unknown but equal

We now construct our likelihood ratio using (2.21) and (2.34). Taking L = L1 − L0 gives

L = −" (2#) log f̂2 |1 + " (2#) log f̂2 |0 (2.47)

= −" (2#) log

(
1

2#
tr[(I − PF))ZZ�/"]

)
+ " (2#) log

(
1

2#
tr[(ZZ�/")]

)
. (2.48)

Noting that log is a monotone function, with some algebra we can see that

L ∼ tr[PF(ZZ�/")]
tr[(ZZ�/")] =

β�M(1, 1)β
|β |2tr[ZZ�]

. (2.49)

We use M(1, 1) = M(f1 = 1, f2 = 1). The case where " = 1 and H1 = H2 = I follow the cases

in the previous section with the exception now that we have M(1, 1) rather than M(f1, f2) and the

Rayleigh quotient is scaled by 1/tr[ZZ�].

Noise Variances f2
1

and f2
2

unknown

In this case our likelihood ratio for �0 is (2.25) and for �1 is (2.38). Our likelihood ratio,

neglecting additive constants, is thus

L = "#

(

log
f̂2

1
|0

f̂2
1
|0
+ log

f̂2
2
|0

f̂2
2
|1

)

− "tr

[
P⊥

R̂
−1/2
1

F
R̂
−1/2
1

(ZZ�/")R̂−1/2
1

]
. (2.50)

The first terms are monotone functions of local detectors, and the third term is a cross validation

term which depends on data from both sensors. In the case where " = 1, data matrices Z; become

vectors z; . When H1 = H2 = I then trace terms further simplify to a form like z�
;

z;′ .

2.5.2 Partially known channel case

Here, we assume that channel bases H1 and H2 are known but the complex gains 61 and 62 are

unknown.
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Noise Variances f2
1

and f2
2

known

Begin with (2.41). We now aim to maximize this expression with respect to the unknown com-

plex gains 61 and 62. Recalling that these gains appear in the definition of β = [61/f1, 62/f2]) ,

we can see that maximizing the likelihood ratio is equivalent to maximizing the Rayleigh quotient

with respect to a normalized unit vector β. This solution is given by

L = maxev(M(f1, f2)), (2.51)

where maxev(·) denotes the maximum eigenvalue of a matrix. As clock synchronization errors and

sensor location errors are often found in an unknown multiplicative phase, the maximum eigen-

vector of our matrix M represents a passive autofocus solution.

Since M(f1, f2) is a 2 × 2 matrix, a compact analytic solution for the maximum eigenvalue

can be found. This is given by

L = �

(

1 +
√

1 − �
2

�2
(1 − |d12 |2

)

, (2.52)

with � =
1
2
(Λ11 +Λ22), � = (Λ11Λ22)1/2, and |d12 |2 =

|Λ12 |2
Λ11Λ22

. See (2.44) for the definition of Λ;;′ .

When " = 1, then we replace Z; with z; in (2.44). If H1 = H2 = I then this trace term becomes

z�
;

z;′ .

Noise variances f2
1

and f2
2

unknown but equal

Now we begin with (2.49). We know that rather than maximizing the exact likelihood function

with respect to the unknown complex gains, we can equivalently maximize a monotonic function

of the likelihood with respect to the unknown complex gains. Thus, we maximize

L ∼ β�M(1, 1)β
|β |2tr[ZZ�]

(2.53)
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with respect to a unit vector β, just as was done for the known noise variance case. This results in

L ∼ maxev(M(1, 1))
tr[ZZ�] . (2.54)

For the cases where " = 1 and the cases where H1 = H2 = I, the same substitutions can be made

as were made in the known noise variance case.

Noise variances f2
1

and f2
2

unknown

Start with the detector for the known channel and unknown noise variance case, given in (2.50).

We aim to maximize this with respect to the unknown channel gains 61 and 62. Note, these terms

only appear in the final trace term. Focus for now on this term; we can re-write it as

−"tr

[
P⊥

R̂
−1/2
1

F
R̂
−1/2
1

(ZZ�/")R̂−1/2
1

]
= − "tr

[
R̂
−1/2
1

(ZZ�/")R̂−1/2
1

]
(2.55)

+ "tr
[
P

R̂
−1/2
1

F
R̂
−1/2
1

(ZZ�/")R̂−1/2
1

]
(2.56)

= − "tr
[
R̂
−1/2
1

(ZZ�/")R̂−1/2
1

]
(2.57)

+ "β�M(f̂1 |1, f̂2 |1)β
|β |2

. (2.58)

Now only the Rayleigh quotient term depends on the unknown channel gains and we can maximize

the full likelihood ratio as

L ="#

(

log
f̂2

1
|0

f̂2
1
|1
+ log

f̂2
2
|0

f̂2
2
|1

)

(2.59)

− "tr
[
R̂
−1/2
1

(ZZ�/")R̂−1/2
1

]
(2.60)

+ "maxev (M(f̂1 |1, f̂2 |1)) . (2.61)
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2.5.3 Unknown channel case

We now assume that we only know the dimension of the space ⟨F⟩. Thus, our goal for the

following cases will be to develop expressions which are maximized with respect to these unknown

channel mappings F1 and F2.

Noise variances f2
1

and f2
2

known

Begin with (2.40). We wish to maximize the expression with respect to F which means choos-

ing the projection PR−1/2F which maximizes the expression with the constraint that the space must

be of dimension  . Thus, we set

PR−1/2F = U U�
 (2.62)

with U ∈ C
2#× the matrix of the eigenvectors corresponding the to the  largest eigenvalues of

R−1/2ZZ�R−1/2. Substituting this projection into the trace term gives

L =

 ∑

:=1

ev: (R−1/2ZZ�R−1/2), (2.63)

where ev: (·) denotes the :th largest eigenvalue. This sum represents an energy measurement in

the dominant subspace of the whitened correlation matrix. Note that when " = 1, there is only a

single eigenvalue of the matrix so the expression reduces to L = z�R−1z.

Noise variances f2
1

and f2
2

unknown but equal

Start with (2.54). We wish now to maximize this with respect to the unknown F. Again, we

choose the projection onto the dominant eigenspace, this time of ZZ� . Take PF = U:U
�
:

, where

U: is a matrix whose columns are the dominant eigenvectors of ZZ� . The resulting log likelihood

ratio is

L =

∑ 
:=1 ev(ZZ�)
tr[ZZ�] =

∑ 
:=1 ev(ZZ�)

∑2#
:=1 ev(ZZ�)

. (2.64)

This statistic represents the fraction of the total energy which is found in the dominant eigenspace,

and as a result, when " = 1 there is no likelihood ratio (zz� only has a rank of 1).
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Noise variances f2
1

and f2
2

unknown

Since (2.18) has no dependence on 61H1 or 62H2, there is no additional maximization that

needs to be carried out. Thus we take (2.25), which, after dropping additive constants, can be

written equivalently as

max
�0

L0 = −"#
(

log

#∑

:=1

ev: (Z1Z�
1 ) + log

#∑

:=1

ev: (Z2Z�
2 )

)

. (2.65)

Recall that in this case, we approximated the estimates of the noise under �1. We now max-

imize these approximations with respect to the unknown subspace channel matrices H1 and H2.

Recall that these estimates are given by

f̂2
1 |1 =

1

#
tr[P⊥

H1
(Z1Z�

1 /")] (2.66)

f̂2
2 |1 =

1

#
tr[P⊥

H2
(Z2Z�

2 /")] . (2.67)

Maximizing with respect to the unknown basis has us choose P⊥
H1

= V1V�
1

where V1 is the # ×

(# −  ) matrix of eigenvectors associated with the # −  smallest eigenvalues of Z1Z�
1

(V2 is

defined analogously). As a result, the trace becomes equivalent to the sum of the # −  smallest

eigenvalues of the covariance matrix. Our approximate variance estimates thus becomes

f̂2
1 |1 =

#∑

 +1

ev: (Z1Z�
1 /") (2.68)

f̂2
2 |1 =

#∑

 +1

ev: (Z2Z�
2 /"). (2.69)

We use these estimates to define R̂1 = diag[f̂2
1
|1I# , f̂

2
2
|1I# ]. We also define F̂ = [V′

1
; V′

2
], where

V′
1

is the # ×  matrix of the eigenvectors associated with the  largest eigenvalues of Z1Z�
1

(similarly for V′
2
). Substituting this into (2.38) and then combing with (2.65) yields

L = "#

(

log
f̂2

1
|0

f̂2
1
|1
+ log

f̂2
2
|0

f̂2
2
|1

)

− "tr

[
P⊥

R̂
−1/2
1

F̂
R̂
−1/2
1

(ZZ�/")R̂−1/2
1

]
. (2.70)
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Similar to the case where the variance was unknown but assumed equal, there is no likelihood ratio

statistic (not detector) when " = 1 as the ratio of eigenspaces is undefined for a rank 1 covariance

matrix.

2.5.4 Final detectors

We include here a table organizing all nine detectors. Each column corresponds to differ-

ent assumed knowledge of the subspace channel and each row corresponds to different assumed

knowledge of the noise variances.
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Known Channel Partially Known Channel Unknown Channel

Known noise

variance L = "tr
[
PR−1/2FR−1/2(Z Z�/")R−1/2] L = maxev(M(f1, f2)) L =

 ∑

:=1

ev: (R−1/2(ZZ�/")R−1/2)

Unknown but

equal noise

variance

L =
β�M(f1 = 1, f2 = 1)β/|β |2

tr[ZZ�/"]
L =

maxev(M(f1 = 1, f2 = 1))
tr[ZZ�/"] L =

∑ 
:=1 ev: (ZZ�/")

tr[ZZ�/"]

Unknown

noise

variance

L = "#

(

log
f̂2

1
|0

f̂2
1
|1
+ log

f̂2
2
|0

f̂2
2
|1

)

− "tr

[
P⊥

R̂
−1/2
1

F
R̂
−1/2
1

(ZZ�/")R̂−1/2
1

]

L = "#

(

log
f̂2

1
|0

f̂2
1
|1
+ log

f̂2
2
|0

f̂2
2
|1

)

− "tr[R̂−1/2
1

(ZZ�/")R̂−1/2
1

]

+ "maxev(M(f̂1 |1, f̂2 |1))
L ≈"#

(

log
f̂2

1
|0

f̂2
1
|1
+ log

f̂2
2
|0

f̂2
2
|1

)

−"tr

[
P⊥

R̂
−1/2
1

F̂
R̂
−1/2
1

(ZZ�/")R̂−1/2
1

]

T
a
b

le
2
.1

:
T
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le

o
f

D
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r
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2.6 Numerical Results

We present some numerical results for the above derived detector statistics. The effects of the

differing modeling assumptions and knowledge of the channel and noise are compared. First, we

introduce what we refer to as "diversity-combining" detectors. These detectors neglect coherent

information transfer between platforms. These will provide an important comparison and insight

into the performance of our detectors. We will then present both receiver operating characteristic

(ROC) curves and probability of detection (%�) versus input SNR curves for each detector.

2.6.1 Diversity-combining detectors

We are particularly interested in what cases and under what conditions the terms in our de-

tectors which combine data from both detectors are of importance. Thus, we first present some

detectors derived by assuming that each platform is independent. GLR detectors at each plat-

form are derived assuming only measurements at the given platform are available and the resulting

statistics are then non-coherently added.

As an example, consider the case where the noise is known but our channel model is unknown.

The result for two platforms is given in (2.63). If we now consider a case where both sensors com-

pute their test statistics independently, and then add the results together, we obtain a similar result

with the exception that rather than the full covariance matrix ZZ� , we compute the eigenvalues of

each locally computed covariance matrix Z1Z�
1

and Z2Z�
2

. The result is

L� =

 ∑

:=1

ev: (R−1/2
1

(Z1Z�
1 /")R−1/2

1
) +

 ∑

:=1

ev: (R−1/2
2

(Z2Z�
2 /")R−1/2

2
). (2.71)

Similar equations can be developed for all nine cases and are presented in the following table.
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Known Channel Partially Known Channel Unknown Channel

Known noise

variance L� =
V2

1
tr[PH1

(Z1Z�
1
/"f2

1
)]

|β |2

+
V2

2
tr[PH2

(Z2Z�
2
/"f2

2
)]

|β |2

L� = tr[PH1
(Z1Z�

1 /"f
2
1 )]

+ tr[PH2
(Z2Z�

2 /"f
2
2 )]

L� =

 ∑

:=1

4E: (R−1/2
1

(Z1Z
�
1
/")R−1/2

1
)

+
 ∑

:=1

4E: (R−1/2
2

(Z2Z
�
2
/")R−1/2

2
)

Unknown but

equal noise

variance

L� =
tr[PH1

(Z1Z�
1
/")]

tr[ZZ�/"]

+
tr[PH2

(Z2Z�
2
/")]

tr[ZZ�/"]

L� = max

(
tr[PH1

(Z1Z�
1
/")]

tr[ZZ�/"] ,

tr[PH2
(Z2Z�

2
/")]

tr[ZZ�/"]

)

L� =

∑ 
:=1 4E: (Z1Z

�
1
/")

tr[Z1Z�
1
/"]

+
∑ 
:=1 4E: (Z2Z

�
2
/")

tr[Z2Z�
2
/"]

Unknown

noise

variance

L� = "# log
f̂2

1
|0

f̂2
1
|1
+ "# log

f̂2
2
|0

f̂2
2
|1

L� = −"tr[P⊥
H1
(Z1Z�

1 /"f̂
2
1 |1)]

− "tr[P⊥
H2
(Z2Z�

2 /"f̂
2
2 |1)]

L� ="#

(

log
f̂2

1
|0

f̂2
1
|1
+ log

f̂2
2
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f̂2
2
|1

)
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2.6.2 Simulation details

Producing ROC curves

Here we will give the details and procedures used to produce the ROC curves that are to follow.

For all experiments, we collect samples of length # = 16, we collect " = 64 samples, and use

a subspace dimension of  = 8. The we define our subspace ⟨H⟩ to be a  column slice of a #

dimensional DFT matrix. To create the signal, we assign random weights to each of these basis

vectors. The weights are drawn from a N(0, 1) distribution. A multiplicative scale factor is applied

to the signal and we then add CN(0, 1.3) noise. The scale factor is chosen such that the SNR is

-10 dB. We then produce 50,000 realizations of our noisy signal as well as 50,000 realizations of

data which consists of just noise. The eighteen different detectors (including the nine diversity-

combining detectors) are then evaluated on both the data set containing a common signal and

the data set containing only noise. For each of the nine cases, we then define 1,000 different

detector thresholds equally spaced between the minimum and maximum detector output produced

by the signal-free data set. Defining "detection" to mean a detector produces a value above a given

threshold, we then compute probabilities of detection (PD) using the signal-containing data and

probabilities of false alarm (PFA) using the signal-free data. The resulting probabilities are used

to construct the ROC curves.

Producing PD vs SNR curves

To produce the probability of detection vs SNR curves, we defined the parameters # , " , and

 and signal subspace in the same way as for the ROC curves. The signal and additive noise is

produced in the same way as was done for the ROC curves with the exception that we produce

different realizations with different signal gains calculated to produce a range of different SNR’s.

For each SNR value, 5,000 realizations of data containing a common signal and 5,000 realizations

of data containing only noise are produced. Each of the different detectors is evaluated on both

of these datasets; we use the signal-free data results to set thresholds which yield a PFA of 0.01

for each case. Then, for each dataset at each SNR, we use the computed threshold to compute the
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probability of detection on our signal-containing data. The PD vs SNR curves are constructed with

these results.

2.6.3 Known Channel Case

In this case the channel matrices F1 and F2 are known. We consider cases where the noise

variance is assumed to be known, unknown but equal, and unknown.

We show ROC curves for the six detectors in Fig.2.1. These detectors correspond to the first

column of Tables 2.1 and 2.2. Diversity-combining detectors are displayed with dashed lines. Note

that in this case, knowledge of the variance leads to better performance as expected, and the use

of coherent information allows the full detectors to perform better than the diversity-combining

detectors.
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Figure 2.1: PD vs PFA for fully known channel with three different assumptions about the noise variances.

The solid curves use coherent information from both sensors while the dashed curves represent diversity-

combining detectors.
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We show PD vs SNR curves in Fig.2.2. We can see that when we know the noise variance,

diversity-combining results in about a 2 dB loss in performance when compared to the full detector.

Similarly about a 4 dB loss and 3 dB loss are seen for the cases where the noise is unknown but

equal on each detector and the noise is unknown respectively.
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Figure 2.2: PD vs SNR for fully known channel with three different assumptions about the noise variances.

The solid curves use coherent information from both sensors while the dashed curves represent diversity-

combining detectors.

2.6.4 Partially Known Channel Case

In this case, we assume that the subspace basis matrices H1 and H2 are known but the complex

gains 61 and 62 are not. We again consider the cases where the noise variances are assumed to be

known, unknown but equal, and unknown. Results for the full detectors and diversity combined

detectors are shown. These correspond to the central column of Tables 2.1 and 2.2.
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Fig.2.3 depicts the ROC curves for our six detectors. Note again how as more knowledge of

the variance is assumed, better performance is obtained. We also note that our full detectors are, in

this case, still able to leverage known information about the subspace channel and achieve better

performance than the diversity-combining statistics.
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Figure 2.3: PD vs PFA for partially known channel with three different assumptions about the noise vari-

ances. The solid curves use coherent information from both sensors while the dashed curves represent

diversity-combining detectors.

Fig.2.4 displays the PD vs SNR curves. When the noise variances are known, the diversity-

combining detector results in a drop of about 1 dB of performance. When the noise variances are

unknown but equal a 4 dB loss is observed. Finally, when the noise variances are unknown, a

2 dB loss is observed. Note that these drops in performance tend to be smaller than the loss of

performance observed in the case with the fully known channel.
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Figure 2.4: PD vs SNR for partially known channel with three different assumptions about the noise vari-

ances. The solid curves use coherent information from both sensors while the dashed curves represent

diversity-combining detectors.

2.6.5 Unknown Channel Case

In the final case, we assume that neither H1 and H2 nor 61 and 62 are known. We only know

the dimension of the signal subspace. As before, three subcases are considered where the noise

variance is assumed to be known, unknown but equal, and unknown. Full detector and diversity

combined detector results are present, and these correspond to the final columns of Tables 2.1 and

2.2.

In Fig.2.5 we show the ROC curves for our six detector statistics. In this setting, we can see

that unless the noise variance is known, at this SNR (-10dB) the detector performance is much

lower than in our other cases. We can also see that for the case where the noise is known and the

noise is unknown, the diversity combined statistics slightly outperformed the full detector statistics,
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however this difference is very slight and may indicate that the performance of these detectors is

essentially the same when we have no knowledge of the signal channel.
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Figure 2.5: PD vs PFA for unknown channel with three different assumptions about the noise variances.

The solid curves use coherent information from both sensors while the dashed curves represent diversity-

combining detectors.

In Fig.2.6 we depict the PD vs SNR curves. When the noise variances are assumed to be

unknown but equal, the diversity-combining detector suffered a 3 dB loss in performance. How-

ever, for the other cases, we see essentially identical performance between the full detectors and

diversity-combining ones. A possible explanation is that there is not enough information known

about the subspace signal in order to effectively leverage the shared information used in the full de-

tectors, and the result is that their performance match that of the diversity combining detectors. We

take as a final note that generalized likelihood ratio detectors are detectors built on solid principles

but are not claimed to be "optimal" detectors.
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Figure 2.6: PD vs SNR for unknown channel with three different assumptions about the noise variances.

The solid curves use coherent information from both sensors while the dashed curves represent diversity-

combining detectors.

2.6.6 Channel Comparisons

In previous subsections we compared results for an assumed knowledge of the signal channel

and different assumptions of our knowledge of the noise variances. This corresponded to compar-

ing down the columns of Tables 2.1. Now, we instead fix our assumptions about the noise variances

and compare different assumptions about the knowledge of the signal channel. This corresponds

to comparisons across the rows of Table 2.1. We display results for PD vs SNR curves, which are

constructed in an identical manner to those in the previous subsections. We also only show results

for our full detectors, not the diversity combined detectors.

We show in Fig.2.7 the results for the case where the noise variance is assumed to be known.

We observe a loss of about 1 dB performance degradation between the known and partially known
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channel cases. About another 3 dB further performance loss is observed between the partially

known and unknown channel cases.
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Figure 2.7: PD vs SNR for three different levels of knowledge of the signal channel model when we assume

that the noise variances are known.

In Fig.2.8 we can see the results where we assume the noise variance is unknown but equal for

each platform. We again see about a 1 dB loss of performance between the known and partially

known channel cases, but now we observe another 6 dB loss between the partially known and

unknown channel cases.
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Figure 2.8: PD vs SNR for three different levels of knowledge of the signal channel model. We assume the

noise variances are unknown but equal at each sensor platform.

Fig.2.9 shows the results for the case where we assume no knowledge of the noise variances.

In this case, there is now about a 4 dB degradation between the known channel case and partially

known channel case. Again, we observe about a 6 dB degradation between the partially known

channel case and unknown channel case.
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Figure 2.9: PD vs SNR for three different levels of knowledge of the signal channel model. We assume the

noise variances are unknown at each sensor platform.

2.7 Conclusions

We have presented a set of nine GLR detector statistics aimed at addressing the problem of

passive source localization. These likelihood ratio tests cover a range of cases for differing levels

of knowledge about a given measurement’s noise levels and channel mappings. The effectiveness

of each of these detectors has been evaluated using simulated data. These detectors cover the first

piece of the PSL problem, that of detecting a common signal measured by separated sensors. The

next piece of the PSL problem is to then identify the location of the source of this shared signal.

This problem is addressed in the follow on paper [77]. The paper uses a strategy of postulating

a source location, time-delaying and Doppler shifting the data to match this postulated location,

and then applying a GLR detector to the resulting delayed and shifted data. A coherent sum of
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these estimates as a pair of sensors move through a synthetic aperture allows for more precise

estimation of the source location. Resolution and optimal filtering are also treated, and we refer

the reader to [77] for further details.

Future work of interest includes the extension of the work of [77] to other cases of the nine

detectors we have shown here (the paper focuses on just one case). Also of interest is the develop-

ment of analogous results to the ones given here but for a model which assigns a prior statistical

distribution to the unknown signal, given a "second order" statistical model for the measurements

rather than the "first order" statistical model treated here.
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Chapter 3

Synthetic Aperture Radar Digital Spotlighting for

Linear Sampling Method Imaging

3.1 Introduction

An inverse scattering problem is the problem of determining the properties of unknown objects

or targets within a scene based on the measurement of scattered fields at points outside the scene.

These problems are inherently non linear and ill-posed. Inverse scattering problems are common

in a wide variety of fields including non-destructive testing [27], [30], medical imaging [28], [29],

[36], and radar [31], [32], [35].

Synthetic aperture radar (SAR) is a particularly well studied case of an inverse scattering prob-

lem [38], [40], [79]. In this problem, sensors typically move through space, tracing out a ’synthetic’

aperture as data is collected. Commonly, SAR data is collected by a single monostatic sensor which

traces an aperture which only views an imaging scene with a small span of aspect angles. Tradi-

tional SAR imaging techniques are based on several approximations, of which two closely related

approximations are relevant to the work we will present here. The first approximation is the point

target approximation, which assumes that targets are composed of clouds of point-like scatterers.

Next is the Born approximation, which linearizes the inverse scattering problem by neglecting

effects such as multiple scattering. These approximations, especially the linearizing Born approx-

imation, eliminate the ill-posed nature of the imaging problem. They also allow traditional SAR

imaging techniques to be relatively computationally efficient. These techniques work well even in

the monostatic setting and with a small span of measured aspect angles. However, these approxi-

mations also fundamentally limit the ability of traditional SAR imaging techniques to fully capture

the details of targets in the scene. The point target approximation places limits on the ability to
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resolve certain details of the scattering targets and the reliance on the Born approximation can lead

to artifacts in the scene caused by multiple scattering effects.

The Linear Sampling Method (LSM) is a well studied inverse scattering technique which aims

to reconstruct only the shape of the targets in the imaging scene [48], [50], [51], [52], [53], [54].

This method avoids the point scatterer approximation and the linearizing Born approximation and

thus has the potential to surpass standard SAR image reconstruction algorithms in its capacity to

capture the true shape of the target. However, the LSM inverse problem is ill-posed, meaning it is

much more sensitive to noise and other perturbations in the data. It has been seen that the method

needs multiple sensors to surround the target from a wide span of aperture angles in order to

achieve good imaging performance. This multi-sensor setup is often more difficult and expensive

in practice than a setup featuring a single sensor moving through a synthetic aperture. In addition,

the original form of the LSM utilizes data at only a single frequency and contains no mechanism to

leverage information across a band of frequencies. So, although the LSM eliminates the reliance

on the point target and Born approximations, it is limited in its utility for SAR applications.

In order to adapt the LSM to better fit SAR imaging modalities, a modified verion of the

technique known as the Phase Encoded Linear Sampling Method (PE-LSM) was developed [61].

The PE-LSM modifies LSM to effectively leverage multi-frequency data by adding beamforming

steps and phase constraints to the LSM formulation. However, these modifications are based on

the Born approximation. Thus, we can view the PE-LSM as a compromise between the Born

approximated traditional SAR techniques and the LSM. Multiple studies have shown that the PE-

LSM offers improved imaging performance over both traditional SAR methods and the LSM when

sensors are given only a limited aperture to view the target scene [61], [62], [63]. While early

results still used small sets of sensors for multistatic measurements, developments in [80] and [64]

allow the PE-LSM to produce quality images using only monostatic synthetic aperture data. With

this adaptation, PE-LSM can operate on data collected in the most common SAR sensing geometry.

The improvements made by PE-LSM come at a cost however. The method requires the solving
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of a linear system at each pixel in the scene. With large data sets and a dense set of pixels in the

scene, this can lead to significant computational expense.

With the continued development of the PE-LSM, LSM-based inverse scattering imaging meth-

ods have moved progressively closer to effective imaging under more practical SAR data collection

scenarios. However, the computational cost of these methods is still prohibitive, and there is still

the concern that they may be more easily "contaminated" by interference since the methods are

ill-posed. In this chapter, we propose a method to help on both of these fronts: Digital Spotlight-

ing. Digital spotlighting is an established technique in SAR imaging that inputs SAR data and

then filters and downsamples that data to produce a new, smaller set of data [66], [67], [68], [69],

[70]. However, this new smaller data set is only suitable for imaging a small region within the

original scene. Therefore, we begin with the assumption that the target of interest can be contained

in a small region within the larger scene. Finding this target of interest is considered a separate

problem and we focus on imaging this target after it has been identified. Once we have identified

this region, we apply the digital spotlight processing to the data. The resulting data is then fed to

LSM-type imaging algorithms.

The results we will present in this chapter aim to demonstrate the effectiveness of digital spot-

light pre-processing for LSM-based imaging. We will first show that the digital spotlight process-

ing and LSM-type imaging methods can successfully be used together and produce quality images.

Due to the ill-posed nature of the LSM imaging techniques, it is not obvious whether or not the

preprocessing steps will negatively impact the LSM imaging. In producing these digitally spotlit

LSM images, we will also see the savings that digital spotlight processing offers in terms of data

reduction and therefore in computational cost. Next we will show results demonstrating that the

filtering aspect of digital spotlighting actually helps the imaging process in the case of strong inter-

ference in the data. Finally, the digital spotlight pre-processing and PE-LSM are demonstrated on

fielded SAR data. The resulting images, to our knowledge, constitute the first successful LSM-type

imaging from data collected by a fielded SAR system. These images are only made feasible due to

the performance gains allowed by the digital spotlight processing.
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The remainder of the chapter is organized as follows: Section 3.2 will describe aspects of LSM

and PE-LSM-based imaging and describe the procedure for digital spotlight processing, Section

3.3 will present the results, and finally Section 3.4 will offer concluding comments and remark on

future work.

3.2 Methods

3.2.1 The Linear Sampling Method

Here we will present some of the basic mathematics regarding the LSM and the PE-LSM. The

aim is to give the reader a clear understanding of the basics of the LSM and to show what mathe-

matical additions give rise to the improved performance of the PE-LSM. We begin by presenting

the standard LSM, originally formulated in [48]. Then we will discuss the extension put forward

by the PE-LSM in [61].

Imaging Model

Consider the imaging scenario depicted in Figure 3.1. We have a scene containing a target or

targets that we wish to image. A set of transceivers positioned outside the scene probe the area with

radio frequency (RF) pulses and measure the resulting scattered field. The transceiver positions

may completely surround the imaging scene or may only cover a limited viewing aperture, and the

probing RF waves may be of a single frequency or have a certain band of frequencies.
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Figure 3.1: General Diagram of LSM imaging context.

In order to keep things simple, we consider the scattering problem modeled by the scalar

Helmholtz equation

ΔD + :2D = 0, (3.1)

with D = D8 + DB is the sum of the incident and scattered field. We enforce the radiation condition

at infinity

lim
A→∞

√
A

(
mDB

mA
− 9 :DB

)
= 0, (3.2)

where the wavenumber is : =
2c 5

2
and A = ∥x∥. In [48] and [52] it is argued that the LSM works

regardless of the specific penetrability or boundary conditions of the targets. Let � (x, y, :) denote

the outgoing Green’s function for this equation. In two dimensions this takes the form

� (x, y, :) = 8

4
�

(1)
0

(: |x − y|) (3.3)
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where �
(1)
0

(·) denotes the Hankel function of the first kind and order zero. In three dimensions the

Green’s function takes the form

� (x, y, :) = 48: |x−y|

4c |x − y| . (3.4)

We consider imaging data collected from #C transmit locations and #A receive locations. Data

may be collected at a single frequency or over a frequency bandwidth �. Let

� (zA , zC , :) (3.5)

denote the measurement of the scattered field phasor for a transmitter at zC , receiver at zA and

wavenumber : , and let E(:) denote the complex-valued #A × #C matrix that results from the

discretization of � (zA , zC , :) at wavenumber : . Since the measurements E(:) are often made

in the far field, E(:) can be referred to as the far field matrix. We may also refer to E(:) as

the multistatic response matrix since it contains measurements corresponding to different sensor

locations in a multi-sensor imaging setup.

Standard LSM

Here we present the main operations needed to produce an image of a scene using the basic

LSM formulation of [48]. Consider data containing only one wavenumber : . Given data organized

in the form of our far field matrix E (we have suppressed dependence on : when only a single

wavenumber is used), we solve what is referred to as the far-field equation for each point x in our

imaging region. In matrix form, the far field equation is given by

Eg(x) = φ(x) (3.6)
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where φ(x) is a probe or test vector corresponding to the point x and g(x) is the LSM solution

vector. The test vector φ(x) takes the form

φ(x) =



� (x, z1)

� (x, z2)
...

� (x, z#A
).



(3.7)

With g(x) interpreted as a vector of transmit beamforming weights, the far field equation can be

interpreted as a transmit beamforming problem. The quantity φ(x) is the representation of the

measured field from an idealized point source at x. Solving (3.6) for g(x) is therefore equivalent

to finding the set of weights to apply to each transmitter that force the scattered data to match the

scattered data from a single point at x.

In [48], it is shown in the 2-D case for a single target that the norm of the solution ∥g(x)∥ is

bounded when x is inside the scattering target and becomes unbounded as x approaches the target

boundary and stays unbounded when x lies outside the target. This result was extended to multiple

targets in [52] and a proof for 3-D scattering can be found in [51]. For details regarding this theory

we refer the readers to [48], [52], and [51]. The behavior of g(x) can be used to create an image

via an indicator function. A common choice of indicator function is

� (x) = 1

g(x)�g(x) =
1

∥g(x)∥2
. (3.8)

Since ∥g(x)∥ is unbounded outside the boundary of the target, this indicator function will display

bright pixels inside the support of the target and dark pixels outside of the target, illustrating the

target shape.

Due to the ill-posed nature of the far-field equation, the linear system in (3.6) will be ill-

conditioned [52]. As a result, in order to solve (3.6) in a stable manner a regularization technique

is required. The LSM is often regularized using Tikhonov regularization. Rather than solving (3.6)
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one instead solves

min
g

(
∥Eg(x) − φ(x)∥2 + U∥g(x)∥2

)
(3.9)

where U is a positive parameter that needs to be chosen. The first term is known as the residual

term while the second will be referred to as the Tikhonov term. The solution to the minimization

problem (3.9) is

g(x) =
(
E�E + UI

)−1

E�φ(x). (3.10)

A common way to express this solution is via the Singular Value Decomposition (SVD). Let E =

USV� be the SVD of E. For simplicity, let us temporarily assume that #A = #C . Then the solution

to the Tikhonov regularized far field equation is

g(x) =
#A∑

8=1

f8

f2
8
+ U

v8u
�
8 φ(x) (3.11)

where f8 is the 8-th singular value of E and u8 and v8 are the 8-th columns of U and V respectively.

Thus far, we have assumed data at a single frequency. In [50] it is reported that combining

results from multiple frequencies can improve the performance of the LSM, especially when data

is available from only a limited angular aperture. The LSM solution for multiple frequencies is

combined noncoherently via a slightly modified indicator function

� (x) =
# 5∑

8=1

1

∥g(x, :8)∥2
(3.12)

Here, g(x, :8) denotes the LSM solution at location x for given wavenumber :8, and # 5 is the total

number of frequencies used in the image reconstruction.

It is now worth commenting on some the benefits of the LSM. Solving (3.9) can be accom-

plished by solving a simple linear equation at each pixel for each wavenumber : for which data
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is collected. There is the added advantage that the matrix E in (3.9) contains only the measured

data and is identical for each pixel x; only φ(x) changes as x does. Thus, for each : , only a single

matrix inversion or SVD computation is necessary to image the entire scene. The results is that

the LSM is relatively computationally inexpensive for an inverse scattering technique. The LSM

also does not depend on the Born approximation in its formulation, and thus has the potential to

capture higher fidelity images than methods which do rely on this approximation.

With these benefits, there are also some downsides of the LSM. The LSM is known to strug-

gle to produce good quality images when data is only available from a limited aperture around

the target. Specifically, it is observed in [61] that standard LSM struggles to achieve high range

resolution with limited apertures. This lack of range resolution stems from the lack of coherent

processing across frequency, which is the primary mechanism used to achieve range resolution

in traditional radar imaging techniques. Although some improvement is possible using the tech-

niques introduced in [50], the non-coherent combination of information from multiple frequencies

still results in overall poor range resolution in limited aperture scenarios. In [61], modifications

to the LSM formulation are introduced. These modifications help to address the range resolution

issues for limited aperture cases. This method will be explained in the following subsection.

Phase-Encoded LSM

In [61], the phase-encoded linear sampling method or PE-LSM is introduced. This method is

designed with imaging from limited apertures in mind and features two main improvements over

the standard multifrequency LSM formulation. The first is a beamforming procedure on the receive

end, and the second is the addition of a phase delay frequency variation (PDFV) constraint. The

PDFV constraint injects coherent processing across frequency into the LSM formulation, so the

PE-LSM by its nature involves data sampled across a bandwidth of frequencies.

The receive beamforming improvement introduces a beamforming weight vector

w(x, :) = 4− 9 :dA (x) , (3.13)
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where dA (x) is the vector of distances between sampling point x and the locations of the receivers.

This vector is then applied to the system (3.6),

w(x, :)�E(:)g(x) = w(x, :)�φ(x, :). (3.14)

This beamforming step provides a form of preconditioning to the linear system by filtering out

interfering signal from sources which are spatially separated from x.

The PDFV constraint is where coherent processing across frequency is introduced to the LSM.

The key idea is to force the solution at each adjacent frequency to exhibit the phase changes ex-

pected by the known frequency sample spacing. Mathematically, we require that

g(x, :8) = g(x, :1) ⊙ 4− 9 (8−1)Δ:dC (x) . (3.15)

Here, Δ: is the spacing between adjacent sampled wavenumbers, dC (x) is the vector of distances

between a point x and each transmitter position, and ⊙ denotes element-wise multiplication. This

constraint can be enforced by introducing a diagonal matrix into the beamformed system in equa-

tion (3.14). Define

C8 =



4− 9 (8−1)Δ: |x−z1 | 0 . . . 0

0 4− 9 (8−1)Δ: |x−z2 | . . .
...

...
. . .

. . . 0

0 . . . 0 4− 9 (8−1)Δ: |x−z#C |



. (3.16)

This allows us to enforce (3.15) since g(x, :8) = C8g(x, :1). The constraint is applied to (3.14) for

each frequency 8 as

w� (x, :8)E(:8)C8g(x, :1) = w� (x, :8)φ(x, :8). (3.17)
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The systems in (3.17) are then solved via Tikhonov regularization. The full minimization

problem is given by

min
g

# 5∑

8=1

|w� (x, :8) (E(:8)C8g(x, :1) − φ(x, :8)) |2 + U∥g(x, :1)∥2. (3.18)

Note that despite the sum over frequencies in the residual term, we still solve for g(x, :1) at only

the first frequency corresponding to :1. One way to solve (3.18) is via block matrices. Define

matrices

A =



A0

√
UI



(3.19)

b =



b0

0



, (3.20)

where I is the identity matrix, 0 is a vector of zeros,

A0 =



w� (x, :1)E(:1)C1

...

w� (x, :# 5
)E(:# 5

)C# 5



, (3.21)

and

b0 =



w� (x, :1)φ(x, :1)
...

w� (x, :# 5
)φ(x, :# 5

)



. (3.22)

We then find the least squares solution to the system Ag(x, :1) = b. The solution is thus

g(x, :1) =
(
A�A

)−1

A�b. (3.23)
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The PE-LSM is demonstrated in [61] and [64] to offer significant improvements in LSM imag-

ing fidelity when a target is viewed from a limited aperture. However, this comes with some

drawbacks. The standard LSM does not rely on the Born approximation, but the beamforming

weight and PDFV constraint are based on the Born approximation. Thus, the PE-LSM makes a

compromise between the LSM and methods built on the Born approximation.

The changes of the PE-LSM also introduce some added computational complexity. Specifi-

cally, the linear system that needs to be solved for each point x in our domain is no longer invariant

across the domain. Instead, with this formulation a new matrix inversion operation is required

for each pixel in our image. Many imaging radars feature high frequencies and bandwidths and

correspondingly small wavelengths in order to provide high resolution. In order to satisfy Nyquist

sampling requirements with these small wavelengths, a large number of samples are required.

Thus, the matrices for PE-LSM can grow quite large, leading to significant computational burden.

Selecting the regularization parameter

Both LSM formulations require the selection of the Tikhonov regularization parameter U. The

parameter U is responsible for balancing the weight of the residual term and the Tikhonov term in

the minimization problem of either (3.9) or (3.18). The residual term penalizes mismatch between

the solution and the predicted model behavior while the Tikhonov term penalizes large norm solu-

tions. If U is chosen to be too small, we say that the problem is under-regularized, and similarly if

U too large then the problem is over-regularized. Due to the ill-posed nature of the LSM equations,

an under-regularized problem will suffer strong distorting effects due to small perturbations and

noise in the data. An over-regularized problem will constrain the norm of the solution too greatly

at the expense of enforcing the solution to conform to the model. In both cases, the fidelity of the

image to the true target geometry can be destroyed. Therefore, the selection of a good value for U

is an essential part of the reconstruction.

There are many ways to select the regularization parameter for Tikhonov regularization prob-

lems. These methods include the L-curve method, the Morozov discrepancy principle, heuristic

methods, and simple trial and error. We use different approaches based on whether we are imaging
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with LSM or with PE-LSM. For LSM imaging, we use either a modified version of the Moro-

zov discrepancy principle used in [52] or we manually select the regularization parameter. For

PE-LSM, we use the heuristic introduced in [61].

First, we describe our modification of the technique of [52] for selecting the regularization

parameter for LSM imaging. In practice, we know that E will contain noisy measurements. Let

E# = E + N where N is a matrix which contains the additive measurement noise. Define the

quantity X ≥ ∥E − E=∥ = ∥N∥. Next, define the discrepancy function

� (U) = ∥E#g(x;U) − φ(x)∥2 − X2∥g(x;U)∥2. (3.24)

The discrepancy function measures the match between the norm of the residual and the effect of

the additive noise. If a given value of U achieves perfect balance, then � (U) = 0. We choose U to

minimize |� (U) | rather than searching for the exact zero of the discrepancy function. In [52], this

process is repeated for each pixel location x resulting in potentially different values of U used for

solving (3.9) at each x. In [54], it is reported that good image quality can be obtained with a single

value of U chosen for all pixels in the scene. We opt to select a single U and use this to solve (3.9)

for all pixels in the scene. We select the optimal parameter U>?C which satisfies

U>?C = arg min
U

max
x

|� (U) |. (3.25)

Note that this method requires some knowledge of the additive noise N in order to obtain X. We

consider the problem of estimating X outside the scope of our current work, and instead we simply

assume knowledge of X.

For PE-LSM, we select the regularization parameter via the heuristic method of [61]. First, we

select a coarse grid of pixel locations x covering the imaging scene. We consider the quantity

[(U) =
∑

x

∥g(x;U)∥ (3.26)
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where the sum is over all the pixels x in the coarse grid. Note that computing [(U) requires the

solving of (3.18) for each pixel x in the grid. Since PE-LSM requires the inversion of a different

matrix at each x, this can become computationally expensive. The use of a coarse grid reduces

the number matrix inversions needed to compute the regularization parameter. We have found

empirically that often a 3 × 3 or 5 × 5 pixel grid covering the full imaging scene is often sufficient.

We compute the derivative of this [(U) with respect to U. In our experience and in the experience of

[61], the derivative curve typically has a single well defined peak corresponding the the inflection

point of [(U). We choose

U>?C = arg max
U

3[(U)
3U

. (3.27)

Since this is a heuristic, we make no claims to the optimality of this parameter choice. However,

based on our own experience and those noted in sources such as [61], [64], and [65], this method

seems to select values of U that produce quality images. A final note, in [61] the search for the

inflection point of [(U) occurs after sweeping through choice of V/U until a certain convergence

criterion is reached. This method was necessary for the older version of PE-LSM which contained

two regularization parameters U and V. However, in the newer version of PE-LSM we use, only the

single parameter U is needed. The parameter V was used to enforce a soft version of the constraint

that is now enforced by the matrices C8 in (3.18). Enforcing this constraint with the matrices C8

removes the need for V.

The monostatic-to-multistatic transform

The last modification of the LSM that we will use in our imaging studies later is "monostatic-

to-multistatic" transform developed in [80] and simplified in [64]. LSM-based techniques involve

solving linear equations based on multistatic measurements. Measurements are collected into mul-

tistatic response matrices E(:8) for frequency samples indexed by 8. The rows and columns of

these matrices contain data with a diversity of measurements from different transmit and receive

viewing angles. Without any diversity in both the transmit and receive viewing angles, the LSM

methods break down. In a practical radar setting, it is often the case that only monostatic data is
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collected over a band of frequencies. In order to apply LSM-based imaging to a greater variety of

radar imaging scenarios, a method for constructing virtual multistatic data from monostatic data is

developed in [80]. This method is refined and used for PE-LSM imaging in [64]. This technique

is required to produce the images we present in section 3.3.4, and we will describe the basics here.

The monostatic-to-multistatic transform of [80] is based on a far field and Born approximated

model for the field � scattered from a target near the origin. This model, derived in [80], can be

expressed as

� (ŷA , ŷC , :) = :2

∫
d(x)4 9 : (ŷA+ŷC ))x3x, (3.28)

where ŷA denotes a unit vector pointing from the origin towards the receiver and ŷC a unit vector

directed towards the transmitter. The integral is evaluated over the imaging scene and d(x) charac-

terizes the reflectivity of the scene. The key observation is that under these approximations, � can

be viewed as a Fourier transform of the scene reflectivity, with spatial frequencies k = : (ŷA + ŷC).

For a fixed transmit direction and a 360◦ receive aperture, the spatial frequency support is a circle

with radius : and centered at : ŷC . This can be seen by taking

ŷA = (cos qA , sin qA) (3.29)

ŷC = (cos qC , sin qC), (3.30)

which gives

k = : (cos qA + cos qC , sin qA + sin qC). (3.31)

By fixing a transmit direction qC it becomes apparent that the spectrum traces a circle in the spatial

frequency domain. Radially, in the spatial frequency domain, this circle will extend from 0 to 2: .

Note that the monostatic response is obtained by taking ŷC = ŷA and thus for monostatic data. the

spatial frequencies are given by k<>=> = 2: ŷA . Parameterized by receive angle, this gives

k<>=> = 2: (cos qA , sin qA). (3.32)
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When collected over a bandwidth of frequencies between wavenumbers :<8= and :<0G , the mono-

static data has an annulus shaped support in the spatial frequency space. We will refer to this

support region as Ω<>=>. The annulus shaped region, Ω<>=>, is centered at 0 in the spatial fre-

quency domain, and it extends from 2:<8= to 2:<0G in the radial direction, and from qBC0AC to q4=3

angularly.

Consider monostatic data collected for a 360◦ aperture with wavenumbers ranging from :<8=

to :<0G , and consider bistatic data collected for a fixed transmit angle qC , receive angle spanning a

360◦ aperture, and wavenumber : ∈ [:<8=, :<0G]. In this case, the support of the bistatic data must

have some overlap with the monostatic data support Ω<>=>. An illustration showing this overlap is

provided in Figure 3.2.

Figure 3.2: Illustration depicting overlap of monostatic and bistatic spatial frequency supports. The blue

region depicts Ω<>=> for a 360◦ aperture and wavenumbers between :<8= and :<0G . The red circle depicts

the support of bistatic data collected for \C = 0 and \A traversing a 360◦ aperture at wavenumber :<0G .
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We can use existing monostatic data to define a 2-D interpolant over Ω<>=>. Then, due to the

overlapping support regions, we can use this interpolant to synthesize virtual multistatic data. Let

� (k) denote the interpolant. Virtual mulistiatic data is created via

� (ŷA , ŷC , :) =




� (k), k ∈ Ω<>=>

0 otherwise.

(3.33)

In [80], this interpolated data is found to provide decent imaging performance, although true mul-

tistatic data does allow for better performance. For more details regarding this method, we encour-

age the reader to consult [80].

The method outlined in [80] involves using monostatic data collected over a bandwidth of

frequencies to generate virtual multistatic data for LSM imaging via a 2-D interpolation in the

spatial frequency domain. In [64], a simplified version of this technique is used to generate virtual

multistatic data for PE-LSM imaging. Let ŷC = (cos q, sin q), ŷA = (cos(q + \), sin(q + \)), and

x = (G, H). Then under the far field and Born approximations

� (\, q, :) = :2

∫ ∫
d(G, H)4− 9 :G− 9 :H3G3H. (3.34)

We have defined

:G = −: (cos q + cos(q + \)) = −2: cos(q + \/2) cos(\/2) (3.35)

:H = −: (sin q + sin(q + \)) = −2: sin(q + \/2) cos(\/2). (3.36)

Note that the signal for a monostatic data collect can be obtained from the above by taking \ = 0.

If we have monostatic data (2:<>=> cos q<>=>, 2:<>=> sin q<>=>) and wish to create virtual multi-

sensor data with a sensor pair located at q and q + \, then we attempt to match the expected phase
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relationships of these two sets of data via

2:<>=> cos q<>=> = 2: cos(q + \/2) cos(\/2) (3.37)

2:<>=> sin q<>=> = 2: sin(q + \/2) cos(\/2). (3.38)

Some algebra shows that the above phase relationships are satisfied when

tan q<>=> = tan(q + \/2) (3.39)

:<>=> = : cos(\/2). (3.40)

If we consider \ to be small, then this relationship simplifies to

q<>=> ≈ q + \/2 (3.41)

:<>=> ≈ :. (3.42)

This approximate relationship gives a simple way to synthesize virtual multi-sensor data for small

separation angles between transmitter and receiver. Given � (0, q, :) monostatic data, for small

\ we can synthesize data � (\, q, :) by interpolating the monostatic data at sample angles q +

\/2. Due to the synthetic aperture nature of monostatic data collection, this interpolation can

typically be achieved with a simple and straight forward 1-D interpolation. For receive angles

that fall outside the synthetic aperture, we simply set the resulting multisensor data point to zero.

This method for synthesizing virtual multistatic data uses a simpler 1-D interpolation than the 2-

D interpolation of [80], but is limited to the case of small angles \. However, since the study

published in [61], it has been known that PE-LSM is able to create images of high quality with

much smaller angular apertures than is needed by LSM. Thus, in [64], it is found that this 1-D

interpolation method allows for high quality image reconstructions with PE-LSM.
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3.2.2 Digital Spotlighting

Digital Spotlighting is an established technique used in Synthetic Aperture Radar (SAR) that

extracts phase history data from a larger SAR phase history data set in order to image a smaller

region of interest (ROI) within a SAR image scene [66],[67],[68],[69]. The reduced-size phase-

history data for a small ROI can be useful in improving the efficiency of imaging techniques.

Digital spotlighting has also been found to improve the image quality of SAR images by suppress-

ing side lobes and aliasing in images [70]. Once an ROI is selected, digital spotlight processing

can be divided into 6 different steps:

1. Re-centering of phase history to the new ROI scene center

2. Filtering of phase history in the frequency dimension

3. Downsampling of phase history in frequency dimension

4. Resampling of phase history in the aperture dimension

5. Filtering of phase history in the aperture dimension

6. Downsampling of phase history in the aperture dimension

Let � (\A , \C , :) denote the initial SAR phase history. Figure 3.3 illustrates the order of these steps

on an input phase history and concludes with the output spotlit data �B (\A , \C , :). In [66], [67],

[68], and [69], only a monostatic synthetic aperture setup is used for digital spotlighting. In the

remainder of this section, we will develop a multistatic version of the digital spotlight technique.

We will begin with a model for simple bistatic sensing and use this to derive samping requirements.

We will then discuss how the bistatic model extends to the multistatic sensing scenario. From there,

we will work through the six steps of digital spotlight processing on our multistatic data model.
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Figure 3.3: Flow chart of digital spotlight processing which takes SAR phase history � (\A , \C , :) and

transforms it to filtered and downsampled spotlit data �B (\A , \C , :). �A2 denotes the re-centered phase

history, � 5 5 denote the frequency filtered phase history, � 5 3B denotes the frequency downsampled phase

history, �0A the aperture resampled phase history, and �0 5 the aperture filtered phase history.

Bistatic Data Model

Let Ω denote the imaging region, centered at 0. The simplest multi-sensor case is the bistatic

case of two sensors. Let RC and RA denote the locations of the transmitter and receiver respectively.

The scattered signal measured at RA can be modeled by

� (RA ,RC , :) =
∫

Ω

0(RA ,RC , :, x)d(x)4− 9 : (∥RC−x∥+∥RA−x∥)3x (3.43)

where : = 2c 5 /2 is the wavenumber corresponding to frequency 5 , 0(RA ,RC , :, x) is an amplitude

function, and d(x) is the complex valued reflectivity of the scene. It is d(x) that we want to image.

Note that the model in (3.43) depends on the Born approximation. Figure 3.4 illustrates this sensing

geometry.
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Figure 3.4: Diagram of bistatic imaging geometry.

The amplitude function 0(RA ,RC , :, x) is typically slowly varying in x and for this reason we

will ignore the dependence. Let 'A = ∥RA ∥ and 'C = ∥RC ∥, and then define R̂A = RA/'A and

R̂C = RC/'C . In the far field, the signal of (3.43) can be approximated as

� (RA ,RC , :) ≈
∫

Ω

0(RA ,RC , :)d(x)4− 9 : ('C+'A )4 9 : (R̂C+R̂A ))x3x. (3.44)

For notational simplicity, define 0̃(RA ,RC , :) = 0(RA ,RC , :)4− 9 : ('C+'A ) which is an amplitude

function which does not depend on x. We can then express the signal as

� (RA ,RC , :) ≈ 0̃(RA ,RC , :)
∫

Ω

d(x)4 9k)x3x (3.45)
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where k = : (R̂C + R̂A). We can see that (3.45) has the form of a spatial 2-D Fourier transform of

the scene reflectivity. Define

R̂A = (cos \A , sin \A) (3.46)

R̂C = (cos \C , sin \C). (3.47)

This allows us to express the components of k as

:G = : (cos \C + cos \A) (3.48)

:H = : (sin \C + sin \A). (3.49)

To image the scene, data is collected over a bandwidth of frequencies and sensor positions. Thus,

through equations (3.48) and (3.49) we can see that sampling the scattered signal � (\A , \C , :)

corresponds to sampling the 2-D spatial Fourier transform of d(x). We will refer to the 2-D spatial

frequency domain as :-space. An illustration of the :-space support of � (\A , \C , :) for a fixed

transmit angle \C and fixed frequency : is given in Figure 3.5. For a fixed transmit angle \C and

fixed frequency : , varying \A will trace a circle of radius : in :-space. The location of the center

of the circle is determined by the transmit angle \C . If instead \A were fixed and \C were varied,

the :-space support of the data would exhibit the same behavior except that the roles of \C and \A

would be exchanged. In that case, \C would trace out the circular support in :-space and \A would

determine the circle’s center point.
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Figure 3.5: Diagram depicting the :-space support of bistatic data collected for fixed \C and : and varying

\A from 0◦ to 360◦.

The operations of digital spotlight processing are based on the sampling requirements driven

by this model. In the following section we will use this model to derive the sampling requirements

to image the scene Ω.

Bistatic Sampling Requirements

Equations (3.48) and (3.49) tell us where in :-space the sampled data will be located. By the

Nyquist-Shannon sampling theorem, in order to prevent aliasing artifacts in our image of Ω, we
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need our samples to satisfy

Δ:G ≤
c

,G

(3.50)

Δ:H ≤
c

,H

, (3.51)

where [−,G ,,G] and [−,H,,H] give the extent of Ω in the G and H directions respectively. For

simplicity, let us assume a square imaging region where ,G = ,H = , . The results from this

section generalize in a straightforward manner to regions where ,G ≠ ,H. From equations (3.48)

and (3.49), we can see that the sampled data will not lie on a Cartesian grid in :G and :H space.

However, let us assume that \A and \C are confined to a narrow aperture centered at \A = \A = 0.

With this aperture assumption, the G coordinate direction corresponds to the range dimension in

the image and the H direction corresponds to cross range. We expand (3.48) and (3.49) for small

angles in both the transmit and receive dimension. This operation can be thought of as expanding

around the monostatic data where \A = \C . To first order, the results are

:G ≈ 2: (3.52)

:H ≈ : (\A + \C). (3.53)

We can use these approximations as well as equations (3.50) and (3.51) to derive sampling re-

quirements for our bistatic sensing setup. Consider first the :G direction (in this case, the range

direction). In order to satisfy Nyquist sampling in : must satisfy

2Δ: ≤ c

,
. (3.54)

Recalling that : = 2c 5 /2, this sampling requirement can be expressed as

4cΔ 5

2
≤ c

,
(3.55)
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or

Δ 5 ≤ 2

4,
. (3.56)

Now consider the :H or cross range direction. For a fixed : , equation (3.53) depends on both \A

and \C . We fix \C and allow \A to vary, which gives the sampling requirement

:Δ\A ≤
c

,
. (3.57)

Substituting our expression : = 2c 5 /2, we get

2c 5Δ\A

2
≤ c

,
(3.58)

or

Δ\A ≤
2

2 5,
. (3.59)

An analogous expression can be obtained for Δ\C by assuming \A fixed. We can see that the allowed

angular spacing depends on the frequency 5 . In order to ensure that the angular spacing satisfies

these requirements across the full bandwidth of frequencies sampled, we enforce

Δ\A = Δ\C ≤
2

2 5<0G,
(3.60)

where 5<0G is the maximum frequency in the sampled data.

Note that when monostatic data is collected, \A = \C = \. This does not change the sampling

requirements placed on Δ 5 , but for angular sampling, we note that (3.53) simplifies to :H ≈ 2:\.

This change means that we now require

2:Δ\ ≤ c

,
. (3.61)

66



After some simple rearranging, and again taking the maximum frequency, we see that this imposes

the requirement that Δ\ satisfy

Δ\ ≤ 2

4 5<0G,
. (3.62)

Thus, monostatic data must be sampled twice as finely as the bistatic data.

Bistatic Sampling Requirements: Circular Apertures

In the previous section, we used small-angle expansions of (3.48) and (3.49) around \A = \C = 0

to arrive at the sampling requirements (3.56) and (3.60). This method for deriving the sampling

requirements provides a simple and intuitive way to derive the bistatic sampling requirements.

However, we wish to apply digital spotlighting to imaging geometries with up to fully circular

apertures. In these wide angle and circular apertures, the small-angle approximation we made

in order to obtain the expressions (3.52) and (3.53) breaks down. In this section, we will derive

bounds on the sample spacing Δ 5 and Δ\ which ensure that (3.50) and (3.51) are satisfied without

making the same small angle assumption.

Begin with the expressions (3.48) and (3.49) relating the data collected in (\A , \C , :) to spatial

frequencies :G and :H. First, we will derive bounds on the sample spacing Δ 5 . Fix \A and \C . In

terms of Δ: = := − :=−1, we have

Δ:G = Δ: (cos \A + cos \C) (3.63)

Δ:H = Δ: (sin \A + sin \C). (3.64)

These expressions can be written equivalently using a trigonometric identity as

Δ:G = 2Δ: cos

(
\A + \C

2

)
cos

(
\A − \C

2

)
(3.65)

Δ:H = 2Δ: sin

(
\A + \C

2

)
cos

(
\A − \C

2

)
. (3.66)
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We can see that

|Δ:G | ≤ 2Δ:. (3.67)

By inspection, we can see that this bound is achieved when \A = \C = 0 and \A = \C = c. Similarly,

|Δ:H | ≤ 2Δ:, (3.68)

and this bound is achieved when \A = \C =
c
2

and \A = \C =
3c
2

. In order to ensure that (3.50) is

satisfied regardless of viewing angles, we will bound the worst case scenario where Δ:G = 2Δ: (or

Δ:H = 2Δ:). Thus, we require that

2Δ: ≤ c

,
. (3.69)

Substituting Δ: = 2cΔ 5 /2 and rearranging, we obtain

Δ 5 ≤ 2

4,
. (3.70)

Note that (3.70) gives the same bound as (3.56). The small-angle expansion used to obtain (3.56)

turns out to in fact be an expansion at the point where the sample spacing in :G (or with rotated

coordinate system, :H) is the largest, and therefore satisfying the Nyquist requirement at this point

will ensure that it is satisfied for the entirety of a circular aperture.

Next we will derive bound on the angular sample spacing Δ\. Fix \C and : . Results would

proceed analogously if we had instead fixed \A , so we will drop the subscripts and refer to the

non-fixed angle as simply \. In this case we have

Δ:G = : (cos \< − cos \<−1) (3.71)

Δ:H = : (sin \< − sin \<−1), (3.72)
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Where \< and \<−1 are consecutive samples in \. After applying a trigonometric identity these

can be equivalently expressed as

Δ:G = −2: sin

(
\< + \<−1

2

)
sin

(
\< − \<−1

2

)
(3.73)

Δ:H = 2: cos

(
\< + \<−1

2

)
sin

(
\< − \<−1

2

)
. (3.74)

We can rewrite these expressions equivalently in terms of Δ\ = \< − \<−1 as

Δ:G = −2: sin

(
\<−1 +

Δ\

2

)
sin

(
Δ\

2

)
(3.75)

Δ:H = 2: cos

(
\<−1 +

Δ\

2

)
sin

(
Δ\

2

)
. (3.76)

We can see that

|Δ:G | ≤ 2: sin

(
Δ\

2

)
, (3.77)

and Δ:G achieves this bound when \<−1 + Δ\
2
=

c
2
, or \<−1 + Δ\

2
=

3c
2

. Similarly, We can see that

|Δ:H | ≤ 2: sin

(
Δ\

2

)
, (3.78)

and Δ:G achieves this bound when \<−1 + Δ\
2
= 0, or \<−1 + Δ\

2
= c. As before, we want to ensure

that (3.50) and (3.51) are satisfied across a fully circular aperture. To do this, we bound the worst

case scenarios where

Δ:G = 2: sin

(
Δ\

2

)
(3.79)

Δ:H = 2: sin

(
Δ\

2

)
. (3.80)
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We assume that Δ\ is small, giving

Δ:G ≈ :Δ\ (3.81)

Δ:H ≈ :Δ\. (3.82)

Then, applying either (3.50) or (3.51) as appropriate, we obtain

:Δ\ ≤ c

,
. (3.83)

Subistituting : = 2c 5 /2 and rearranging yields

Δ\ ≤ 2

2 5,
. (3.84)

To ensure that the angular spacing is appropriate for all sampled frequencies, we require that

Δ\ ≤ 2

2 5<0G,
. (3.85)

As for the case of the frequency sample spacing, the bound (3.85) matches (3.60). This is again

due to the small-angle expansion of (3.53) occuring at angles which maximized Δ:H across a full

circular aperture.

Multistatic Data

Consider now, instead of a single transmitter and single receiver forming a bistatic pair, the

sensing geometry depicted in Figure 3.6, which consists of a set of #? sensors spanning some

angular aperture from \<8= to \<0G . Each of these sensors transmits electromagnetic waves to

probe the scene and all sensors measure the resulting scattered field. The measured waves are

assumed to have bandwidth � and we collect # 5 frequency samples. Let � (\A , \C , :) denote the

measured field phasor for receive angle \A , transmit angle \C and wavenumber : . Samples of this

function will lead to a "data cube" of phase history data. Consider a slice of this data cube for
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fixed transmit angle \C . This slice is equivalent to the data collected by a bistatic pair with fixed

transmit location and receiver moving across the aperture from \<8= to \<0G . If we instead fixed

the receiver location \A , then the slice through the data is equivalent to a bistatic pair with fixed

receiver and transmitter moving from \<8= to \<0G . Thus, the data cube � (\A , \C , :) can be seen

to be a collection of #? × #? bistatic data collections. Therefore, we enforce bistatic sampling

requirements on the samples of � (\A , \C , :). For sensors spanning a small angular aperture near

the monostatic regime, the sampling requirements of (3.56) and (3.60) apply.

Without a small loss in generality in exchange for simplified notation, assume that data is

collected for a square imaging region, Ω = {(G, H) |G ∈ [−,,,], H ∈ [−,,,]}. We will also

assume that data is collected from a narrow angular aperture centered at \ = 0, and that the sensors

are sufficiently far from Ω that the far field approximation applies. With these assumptions, the

sampled data can be modeled as

� (\A , \C , :) =
∫

Ω

0(RA (\A),RC (\C), :)d(G, H)4− 9 : ('A (\A )+'C (\C ))4 92:G+ 9 : (\A+\C )H3G3H. (3.86)

We will use this model in our development of the digital spotlight processing.

71



Figure 3.6: Diagram of multistatic sensor geometry.

Digital Spotlight ROI

Before applying digital spotlight processing to the measured phase history data � (\A , \C , :),

an ROI which falls within the original imaging region must be defined. Let Ω′
0
= {(G, H) |G ∈

[2G −,0, 2G +,0], H ∈ [2H −,0, 2H +,0]} be the digital spotlight ROI with center located at

at c = (2G , 2H). We have assumed that the ROI is a square for simplicity in explication. We

make the assumption that Ω′
0
⊆ Ω and ,0 ≤ , . In practical scenarios, the ROI will likely be

selected to contain a certain target of interest. Choosing this ROI then requires the identification

and localization of a target of interest within the scene Ω. While this is a potentially challenging

problem in its own right, it is an independent problem from that of the digital spotlight processing
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which comes after it. For our purposes, we leave the selection of the digital spotlight ROI outside

the scope of our work. Instead, we will take Ω′
0

as being given.

Re-centering phase history

Consider the data modeled by (3.86). Imaging this data will result in a image which is centered

at 0 in the spatial domain. The first step in the digital spotlighting process is to apply a phase shift

to each sample of the measured data to re-center the data to the new center of the spotlight ROI.

Define the quantities

3A (\A) = ∥RA (\A) − c∥ (3.87)

3C (\C) = ∥RC (\C) − c∥, (3.88)

which measure the distance between each sensor position and the ROI center. To re-center the

phase history data, we multiply each (\A , \C , :) sample by

4 9 : ('A (\A )+'C (\C )−3A (\A )−3C (\C )) . (3.89)

The result is

�A2 (\A , \C , :) =
∫

ΩA2

0(RA (\A),RC (\C), :)d(G, H)4− 9 : (3A (\A )+3C (\C ))4 92:G+ 9 : (\A+\C )H3G3H. (3.90)

We now operate in a new coordinate system with the origin at 0 redefined to coincide with the

center of the digital spotlight ROI (previously located at c). To reflect this new coordinate system,

we define the regions ΩA2 = {(G, H) |G ∈ [−, − 2G ,, − 2 − G], H ∈ [−, − 2H,, − 2H]} and

Ω0 = {(G, H) |G ∈ [−,0,,0], H ∈ [−,0,,0]} which represent the re-centered versions of Ω and

Ω′
0

respectively.
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Filter across frequency

Due to the smaller size of the spotlight ROI, fewer frequency samples are needed in order

to image without aliasing artifacts. Using (3.56), if we sample at the Nyquist limit we need a

frequency sample spacing of

Δ 5 =
2

4,
(3.91)

to image Ω and a sample spacing of

Δ 5 ′ =
2

4,0

(3.92)

to image Ω0. Since ,0 ≤ , , Δ 5 ′ ≥ Δ 5 , and this means that fewer samples will be required to

image Ω0 alias-free for the same measured bandwidth.

If we sample in frequency with sample spacing Δ 5 ′ or finer, then self aliasing artifacts in

the image of Ω0 will be avoided. However, (3.90) contains contributions from all of ΩA2, not

just Ω0. If we downsample the frequency data to the new reduced rate of Δ 5 ′, then the signal

contributions from points (G, H) outside Ω0 will alias into our scene. In order to prevent these

aliases from affecting the eventual image of the digital spotlight ROI, we must filter out these

signal contributions before downsampling.

We will filter out these outside reflections in two independent parts, first in the range dimension

and then again in the cross range dimension. Define the window function

� 5 (G) =




1, G ∈ [−,0,,0]

0, otherwise,

(3.93)

and apply this to the recentered data as

� 5 5 (\A , \C , :) =
∫

ΩA2

0(RA (\A),RC (\C), :)� 5 (G)d(G, H)4− 9 : (3A (\A )+3C (\C ))4 92:G+ 9 : (\A+\C )H3G3H.

(3.94)
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This can be equivalently written as

� 5 5 (\A , \C , :) =
∫ ,−2H

−,−2H

∫ ,−2G

−,−2G
0(RA (\A),RC (\C), :)4− 9 : (3A (\A )+3C (\C ))4 9 : (\A+\C )Hd(G, H)� 5 (G)4 92:G3G3H

(3.95)

=

∫ ,−2H

−,−2H

∫ ,0

−,0

0(RA (\A),RC (\C), :)4− 9 : (3A (\A )+3C (\C ))4 9 : (\A+\C )Hd(G, H)4 92:G3G3H

(3.96)

We can see that applying this window eliminates the contributions from all points in the scene

outside of the ROI in the range (or G) direction. However, our data is sampled in frequency : and

not spatially, and we would like to be able to eliminate these contributions by operating directly

upon the sampled data. To do this, we again turn to the Fourier relationship present between G and

:G = 2: . We can equivalently express the windowing in (3.95) using the convolution theorem as

� 5 5 (\A , \C , :) = �A2 (\A , \C , :) ∗ ℎ 5 (:) (3.97)

where ∗ denotes convolution and

ℎ 5 (:) = F:G (� 5 (G)) (3.98)

is the Fourier transform of � 5 (G) with respect to the Fourier variable :G = 2: . This convolution

allows us to operate directly on the measured data, �A2 (\A , \C , :) while still eliminating the un-

wanted signal contributions from outside of the desired region. When performing this convolution

on sampled data, we convolve the filter response ℎ 5 (:) with the data for each transmit and receive

angle pair independently.

Note that the filter defined in (3.93) represents the ideal anti-aliasing filter. In practice, this

filter is unrealizable as it leads to an infinitely long response ℎ 5 (:). Simple truncation of the

filter response ℎ 5 (:) can lead to unwanted artifacts appearing in the filtered signal. Instead, one

should use one of the many well known window functions such as a Hamming Window or Hann

Window to filter the signal. These different window functions each come with different sets of
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advantages and disadvantages. However, for many applications, any of these choices can offer

good performance. In the results we will present later, we have used a Hamming-window-based

FIR filter.

Downsample in Frequency

Having filtered out the responses from outside the ROI in the range direction, we are now

free to downsample the measured data without the risk of aliasing. There are two ways we can

accomplish the downsampling processes. The first is to downsample by an integer factor in which

case the resulting data will contain some of the original samples. The second is to interpolate and

resample the data at the coarsest allowed sample spacing. We will describe both processes here,

and provide some comments on the benefits and drawbacks of each.

Define the integer downsample factor

� 5 ,8=C =

⌊
Δ 5 ′

Δ 5

⌋
(3.99)

where ⌊·⌋ denotes the floor function. The integer downsampling can then be achieved by simply

taking every � 5 ,8=C-th sample and discarding the rest. Mathematically,

� 5 3B (\A , \C , :=′) = � 5 5 (\A , \C , :<8= + =′� 5 ,8=CΔ:) (3.100)

where :<8= is the lowest sampled wavenumber and =′ = 0, 1, . . . , ⌈# 5 /� 5 ,8=C⌉ − 1. We use ⌈·⌉ to

denote the ceiling function and define Δ: = 2cΔ 5 /2. This downsampling technique has the ad-

vantage that each sample :=′ in � 5 3B (\A , \C , :) is taken from the original samples of � 5 5 (\A , \C , :).

However, due to the floor function in (3.99), we are not maximizing the number of samples that

may be eliminated.

If we want to reduce the number of data samples by the maximum amount, consider instead

the downsample factor

� 5 =
Δ 5 ′

Δ 5
. (3.101)
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We can see that � 5 ≥ � 5 ,8=C with equality achieved only in the rare circumstance of � 5 being

an integer. To achieve this greater downsample factor, we first define the new set of samples

:′=′ = :<8= + =′Δ:′ for =′ = 0, 1, . . . , ⌈# 5 /� 5 ⌉ − 1, where Δ:′ = 2cΔ 5 ′/2. This set of samples is

spaced exactly at the Nyquist limit. Then, for each transmit and receive pair (\A , \C), construct an

interpolant !A,C (:) using the original samples � 5 5 (\A , \C , :<8= + =Δ:), = = 0, 1, . . . , # 5 . We then

use these interpolants to resample � 5 5 (\A , \C , :) at the lower sample rate via

� 5 3B = (\A , \C , :′=′) = !A,C (:′=′). (3.102)

Since this non-integer downsampling results in samples with spacing equal to Δ:′, by (3.56), this

method achieves the lowest possible number of samples spanning our frequency bandwidth while

still avoiding aliasing our image of Ω0. However the construction of !A,C (:) has the possibility of

introducing some error into the resulting resampled measurements.

Resampling in Aperture

We have now filtered and downsampled the data in the frequency dimension, which corre-

sponds to reducing our imaging region in the range direction. We next want to repeat this process

in the aperture or angular dimensions of the data and reduce the imaging region in the cross range

direction as well. However, while in most radar data collection scenarios it is typical to sample

frequency with regular sample spacing, this is not the case for angular sampling. For example, a set

of sensors spaced uniformly along a linear aperture will not be spaced regularly in angle. Having

regular sample spacing is important more for practical reasons than theoretical. Most optimized

routines for computing FFT’s and performing filtering operations are written with the assumption

of regularly spaced samples, and they cannot be guaranteed to produce correct outputs on data that

does not fit these assumptions. Therefore, in order to leverage these optimized filtering routines,

we resample the aperture data onto grid with regular angular spacing.
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We assume that the data has been sampled at a rate which satisfies (3.60). We then define a

regular sample spacing

Δ\ =
\<0G − \<8=

#?
. (3.103)

Let \<A
and \<C

, <A , <C = 0, 1, #? − 1 denote the original sensor angular locations and then define

the new regularly spaced sensor locations to be

\̃< = \<8= + <Δ\. (3.104)

Then, for each : , construct the interpolant !: (\A , \C) using the samples of � 5 3B (\<A
, \<C

, :). The

aperture resampled data is then computed via

�0A (\̃<A
, \̃<C

, :) = !: (\̃<A
, \̃<,C). (3.105)

With �0A (\A , \C , :), we now have data that has regular sample spacing in the angular/aperture

dimensions. We need to update our records of the sensor positions to match the newly resampled

data. Define an interpolant !A (\) using the record of sensor locations 3A (\<). We then resample

the record of the receive positions via

3̃A (\A) = !A (\̃<). (3.106)

This process is repeated identically for the record of transmit positions 3C (\C). With this resampling

complete and our data sampled at regular angular spacing, we are ready to filter and downsample

the data in the angular/aperture dimensions. In order to reduce notational clutter, from this point

on, we drop the tilde’s from the resampled angles and distances.
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Filter Across Aperture

Based on (3.60), the angular sample spacing at the Nyquist limit would be

Δ\ =
2

2 5<0G,
. (3.107)

For imaging only Ω0, we only need the coarser angular sample spacing

Δ\′ =
2

2 5<0G,0

(3.108)

in order to prevent self aliasing artifacts. However, as was the case for downsampling in frequency,

signal components coming from outside of Ω0 may still alias into the image of Ω0, so we must

filter out these signal components prior to downsampling.

The filtering in the frequency dimension of the data has already eliminated the signal compo-

nents coming from outside Ω0 in the range or G direction, so our data is modeled by

�0A (\A , \C , :) =
∫ ,−2H

−,−2H

∫ ,0

−,0

0(RA (\A),RC (\C), :)d(G, H)4− 9 : (3A (\A )+3C (\C ))4 9 : (\A+\C )H4 92:G3G3H.

(3.109)

To eliminate any signal components coming from objects located at cross range values |H | ≥ ,0

we introduce the window function

�0 (H) =




1, H ∈ [−,0,,0]

0, otherwise,

(3.110)

and apply it to the data as

�0 5 (\A , \C , :) =
∫ ,−2H

−,−2H

∫ ,0

−,0

0(RA (\A),RC (\C), :)d(G, H)�0 (H)4− 9 : (3A (\A )+3C (\C ))4 9 : (\A+\C )H4 92:G3G3H.

(3.111)

As was the case for windowing in the range or G direction, we would like to express this windowing

operation in a way which operates directly on the data which is sampled in transmit and receive
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angle. As before, we leverage the Fourier relationship in our data model, but this time we use the

relationship between H and :H = : (\A + \C). Let

ℎ0 (:H) = F:H (�0 (. )) (3.112)

be the Fourier transform of the window function �0 (H). Since :H = : (\A + \C), we can express this

filter kernel in terms of \A , \C , and : as ℎ0 (: (\A + \C)) = ℎ0 (\A , \C , :). The convolution theorem

allows us to express �0 5 (\A , \C , :) as

�0 5 (\A , \C , :) = �0A (\A , \C , :) ∗ ℎ0 (\A , \C , :). (3.113)

We choose to approximate this convolution with a series of 1-D convolutions. Fix values for \A

and : . We then perform the convolution

�′
0 5 = �0A (\A , \C , :) ∗ ℎ0 (\C). (3.114)

Fixing \A and : yields data that is equivalent to a bistatic data collection for one receiver location

and a moving transmit location at a single frequency. The operation in (3.114) is equivalent to

the filtering process which would remove the unwanted signal components from this bistatic data.

We repeat (3.114) for each value of \A . Practically, for fixed : , the data takes the form of a matrix

E(\A , \C), so this series of 1-D convolutions is equivalent to convolving along each row of E(\A , \C).

Next, we fix values for \C and : and perform

�0 5 (\A , \C , :) = �′
0 5 (\A , \C , :) ∗ ℎ0 (\A) (3.115)

For each value of \C . Similar to (3.114), the operation of (3.115) filters the unwanted signal com-

ponents from the single frequency bistatic component of the data. However, this is now a fixed

transmitter location and moving receiver location. Practically, we are now filtering along each

column of E(\A , \C). The filtering process of (3.114) and (3.115) eliminate the unwanted signal
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components from outside of Ω0 for one frequency : . We repeat these convolutions for each value

of : to fully filter the data. After this filtering process is complete, our data can be modeled as

�0 5 (\A , \C , :) =
∫ ,0

−,0

∫ ,0

−,0

0(RA (\A),RC (\C), :)d(G, H)4− 9 : (3A (\A )+3C (\C ))4 9 : (\A+\C )H4 92:G3G3H.

(3.116)

Again, note that �0 (H) represents and ideal anti-aliasing filter. In practice, one should use

well established window functions to perform the filtering just as we do for the filtering across the

frequency domain of the data. As before, we use a Hamming window based FIR filter in the results

shown later.

Downsample in Aperture

With (3.116), we have data where all contributions from outside Ω0 have been removed and

which has been downsampled in the frequency dimension. The final stage in the digital spotlight

process is to then downsample again in the angular or aperture dimensions of the data. As before,

this can be done with an integer downsample factor or we can push the downsampling further by

interpolating and resampling. Both techniques will be described.

Let

�0,8=C =

⌊
Δ\′

Δ\

⌋
(3.117)

be the integer angular downsample factor. Define indices <′
A = 0, 1, . . . , ⌈#?/�0,8=C⌉ − 1 and

<′
C = 0, 1, . . . , ⌈#?/�0,8=C⌉ − 1 for the receive positions and transmit positions respectively. The

downsampled data is then

�B (\<′
A
, \<′

C
, :) = �0 5 (\<8= + <′

A�0,8=CΔ\, \<8= + <′
C�0,8=CΔ\, :). (3.118)
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Since this downsampling is akin to removing sensor positions, we must repeat the downsampling

process on our record of sensor positions. Mathematically,

3′A (\<′
A
) = 3A (\<8= + <′

A�0,8=CΔ\) (3.119)

3′C (\<′
C
) = 3C (\<8= + <′

C�0,8=CΔ\). (3.120)

As was the case for the downsampling process in frequency, downsampling by an integer factor in

this manner results in data that is pulled directly from the original data samples. However, the floor

function in (3.117) means that this downsampling technique is suboptimal in terms of eliminating

the greatest possible number of angular samples.

If we want to reduce the number of angular samples by the greatest amount possible, we must

resample with a non integer downsample factor via interpolation. This resampling will follow the

same pattern as the previous aperture resampling step that we performed, but this time we will use

the coarser angular sample spacing Δ\′. Define the new sets of angular sample locations to be

\<′
A
= \<8= + <′

AΔ\
′ (3.121)

\<′
C
= \<8= + <′

CΔ\
′ (3.122)

for <′
A , <

′
C = 0, 1, . . . , ⌈#?/�0,8=C⌉ − 1. For each : , we construct the interpolant �: (\A , \C) using

the samples of the filtered data �0 5 (\<A
, \<C

). The downsampled data is then

�B (\<′
A
, \<′

C
, :) = �: (\<′

A
, \<′

C
). (3.123)

We must also resample the recorded sensor locations, so we define the interpolants of sensor ranges

�A (\A) and �C (\C) using the samples 3A (\<A
) and 3C (\<C

). The resampled sensor locations are then
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computed as

3′A (\<′
A
) = �A (\<′

A
) (3.124)

3′C (\<′
C
) = �C (\<′

C
). (3.125)

Much the same as the frequency downsampling, using this method allows that maximum reduction

in total number of angular samples, obtaining a downsample factor of

�0 =
Δ\′

Δ\
. (3.126)

This downsample factor is achieved while retaining the same aperture span. However, these sam-

ples will in general not be drawn from the original samples and thus there is the potential for

interpolation error to be introduced.

At this stage, with the angular downsampling finished, the digital spotlight processing is com-

plete. The new data, �B (\A , \C , :) has had signal components from outside the spotlight ROI Ω0

filtered out, and the data has been downsampled along each data dimension \A , \C , and : . With this

reduced data set, more efficient imaging of Ω0 can be accomplished.

3.3 Results

Digital spotlighting has two primary benefits for LSM-based imaging. The first is that it can

dramatically reduce the amount of data needed when we are interested in only a small subset of a

larger scene. This leads to much smaller matrices and more efficient operations from LSM-based

techniques. The second benefit comes from the spatial filtering process. This filtering is designed

to reduce aliasing before downsampling, but it also seems to help reduce interference from targets

outside the spotlight ROI as well.

Recall that LSM-based approaches are ill-posed. This means that small perturbations in the

data can lead to large changes in the resulting solutions. Therefore, it is not immediately apparent

that LSM-based techniques will work well with digital spotlight preprocessing. In this section, we
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present results which illustrate both the feasibility of a combined digital spotlight and LSM-based

imaging algorithm as well the claimed benefits.

3.3.1 Proof of feasibility and data reduction results

Digital spotlighting has the potential to greatly reduce the size of phase history data needed

by the LSM imaging algorithms when the ROI is small compared to original scene. This leads to

benefits in the efficiency of these methods. In (3.10), we see that we need to invert a matrix in

order to compute the LSM solution at a given pixel. This has computational complexity of $ (#3),

and for large data sets this can result in significant computational expense. For PE-LSM the cost

is even greater as in (3.23), the matrix A is different for each pixel. This means that for #?8G

pixels, we must compute #?8G matrix inversions. For large matrices, this can lead to significant

computational expense.

To demonstrate the feasibility of the digital spotlight pre-processing as well as to illustrate the

cost savings, we show images from a Finite Difference Time Domain (FDTD) simulated dataset.

The simulated data is collected for #C = #A = 90 sensor positions spanning a 90◦ aperture. A

frequency band spanning 1.5 to 2 GHz is used, and # 5 = 101 frequency samples are used. Targets

are modeled as conductors with conductivity of f = 5.7× 107 S/m and relative permitivity nA = 1.

We add noise to the data giving a Signal to Noise Ratio (SNR) of 20 dB. Figure 3.7 illustrates the

simulation and target setup.
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Figure 3.7: Diagram showing sensor setup.

We select a ROI containing the upper right circular target. We note that since the scene is

illuminated from above, only the top surfaces of the targets are captured in the images. We choose

the ROI such that the illuminated surface of the chosen target of interest is centered in the scene.

Figure 3.8 depicts a PE-LSM image of the full scene as well as the ROI location. The ROI measures

0.8 m × 0.8 m and we select '0 =
√

2(0.8) m as the diameter of the spotlight region. This value

for '0 is the diameter of a circle inscribing the square ROI, and ensures that the width of the ROI

in range and cross range is the same regardless of the perspective of a specific sensor.

85



Figure 3.8: PE-LSM image of the full scene. The white dashed lines illustrate the true target locations and

shapes while the red square illustrates the digital spotlight ROI.

The PE-LSM data in this case uses multiple frequencies and multiple transmit/receive positions

and thus is a good test of our full multi-sensor/ multi-frequency digital spotlight routine. We elect

to use non-integer downsample factors to achieve the greatest possible reduction in data size and

to demonstrate that any errors introduced in the interpolation steps do not compromise the image

quality of the PE-LSM images. For this specific image scene and ROI, after applying the digital

spotlight routine to the data, a reduction factor of 59.25 is achieved. Figure 3.9 depicts a PE-LSM

image of the ROI using the full, non-spotlit, data. In contrast, Figure 3.10 depicts a PE-LSM image

of the ROI using the digitally spotlit data. We can see that although not identical, each image does

a good job at capturing the illuminated surface of the target.
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Figure 3.9: PE-LSM image of the digital spotlight ROI. This image uses the full data set collected to image

the entire scene.

Figure 3.10: PE-LSM image of the digital spotlight ROI. This image uses the digitally spotlit data.
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3.3.2 Spatial filtering of artifacts for LSM

Here, we present results illustrating the benefits provided by the filtering aspects of digital

spotlighting. To do this, we consider a scene where a strongly scattering disc lies near smaller

and more weakly scattering targets. An FDTD simulation is used to generate synthetic data of

these scenes. We then define the spotlight ROI around the smaller target near the disc and image

this region with and without applying the digital spotlight processing to the data. We perform these

tests with single-frequency data and standard LSM and then repeat them with multi-frequency data

and use the non-coherent multi-frequency LSM indicator function. We will show results from both

cases using a few different targets and geometries in the ROI.

For these simulations the same FDTD simulation code as was used in the simulations depicted

in Figure 3.7 with changes to the collection parameters and to the targets. We now use a 360 degree

aperture which surrounds the scene. Sensors are still placed at 1◦ increments. For single frequency

results, a frequency of 1.018 GHz is used. For the multi-frequency data, we now sample # 5 = 101

frequencies spanning 1 to 1.2 GHz. The large disc in the scene is a conductor with conductivity

f = 5.7 × 107 S/m, relative permitivity nA = 1, and radius A = 30 cm. The smaller nearby targets

of interest are less conductive and have conductivity f = 5.7 × 10−3 S/m and relative permitvity

of nA = 1.3. Noise is added to the data to achieve an SNR of 20 dB. We chose a selection of

different targets of interest near the larger and more strongly scattering disc. First, we show a pair

of equilateral triangles with height ℎ = 10 cm. This case is illustrated in Figure 3.11. Next, we

show a bar with length ; = 20 cm and width F = 5 cm, and this target geometry can be seen in

Figure 3.12.

We note that the color scale of the LSM images shown in this section have each been normal-

ized with respect to the brightest pixel in the image.
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Figure 3.11: This diagram depicts the sensor and target geometry used for the FDTD simulation with a pair

of triangular targets. An enlarged image of the targets is provided for clarity.
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Figure 3.12: This diagram depicts the sensor and target geometry used for the FDTD simulation with a

single bar shaped target. An enlarged image of the targets is provided for clarity.

Single-Frequency LSM

First we show results taken for LSM only at a single frequency. We will see that the digital spot-

light processing improves the imaging of the weakly scattering targets. Later, we will repeat these

tests for multi-frequency LSM and see that the use of additional frequency information provides

some improvement in the image fidelity to the true target shapes.

Triangle Targets

First, we consider the scene with two 10-cm-tall triangles within the ROI, depicted in Figure

3.11. One triangle is located 10 cm above and 10 cm to the right of the ROI center, while the

second triangle is 10 cm to the left and 10cm below the ROI center. In Figure 3.13 we have an

LSM image of the full scene. A red square illustrates the location of the ROI. We can see from this
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image the large discrepancy between the scattering strength of the disc, which appears bright, and

the small triangular targets within the ROI, which are barely visible.

Figure 3.13: Single frequency LSM image of the full scene containing two triangular targets near the large

circular target. The red square indicates the digital spotlight ROI.

To showcase the filtering effects of digital spotlighting, we first show an LSM image of the

ROI produced from non-digitally spotlit data. This is displayed in Figure 3.14. We can see the two

triangles are the brightest objects in the scene but there are several strong artifacts present as well.

Significantly there is a very bright artifact directly above the lower triangle and the the left of the

upper one. This artifact is strong enough that it may potentially hinder interpretation of this image.
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Figure 3.14: Single frequency LSM image of the ROI containing two triangular targets. Image is made with

data that has not been processed by the digital spotlight procedure.

In contrast, the image constructed from digitally spotlit data, shown in Figure 3.15, has signif-

icantly reduced these artifacts. Since the colorscale in the images in this section are normalized

to the brightest pixel intensity, we can conclude that the intensity of the artifacts in Figure 3.15

has been significantly reduced compared to the intensity of the triangular targets. Although the

artifacts are not completely removed, they are much weaker relative to the true targets when we

have used the digital spotlight processing (Figure 3.15) compared to when we have not (Figure

3.14).
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Figure 3.15: Single frequency LSM image of the ROI containing two triangular targets. The image is made

with data that has been digitally spotlit.

Bar target

We repeat the previous experiment with the bar shaped target geometry depicted in Figure 3.12.

The 20 cm long bar is centered in the ROI. Figure 3.16 depicts an LSM image of the full scene with

the ROI highlighted by the red square. We can see that, similar to the case with the two triangles,

the target of interest is very dim, compared to the much larger and more strongly scattering nearby

disc.
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Figure 3.16: Single frequency LSM image of the full scene containing a bar shaped target near the large

circular target. The red square indicates the digital spotlight ROI.

Figure 3.17 depicts the ROI using an image reconstruction based on the full, non-spotlit, data.

There are two strong artifacts located symmetrically above and below the bar, as well as some

contamination of the left side of the image from the strongly scattering disc.
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Figure 3.17: Single frequency LSM image of the ROI containing the bar shaped target. Image is made with

data that has not been processed by the digital spotlight procedure.

In contrast with Figure 3.17, Figure 3.18 uses data that has been digitally spotlit. The artifacts

above and below the true bar are very noticeably reduced in intensity compared to the non-spotlit

data. In addition, the leakage of the strongly scattering disc on the left is greatly reduced.
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Figure 3.18: Single frequency LSM image of the ROI containing the bar shaped target. The image is made

with data that has been digitally spotlit.

3.3.3 Multi-frequency LSM

We repeat the previous experiments using a bandwidth of frequencies now. The same two

target-of-interest cases, that of the pair of triangles and the bar, are used. In [50], it is demonstrated

that even with non-coherent summation of LSM solutions across frequency, some benefit to image

quality may be achieved. As we will see, using this technique in conjunction with digital spotlight-

ing has comparable results to the benefits seen from the single frequency LSM in reducing artifacts

in the scene. This method does improve on the reconstruction’s ability to capture the true shape of

the targets when compared to the single-frequency LSM.
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Triangle Targets

We depict the full scene imaged by the multi-frequency LSM in Figure 3.19. The major dif-

ference that we note between this and Figure 3.13 is that the two triangle shaped targets show up

much more strongly against the background and artifacts in the multi-frequency case.

Figure 3.19: Multi-frequency LSM image of the full scene containing two triangular targets near the large

circular target. The red square indicates the digital spotlight ROI.

To provide a point of comparison, we first show the ROI with non-spotlit data. We can see that,

in comparison to Figure 3.14, the multi-frequency image of Figure 3.20 more strongly captures

the triangular shape of the targets. However, the strong artifacts that we observed in 3.14 still

contaminate the image.
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Figure 3.20: Multi-frequency LSM image of the ROI containing two triangular targets. Image is made with

data that has not been processed by the digital spotlight procedure.

In Figure 3.21 we display the digitally spotlit LSM image of the ROI. Visually, the artifacts

present in Figure 3.20 are significantly reduced in Figure 3.21, and the two true triangular targets

are much more pronounced. In addition, while the targets of Figure 3.15 stand out well against

the background and any remaining artifacts in the scene, they appear more rounded than the true

triangular shape. In contrast, the image of Figure 3.21 gives good contrast between the true targets

and the artifacts while also capturing the triangular shape of the targets with a much higher degree

of fidelity.
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Figure 3.21: Multi-frequency LSM image of the ROI containing two triangular targets. The image is made

with data that has been digitally spotlit.

Bar target

The shape of the bar target was captured with much higher fidelity in the single frequency case

than were the shapes of the triangular targets. We attribute this simply to the difference in shape

of the targets, as a long narrow bar shape does not require as sophisticated of an imaging method

in order to be recognizable. Like the triangle case, we can see in Figure 3.22 that the bar target

shows up much more clearly against the background and artifacts in our LSM image of the full

scene when compared to the single frequency case in Figure 3.16.
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Figure 3.22: Multi-frequency LSM image of the full scene containing a bar shaped target near the large

circular target. The red square indicates the digital spotlight ROI.

Figure 3.23 is very similar to the single frequency image in Figure 3.17. Both figures have

strong artifacts present above and below the true bar shape and, at least visually, seem to do com-

parable jobs capturing the true shape of the bar. Again, this similarity between the single-frequency

and multi-frequency images may be due to the nature of the bar shape when compared to the tri-

angular shape rather than an indication of the performance of one method vs the other.
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Figure 3.23: Multi-frequency LSM image of the ROI containing the bar shaped target. Image is made with

data that has not been processed by the digital spotlight procedure.

Finally, in Figure 3.24 we can see the multi-frequency digitally spotlit LSM reconstruction of

the ROI. As was observed in the single frequency case, the artifacts in the scene are significantly

reduced, improving the interpretability of the image of the bar. Also, as before, due to the shape of

the bar, no significant difference is visually apparent between the multi-frequency spotlit case and

the single-frequency spotlit case in Figure 3.18. Both methods produce clear reconstructions with

reduced contamination by artifacts introduced by the strongly scattering disc.
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Figure 3.24: Multi-frequency LSM image of the ROI containing the bar shaped target. The image is made

with data that has been digitally spotlit.

3.3.4 Digital Spotlight and PE-LSM processing of SAR field data

As a final demonstration of digital spotlight processing for PE-LSM, we consider the GOTCHA

dataset. This is a SAR data set which provides full 360◦ of coverage over a 50 m × 50 m scene of

interest. The data set also includes multiple elevation angles and multiple polarizations, although

we only use a single elevation angle and horizontal transmit and horizontal receive (HH) polarized

data in all the results that follow. For our images, we use 620 MHz of frequency bandwidth in

the data. Since certain reflectors only return signal to the radar when viewed from certain angles

(such as one side or the other of a car), full 360 degree views of the GOTCHA imaging scene are

typically constructed via a sub aperture approach. This approach involves splitting the 360 degree

aperture into smaller pieces and using these pieces to image the scene on a fixed pixel grid. The

final image is constructed by combining the images from each subaperture. A common way to
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combine these subaperture images is to plot the maximum value each pixel obtains across all the

subaperture images.

The GOTCHA data is monostatic, so to make it fit in an LSM framework, we apply the mono-

static to multistatic transform in [64]. This transform synthesized the data response of a single

moving transmitter with a set of nearby receivers. This is accomplished via an interpolation pro-

cess on the monostatic data. For an explanation of this process, we refer the reader to Section

3.2.1.

Up until this collaborative work at NRL, no LSM-type imaging had been accomplished for

data collected by a fielded SAR system. These images were only made possible by a combination

of the improvements in limited aperture imaging offered by PE-LSM, the development of the

monostatic-to-multistatic transform, and the application of digital spotlighting to the SAR data in

order to image small ROI’s in the scene.

Specifically, digital spotlighting plays a significant role in making PE-LSM imaging on fielded

SAR data computationally feasible. To image the GOTCHA scene with 10 degrees of aperture

and the full bandwidth, 424 frequency samples are collected for 1170 sensor position along the

synthetic aperture. This results in a block matrix A using in (3.23) of size 1594 × 1170 and

therefore, a matrix inversion of the 1170 × 1170 matrix A�A is required for each pixel. If we

want to image the scene for the total 360 degree aperture using the subaperture methods, this pixel

by pixel inversion must be completed 36 times for each 10◦ degree subaperture. This creates an

extremely prohibitive cost in imaging the entire scene using PE-LSM.

If we instead focus our interest to a smaller part of the scene, perhaps a single vehicle, we can

reduce the data size using the digital spotlight technique. We can then obtain a PE-LSM image of

the vehicle of interest. This PE-LSM image should better capture the vehicle shape than standard

backprojection imaging. Consider the same 10-degree aperture as above, but focus only on an

ROI contained inside a circle with 16.6 m diameter. After digital spotlighting, only 71 frequency

samples for 161 sensor positions are needed. This is a data reduction factor of 43.4, and we now

only need to invert a 161×161 matrix for each pixel to construct our subaperture image rather than
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1170×1170. This is a huge computational savings, without which, applying PE-LSM to SAR data

is much less feasible.

We present here a demonstration of the digital spotlight imaging of the GOTCHA data using

PE-LSM. First, Figure 3.25 depicts a backprojection image of the full 50 m × 50 m scene con-

structed from 10◦ subapertures. A light blue square indicates an 11.8 m × 11.8 m square containing

the target of interest, in this case, a car. For the digital spotlight processing, we consider a circle

with diameter 16.6 m which circumscribes this square when computing appropriate downsample

factors when reducing the data. We use the monostatic digital spotlight procedure and then, for

PE-LSM imaging, we apply the monostatic-to-multistatic transform to the resulting spotlit data.

Figure 3.26 illustrates a digitally spotlit backprojection image of the car contained in the ROI. The

outer ring of scattering points surrounding the car shape are either multipath or layover artifacts.

The PE-LSM image is presented in Figure 3.27. Compared to the backprojection image, the PE-

LSM image captures the sides of the car as a more continuous surface rather than a collection of

points. It also presents finer range resolution, with the sides of the car much tighter in the range

direction than in the backprojection image. This improved range resolution allows us to make out

more details of the car. Notably, on the right half of the car we can see a vertical line roughly 1

m to the left of the end of the vehicle. We believe this line shows where the windshield of the car

meets the metal of the body. Inspection of the backprojection image shows a bright scatterer at this

location but without the improved range resolution it is difficult to interpret what this might be.
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Figure 3.25: Backprojection image of full GOTCHA data scene. We have used a light blue square to

indicate the region of interest within the scene.
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Figure 3.26: Backprojection image of car within the ROI highlighted in Figure 3.25. This image is con-

structed with digitally spotlit data.
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Figure 3.27: PE-LSM image of the car inside the ROI highlighted in Figure 3.25. This image is constructed

with digitally spotlit data.

To further reinforce that our method is working well on the GOTCHA data, we consider a

second vehicle in a different location. This location is highlighted by the light blue square in

Figure 3.28 (the vehicle is located next to the original vehicle in Figure 3.25). Figures 3.29 and

3.30 depict digital spotlight images of the car using backprojection and PE-LSM respectively.

Even more so than Figure 3.27, Figure 3.30 illustrates the ability of PE-LSM to tightly capture

the outline of the car being imaged. The method is able to produce and image with a smooth and

continuous boundary while the backprojection is not.
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Figure 3.28: Backprojection image of full GOTCHA data scene. We have used a light blue square to

indicate the region of interest within the scene.
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Figure 3.29: Backprojection image of car within the ROI highlighted in Figure 3.28. This image is con-

structed with digitally spotlit data.
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Figure 3.30: PE-LSM image of car within the ROI highlighted in Figure 3.28. This image is constructed

with digitally spotlit data.

We wish to restate to the reader the significance of the results shown in Figures 3.27 and 3.30.

These images, represent the first, to our knowledge, LSM-type images created using SAR data

from a fielded SAR system. It is visually apparent that the PE-LSM images do a better job at

capturing the true outline the cars featured than do the backprojection images of the same scene.

The PE-LSM images would not be computationally feasible for a large scene such as that of the

full GOTCHA data, and the digital spotlighting is a key piece in the successful imaging displayed

here.

3.4 Conclusions

We have successfully applied SAR digital spotlight processing to LSM and PE-LSM imaging.

The results show clear computational savings while preserving image quality. In settings with large

and bright scatterers outside the digital spotlight ROI, it has been demonstrated that the spotlight
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processing reduces the artifacts produced by these scatterers. Finally, digital spotlight processing

made it possible to produce the first images of fielded SAR data with an LSM-based technique.

Although we have demonstrated that the filtering aspect of digital spotlighting yields benefits

for LSM imaging when the target is near a strong source of potential interference, there is still

more that can be explored. One specific case of interest is Ground Penetrating Radar or GPR.

In this imaging regime, the reflections from the ground can often overwhelm the signal measured

from objects just under the ground surface. Digital spotlight processing may offer some benefit

in reducing this contamination, improving the ability to image shallowly buried targets. All of

our results demonstrating the benefits of filtering the data in reducing image artifacts have been

qualitative in nature. In future studies, it may be of interest to explore mathematically these filtering

operations and to then be able to make quantitative statements about the extent of these artifact

reductions.
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Chapter 4

Linear Sampling Method enhancement for Synthetic

Aperture Radar Images

4.1 Introduction

Synthetic aperture radar (SAR) is an active imaging technique which is useful in a variety of

applications including environmental monitoring [41] [42], resource management [43] [44], and

target recognition [45] [46]. Traditional SAR imaging algorithms, such as the backprojection

algorithm [39], are based on approximate data models which assume that a target is a collection

of point-like scatterers and use the Born approximation to simplify the scattering physics of the

targets.

The LSM of [48] is an imaging technique notable for its avoidance of point-scatterer and the

Born approximations in its conventional formulation. Since the algorithm is based upon a model

which accounts for more complex scattering behavior, the LSM has the potential to produce images

which better capture the true target shapes than traditional SAR techniques. However, the LSM

requires multistatic-multiview data and typically works best with apertures that fully surround the

imaging scene. This type of data is not available in common SAR data collections, which are

typically monostatic and often view a scene from a more limited aperture. PE-LSM is a modi-

fication of the standard LSM which is designed to improve on the shortcomings of the LSM for

SAR-like limited aperture data collection geometries. Since its introduction in [61], PE-LSM has

been demonstrated to offer improvements over both traditional backprojection and the standard

LSM imaging [63], [62], [65]. However, LSM-based methods solve what is known as an ill-posed

problem. This means that the technique is more sensitive to perturbations and noise in the data

than more stable methods such as backprojection.
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Due to the potential for improved imaging performance, it is of interest to apply LSM-based

techniques to SAR data and imagery. The application of the PE-LSM to data collected from a

monostatic SAR geometry was successfully accomplished in [62]. However, it would also be of

interest to gain the PE-LSM’s improved imaging performance in cases where SAR imagery is

available but not the original data. Data sets, such as the well known MSTAR data [73], may only

contain the complex-valued SAR imagery. Due to poor record keeping and/or data rot, raw SAR

data may be unavailable or unreadable, but the accompanying imagery may still be available. In

addition, fielded SAR systems produce phase history data which can be extremely large, even on

the order of Gigabytes to Terabytes. The accompanying imagery is typically much smaller, making

operating only on the imagery itself more attractive.

In this paper, we put forward a two-stage method for generating PE-LSM images from previously-

focused backprojection images. First, we use Fourier relationships to transform the backprojection

images to the spatial frequency domain. Then, we apply the PE-LSM to the transformed data.

This strategy, which is referred to as beamspace processing the past, has previously been used for

techniques such as MUSIC [74].

We will present the procedure and mathematics of the technique, and we will then evaluate

its performance using several simulated datasets. It is critical to empirically evaluate imaging

performance as the data synthesis process could, in principle, introduce perturbations to the data

due to approximations and filtering operations. Due to the ill-posed nature of the PE-LSM, these

perturbations have the potential to cause imaging artifacts. Our results show that while there is

some degradation caused by the beamspace processing, the resulting images maintain important

advantages of the PE-LSM over backprojection.

The remainder of this work will be organized as follows. In Section 4.2 we will develop a model

for SAR images, outline our technique based on this model to synthesize data fit for LSM imaging,

and then explain the PE-LSM imaging procedure we will use on the resulting data. Section 4.3

will display our preliminary results using this method, and finally, Section 4.4 will offer concluding

remarks.
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4.2 Methods

In this section we will provide the details of our method. We will first lay out a model of mono-

static SAR data and imagery. Then, we will use this model to develop a technique to synthesize

SAR-like data from an existing SAR image. Finally, the mechanics of LSM and PE-LSM imaging

will be discussed.

4.2.1 Monostatic SAR Data Model

Consider an imaging region Ω, centered at 0, which is investigated by a monostatic SAR sensor.

Under the start-stop and Born approximations, the measured data collected by the sensor can be

modeled by

� (\, :) =
∫

Ω

0(x, \, :)d(x)4−2 9 :'(x,\)3x. (4.1)

Here, : = 2c 5 /2 is the wavenumber associated with frequency 5 , 0(x, \, :) is a slowly varying

amplitude function, d(x) is the complex reflectivity of the scene, and '(x, \) measures the distance

from x = (G, H) to the sensor’s position at aperture angle \. Figure 4.1 depicts this imaging

scenario.
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Figure 4.1: Diagram depicting the monostatic SAR sensing setup.

Typically, 0(x, \, :) varies slowly enough over the domain Ω that this variation can be ignored,

so we simplify the amplitude function to 0(\, :). For data collected in the far field, we can approx-

imate the data model as

� (\, :) =
∫

Ω

0(\, :)d(x)4−2 9 :'0 (\)42 9 :x) r̂(\)3x, (4.2)

where r̂(\) = (cos \, sin \) and '0(\) is the distance from the sensor at aperture angle \ to the

scene center at 0. Letting 0̃(\, :) = 0(\, :)4−2 9 :R0 (\) , we can re-write the data model as

� (\, :) = 0̃(\, :)
∫

Ω

d(x)42 9 :x) r̂(\)3x. (4.3)
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Upon inspection of (4.3), we can see that according to our data model, d(x) can be approximated

via a scaled 2-D spatial Fourier transform of the SAR data. We will refer to this 2-D spatial

Fourier domain as :-space. The Fourier relationship becomes more clear noting that x) r̂(\) =

G cos \ + H sin \, and by defining the quantities

:G = 2: cos \ (4.4)

:H = 2: sin \, (4.5)

in which case our SAR data can be expressed as

� (\, :) = 0̃(\, :)
∫

Ω

d(G, H)4 9 :GG+ 9 :HH3G3H. (4.6)

For a sensor tracing out a set of aperture angles between \1 and \2 and collecting data over a

bandwidth of frequencies, (4.4) and (4.5) show that the monostatic SAR data represents a sampling

of an annulus shape in the :-space of the scene [40]. An illustration of an example annulus of SAR

data in k-space is illustrated in Figure 4.2.
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Figure 4.2: Diagram depicting the :-space support of monostatic SAR data collected for angles from be-

tween \1 and \2. Note that the labeled bandwidth is equal to 4c
2

times the bandwidth in Hz.

In order to image Ω, a spatial-matched filtering approach is often used. Using the far field

approximation, this operation can be expressed mathematically via

� (x) =
∫ ∫

� (\, :)4−2 9 :x) r̂(\)3:3\, (4.7)

where the integral is evaluated over the available angles and frequencies measured in the data.

Backprojection is another spatially-matched filtered technique which does not use the far field

approximation [39]. This operation can be expressed as

� (x) =
∫ ∫

� (\, :)42 9 :'(x,\)3:3\, (4.8)

117



where we again evaluate the integral over all angles and frequencies in the data.

The data model outlined in (4.3) will be used by our method to transform a complex SAR

image of d(G, H) into synthetic data for use in PE-LSM imaging. In the next section, we will

provide details on how this procedure is carried out.

4.2.2 Transforming a SAR image into synthetic data

We consider a given complex-valued SAR image � (G, H) of a scene Ω. We assume knowledge

of the center frequency 52 of the data that the image is constructed from. We also assume knowl-

edge of the orientation of the central angle of the synthetic aperture, which is analogous to knowing

which direction is the "range" direction and which is the "cross-range" direction. However, we as-

sume no other knowledge of the frequencies sampled or the sensor locations during data collection

that are typically available when producing a SAR image. It may be possible to relax the need

for knowledge of the orientation of the range direction. Taking the Fourier transform of the data

to reveal the data annulus could provide enough information to automatically determine the range

direction. However, we leave such a technique for future work.

If we take � (G, H) to be an image of the complex reflectivity, d(G, H), of the scene, then (4.3)

implies that the inverse Fourier transform of � (G, H) should be closely related to the SAR data

needed to produce � (G, H). However, since � (G, H) is assumed to be formed on a rectangularly

spaced pixel grid, the resulting inverse transform will also place samples on a rectangular grid.

PE-LSM can be posed operated on data in the frequency-angle domain, so in order to use � (G, H)

to create data in the expected "SAR-like" form, we must resample this data onto a polar grid. In

the remainder of this section, we will detail the steps needed to transform � (G, H) into useful data

for other imaging algorithms.

The first step in processing the data is to perform a baseband conversion of the image � (G, H).

This is accomplished via a simple complex multiplication as

�11 = � (G, H)4 92:2H, (4.9)
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where the subscript 11 refers to the baseband image and :2 = 2c 52/2. This baseband conversion

ensures that we avoid aliasing when the Fourier transform of the baseband image �11 (G, H) is

computed. Note that the operation in (4.9) assumes that the "H"-direction corresponds to the range

direction.

After baseband conversion, the next step is to take the inverse Fourier transform of the baseband

converted image. This is achieved by

�̂ (:G , :H) =
∫

�11 (G, H)4− 9 :GG− 9 :HH3G3H. (4.10)

The result should feature an annulus, and the shape of said annulus reflects the polar sampling of

the original SAR defined by (4.4) and (4.5). An example is shown in Figure 4.3.

Figure 4.3: An example of the inverse Fourier transform of a SAR image showing the data annulus.
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At this stage, we have �̂ (G, H) sampled on a Cartesian grid, the next step is to define an appro-

priate polar grid and then re-sample the data onto this new grid. The first step in defining the new

polar grid is to establish its boundary. We use a thresholding operation on | �̂ (:G , :H) | to capture the

boundary of the annulus. Let ) denote the threshold, and consider all points (:′G , :′H) which satisfy

| �̂ (:′G , :′H) | ≥ ). (4.11)

We convert these (:′G , :′H) points into (\′, :′) coordinates using (4.4) and (4.5). To construct a grid

of equally spaced (\, :) coordinates in :-space, we find the extreme values of : and \ from the

points (\′, :′). Let these values be denoted by \<8=, \<0G , :<8=, and :<0G . For a desired number of

samples #\ and #: we then define the set of coordinates \=\ = \<8= + =\Δ\ for =\ = 0, . . . , #\ − 1

and :=: = :<8=+=:Δ: for =: = 0, . . . , #:−1. We have defined Δ\ =
\<0G−\<8=

#\
and Δ: =

:<0G−:<8=

#:
.

In order to create data on this new set of grid points, we define the 2-D interpolant ! (:G , :H)

over the inverse transformed image �̂ (:G , :H). We then compute the synthetic SAR data as

�B (\=\ , :=: ) = ! (2:=: cos \=\ , 2:=: sin \=\ ). (4.12)

This interpolated data follows the model

�B (\=\ , :=: ) =
∫

Ω

� (G, H)42 9 :=: G cos \=\+2 9 :=: H sin \=\ 3G3H (4.13)

and it is this data that we will use to image Ω with the PE-LSM.

4.2.3 PE-LSM imaging

In order to discuss the PE-LSM, it is useful to have a brief explanation of the basic mechanics

of the standard LSM. Consider scattered data collected from a multistatic sensing geometry. For

multistatic data sampled at #A receive angles and #C transmit angles, let E(:) denote the the

#A ×#C matrix of scattered data. For a point x within Ω, LSM imaging is accomplished by solving
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the linear system

E(:)g(x, :) = φ(x, :) (4.14)

for the LSM solution g(x, :). The term q(x) is a vector that takes the form

φ(x, :) =



� (\1, x, :)
...

� (\#A
, x, :)



, (4.15)

Where � (\A , x, :) is the Green’s function for a wave originating at point x propagating in the

receive direction \A at wavenumber : . In [48], [52], and [51], it is shown for a varied set of

cases that ∥g(x, :)∥ is bounded when x is inside the scattering target and becomes unbounded as

x approaches the target boundary. This behavior can be used to construct an image of the target

shape via an indicator function. A typical indicator function is given by

�!(" (x) =
# 5∑

8=1

1

∥g(x, :8)∥2
(4.16)

where the sum is over # 5 total sampled frequencies. Since ∥g(x, :)∥ remains bounded inside the

target, an indicator function of the form (4.16) will result in an image where the target appears

bright against a dark background.

As a final technical note, the equation (4.14) is ill-conditioned due to the ill-posed nature of

the inverse scattering problem that the LSM solves. Thus, to find g(x, :) in a stable manner, a

regularization method is used. Tikhonov regularization is a common choice, and it is accomplished

by introducing a parameter U and then solving

min
g(x,:)

(
∥E(:)g(x, :) − φ(x, :)∥2 + U∥g(x, :)∥2

)
. (4.17)

For a well-chosen value of U, this method can stabilize the ill-conditioned linear system (4.14).

We will comment on the selection of U after our discussion of the PE-LSM.
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When the span of receive angles \A and transmit angles \C fully surround Ω, the LSM can

produce high quality images of the targets within the scene. However, in the case where Ω is

viewed from a more limited aperture, the LSM image quality significantly degrades. In real SAR-

type applications, one almost never has access to multistatic data from a full circular aperture

around a scene. The PE-LSM modifies the standard LSM in order to improve performance in

limited aperture settings. Two changes are made to the standard LSM in the PE-LSM. The first is a

receive beamforming step which helps to focus the data around the point x. The second is a phase-

delay frequency constraint which allows the PE-LSM to leverage coherent processing between

sampled frequencies in order to achieve better limited aperture range resolution.

The receive beamforming operation of the PE-LSM introduces the weight vector

w(x, :) =



4− 9 :x) r̂1

...

4− 9 :x) r̂#A



, (4.18)

where r̂A = (cos \A , sin \A). We apply this to (4.14) as

w(x, :)�E(:)g(x, :) = w(x, :)�φ(x, :). (4.19)

The receive beamforming operation focuses the data around x which serves as a form of pre-

conditioning that mitigates influence of data contributions away from x when computing the PE-

LSM solution.

The phase-delay frequency constraint can be expressed as

g(x, :8) = g(x, :1) ⊙ 4− 9 (8−1)Δ:dC (x) , (4.20)
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with

dC (x) =



x) r̂1

...

x) r̂#C



(4.21)

and r̂C = (cos \C , sin \C). For data collected at multiple frequencies, we expect the phase of the

solution at adjacent frequencies to vary in proportion to the spacing between frequency samples.

The phase-delay frequency constraint forces the solution to match this expected behavior. The

result is an injection of coherent processing across frequencies, which the standard LSM has no

mechanism to accomplish. To incorporate this constraint into the minimization, we introduce the

matrices

C8 =



4− 9 (8−1)Δ:x) r̂1 0 . . . 0

0 4− 9 (8−1)Δ:x) r̂2
. . .

...

...
. . .

. . . 0

0 . . . 0 4− 9 (8−1)Δ:x) r̂#C



. (4.22)

These matrices are inserted into a modified multi-frequency version of (4.19), resulting in the

minimization problem

min
g(x,:1)

# 5∑

8=1

|w(x, :8)�E(:8)C8g(x, :1) − w(x, :8)�φ(x, :8) |2 + U∥g(x, :1)∥2. (4.23)

The PE-LSM solution is then used again to produce an image via indicator function. We use

�%� (x) =
1

∥g(x, :1)∥2
. (4.24)

Note that we only need the solution at the first frequency :1 as the phase delay frequency constraint

controls the subsequent solutions for all other frequencies.

Although the standard LSM does not rely on the Born approximation, both the receive beam-

forming and the phase delay frequency constraint of the PE-LSM are based on a Born-approximated

scattering model. In this way, the PE-LSM can be viewed as a compromise where we place
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Born-approximated preconditioners and constraints on (4.14), which is not Born-approximated

and leverages scattering relationships in a more nuanced way compared to backprojection.

One aspect of LSM and PE-LSM imaging that we have not yet addressed is the need for mul-

tistatic diversity in the data. The synthetic data resulting from our transformation of the SAR

backprojection image and modeled by (4.13) is purely monostatic. In order to use PE-LSM on

this synthetic data, we must transform it into synthetic multistatic data. We do this using the tech-

nique of [64]. This technique involves interpolating the monostatic data to synthesize multistatic

responses by leveraging angular redundancy in the monostatic data. For more detail regarding this

monostatic to multistatic operation, we refer the reader to [64].

The final piece of LSM and PE-LSM imaging is the process of selecting a regularization param-

eter U. The selection of the regularization parameter can have a significant impact on the quality

of the final LSM/PE-LSM image. The problem of selecting a suitable value for U can be a chal-

lenge in its own right, with techniques such as the Morozov discrepancy principle [52], the L-curve

method [81], and heuristic methods [61] being used in the literature. Our results in the following

section are presented with regularization parameters tuned manually by selecting the value that

maximizes the subjective contrast between the targets and the background of the image. A param-

eter selection method based on maximizing the contrast, or on one of the established techniques

such as the L-curve method or Morozov’s discrepancy principle would be an interesting avenue of

future exploration but is left outside the scope of this work.

We offer here a final step-by-step summary of our imaging method:

1. Begin with complex-valued backprojection image � (G, H).

2. Take the Fourier transform of the baseband converted image as given by (4.10).

3. Establish a polar grid using the thresholded image Fourier transform.

4. Define an interpolant over the transformed image and interpolate data onto the polar grid via

(4.12).

5. Transform this data into multi-static data using the technique of [62].
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6. Image the data using PE-LSM by solving (4.23).

4.3 Results

In this section we will present our preliminary results using this technique. To produce these

results, we first use an FDTD simulation to generate data based on the sensor geometry shown in

Figure 4.4. The simulated data is collected for 90 sensor positions spanning a 90◦ aperture. One

hundred frequency samples in a band from 1.5 GHz to 2 GHz are collected. Targets are modeled

as conductors with conductivity of f = 5.7 × 107 S/m and relative permitivity nA = 1. We add

noise to the data giving a Signal-to-Noise Ratio (SNR) of 20 dB.

Figure 4.4: Diagram showing FDTD simulation setup.

The FDTD simulation data is then used to produce SAR backprojection images of the scene.

These images are then transformed into synthetic SAR data using the method outlined in Section

4.2. This synthetic data is then imaged using PE-LSM.

Our results for three different targets are displayed in Figure 4.5. Each row corresponds to a

different target, where the true target outline is illustrated with a dashed line. Each column corre-

sponds to a different imaging method. The left-most column contains back projection images, the
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central column contains PE-LSM images created from the simulation data, and the right-more col-

umn contains PE-LSM images created using beamspace data synthesized from the back projection

images of the left-most column.

Figure 4.5: Imaging Results for three different targets. Imaging techniques are arranged from left to right,

first backprojection, then PE-LSM on the original data, and finally PE-LSM on synthesized beamspace data.

We can see that the PE-LSM images of the center column more tightly capture the true shape

of the illuminated upper surfaces of the targets than the backprojection images of the left-most col-

umn. The observed range resolution of the PE-LSM images is also finer than that of the back pro-

jection images (recall that the range direction corresponds to the "down" direction). The beamspace
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PE-LSM images of the right-most column, when compared to the backprojection images of the

left-most, also show improvement in range resolution and ability to capture the true shape of the

illuminated surface. However, the beamspace PE-LSM images of the rightmost column exhibit

some artifacts that are not present in the PE-LSM images made using the true simulated data.

Overall, our results indicate that the PE-LSM images based on our data synthesis technique

do provide benefit over the original backprojection images. However, they also suffer from more

significant artifacts than PE-LSM images based on the raw SAR data. These artifacts may be

due to the ill-posed PE-LSM problem amplifying perturbations introduced to the data during the

synthesis process.

4.4 Conclusions

The Phase-Encoded Linear Sampling Method is a promising technique in microwave imaging.

It has been demonstrated to more effectively capture a target’s true shape than traditional back-

projection imagery. However due to the PE-LSM’s increased complexity over backprojection and

its ill-posed nature, applying the method to synthetic aperture radar imaging has been difficult.

In order to expand the applicability of this technique for SAR applications, we have developed

a method which synthesizes PE-LSM appropriate data using a pre-existing SAR backprojection

image. We have demonstrated early results which suggest that despite being ill-posed, PE-LSM

can be used to form images using data synthesized from this technique, and these images provide

enhancements in capturing the true shapes of targets over the original backprojection image.

The results motivate further investigation with experimental datasets. Relevant points of inves-

tigation include the effect of clutter and other forms of experimental imperfections on the method.

The effects of finer PE-LSM range resolution on the robustness of automatic target recognition are

also of interest.

In the future, we plan to apply this technique to a two-step mode of operation in SAR imaging

where a large scene is first imaged with backprojection or another traditional SAR method and

targets of interest are subsequently identified. Image chips of these targets can then be extracted
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and processed using our method to obtain enhanced PE-LSM images. Such a two-stage process is

necessary due to the higher computational cost of the PE-LSM [65].
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Chapter 5

Conclusions

I will conclude this dissertation with a very brief overview of each of the chapters and provide

a description of the contributions made within each to the challenging field of wave-based sensing.

I will also include comments on interesting avenues for future work.

In Chapter 2, I detailed the derivation of nine different generalized likelihood ratio detector

statistics. These nine detectors cover a variety of cases depending on knowledge of the signal

channel and signal variance. In order to quantitatively evaluate the performance of these detectors,

a series of numerical tests are then performed. The work of this chapter has been published in [25].

I contributed to the passive detection effort by writing and performing all numerical simula-

tions. These simulations cover the eighteen different detector cases outlined by Tables 2.1 and 2.2.

ROC and PD vs SNR curves are produced, with results shown in Figures 2.1 - 2.9. I then analyzed

the results of these tests. The results of my tests provided many important and interesting quan-

titative and qualitative results about the detectors of Tables 2.1 and 2.2. Significantly, my results

show in which cases it is advantageous to share coherent information between sensors and in which

cases not enough is known to effectively use this information to increase detector performance.

In addition to the work producing and analyzing simulation results, I participated in an effort

to rework each detector from the beginning to ensure correctness. During this work I discovered

and fixed errors in some of the detector statistics.

These detectors offer a framework to address the "detection" piece of the passive source local-

ization problem. In [77], the "localization" piece is treated using one of the nine detector cases

given here. This is done via a Synthetic Aperture Source Localization (SASL) approach. Further

developments of this SASL approach, such as extending to the detector cases where less is known

about the source signal or testing the technique on experimental data are being pursued by others.
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Chapter 3 covers my development of multi-sensor multi-frequency digital spotlighting for

LSM-based imaging. A series of simulated and experimental results are then shown to illustrate

differing aspects of the digital spotlight technique and its interaction with LSM-based imaging.

One of my primary contributions is the mathematical development of a multistatic and multi-

frequency digital spotlight technique. This technique is based on a :-space representation for

bistatic SAR data illustrated by equations (3.45), (3.48), and (3.49). The :-space representation

of the data also leads to equation (3.60), which implies that the sampling requirements of the

multistatic data are lower than those for more common monostatic datasets. I use equations (3.96)

and (3.116) to argue that this method should help filter out signal contributions from scatterers

located outside the spotlight region of interest during the digital spotlight processing.

In order to thoroughly test the digital spotlight method and its utility for LSM-based imaging,

my contributions also include a series of simulated and experimental results. First, I use simulated

multi-sensor and multi-frequency data to produce spotlit PE-LSM images, as illustrated by Figure

3.10. Published in [72], these results demonstrate that despite the ill-posed nature of PE-LSM

processing, the digital spotlight pre-processing is compatible with this imaging modality. Next, I

show that the method can help improve performance in cases where a strong scatterer lying outside

the region of interest causes interference through a series of simulated results. These results are

seen in Figures 3.24, 3.21, 3.18, and 3.15. Finally, my spotlight code was used to help produce the

first successful LSM-type imaging of fielded SAR data, and these images are included in Figures

3.30, and 3.27. These images represent a significant breakthrough for LSM-based imaging nearly

30 years after the initial development of the LSM. A detailed study of PE-LSM imaging of SAR

data has been submitted for publication in [71].

The images shown in Figures 3.30, and 3.27 represent a significant step forward in using LSM-

type imaging for field-collected monostatic SAR data. All other results presented here use simu-

lated data. In the future, it would be of interest to conduct a follow up study which applies this

technique to a wider array of experimental datasets. The uncertainties associated with experimental
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data make this type of study an important test of the robustness and feasibility of our technique, and

positive results here would be significant in moving the technique closer to real-world applicability.

Chapter 4 contains my development of an LSM-based enhancement technique for SAR im-

agery. A mathematical model for SAR data and SAR imagery is given, and an algorithm for

enhancing SAR imagery via transformation into data usable by LSM-based techniques and subse-

quent PE-LSM imaging is then laid out. This algorithm development is then followed up with a

simulation-based study evaluating the performance of the enhancement technique. A publication

detailing my contributions in this chapter has been accepted in [82].

My contributions in this chapter include the development of the technique for transforming

SAR imagery into data appropriate for LSM-type imaging use. This development is based on

the :-space representation for SAR data. Equations (4.4) - (4.6) and (4.13) highlight this Fourier

relationship between SAR data and the complex reflectivity of the imaging scene. I treat a SAR

image as a representation of this complex reflectivity, and then I use the :-space mapping from

these equations to transform the image back to the data domain. Subsequently, I apply PE-LSM to

the data, generating an enhanced image. To my knowledge, no other techniques leveraging LSM

imaging methods have been used to enhance existing imagery in this way.

In addition to the theoretical development of the SAR image enhancement technique, I also

contribute a study of the technique’s performance using simulated data. My study takes data scat-

tered from simulated targets and uses it to form SAR backprojection images. These images are

then processed with the PE-LSM-based enhancement technique, and results are given in Figure

4.5. My results demonstrate the feasibility of my technique despite the ill-posed nature of LSM-

type imaging. Additionally, my results show clear visual improvement in our method’s ability to

capture the true target shape compared to the initial backprojection image.

While the results shown in Figure 4.5 are promising, my method requires knowledge of the

center frequency and central angle of the synthetic aperture of the original data. In the future,

developing techniques to automatically estimate these parameters directly from the SAR imagery

would expand the range of use cases of my method. Additionally, a future study focusing on
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the application of this technique to real experimental data would also represent an important step

towards bringing this method closer to potential real-world applications.

Finally, for the ease of the reader, I provide here a summarized list of the chapter-by-chapter

contributions made in this dissertation:

• Chapter 2: Passive Multi-Channel Detection

– Developed simulation code for quantitative evaluation of detector statistics

* Treated 18 different cases, 9 features coherent processing between sensors (see

Table 2.1), and 9 share only incoherent data between sensors (see Table 2.2)

* Produced series of ROC curves which quantify detector performance across range

of threshold values at a fixed SNR (see Figures 2.1, 2.3, and 2.5)

* Produced series of PD vs SNR curves quantifying detector performance across

range of SNR values at fixed PFA (see Figures 2.2, 2.4, and 2.6 - 2.9)

* Analyzed simulation results and evaluated quantitative differences in detector per-

formance

– Participated in verification and finalization of detector statistics

* Re-derived each detector and corresponding non-coherent counterpart, leading to

corrections in mathematical form of some detectors

• Chapter 3: Synthetic Aperture Radar Digital Spotlighting for Linear Sampling Method Imag-

ing

– Developed multistatic and multi-frequency digital spotlight technique

* Used :-space representation of bistatic SAR data to develop theoretical foundation

for digital spotlight technique (see Equations (3.45), (3.48), and (3.49))

* Conducted analysis of sampling requirements show that multistatic data accom-

modates coarser spatial sampling, allowing greater data reduction than monostatic

spotlighting (see Equation (3.60))
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* Used model to argue for expected aid in filtering interference from strong outside

scatterers (see Equations (3.96) and (3.116))

– Demonstrated effectiveness on multistatic multi-frequency data using PE-LSM

* Showed significant reduction in data and corresponding speedup

* Showed image quality not significantly impacted by spotlight pre-processing - ill-

posed method not seen to be an issue (see Figure 3.10)

– Investigated filtering effects for LSM imaging near large scatterer

* Conducted numerical simulations with several small targets imaged with single

and multi-frequency LSM in close proximity to large target outside region of in-

terest

* Showed that across all cases, digital spotlight processing reduces the severity of

contaminating artifacts (see Figures 3.24, 3.21, 3.18, and 3.15)

– Provided vital component in the first successful LSM-type imaging of real fielded SAR

data

* Used monostatic digital spotlight code for PE-LSM imaging of GOTCHA dataset

(see Figures 3.30, and 3.27)

* My digital spotlight code was a key ingredient to make technique computationally

practical

• Chapter 4: Linear Sampling Method enhancement for Synthetic Aperture Radar Images

– Developed technique for synthesizing SAR-like data from complex-valued SAR im-

agery

* Designed :-space remapping method using Fourier domain representation of SAR

data (see Equations (4.4) - (4.6) and (4.13))

– Demonstrated effective image enhancement using PE-LSM processing on synthesized

data
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* Tested technique using backprojection images of simulated targets

* Showed that PELSM provides clear visual improvement in output image’s ability

to capture target shape over initial backprojection image (see Figure 4.5)
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