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ABSTRACT

LEVERAGING STREAM PROCESSING ENGINES IN SUPPORT OF PHYSIOLOGICAL

DATA PROCESSING

Over the last decade there has been an exponential growth in unbounded streaming data gener-

ated by sensing devices in different settings including the Internet-of-Things. Several frameworks

have been developed to facilitate effective monitoring, processing, and analysis of the continu-

ous flow of streams generated in such settings. Real time data collected from patient monitoring

systems, wearable devices etc. can take advantage of stream processing engines in distributed

computing environments to provide better care and services to both individuals and medical prac-

titioners.

This thesis proposes a methodology for monitoring multiple users using stream data processing

pipelines. We have designed data processing pipelines using the two dominant stream processing

frameworks – Storm and Spark. We used the University of Queensland’s Vital Sign Dataset in our

assessments. Our assessments contrast these systems based on processing latencies, throughput,

and also the number of concurrent users that can be supported in a given pipeline.
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Chapter 1

Introduction

There has been a massive flow of unstructured streaming data from sensing devices in the In-

ternet of Things (IoT) settings. This phenomenon is gaining momentum in fast pace because of its

ability of capture real time data [1]. The number of devices connected to the Internet has increased

significantly in several applications such as the smart cities, smart grids and buildings, smart health

care systems, global flight monitoring systems etc. The gigantic growth of heterogeneous data

from these diverse devices benefits different types of users in decision making by transforming

the collected data into valuable information. Stream processing frameworks performs high veloc-

ity data processing for the mission critical systems with operational efficiency, reduced cost and

diminished risk [2].

Physiological data processing has become one of the important use cases of mission critical

data analysis with the rapid development of health care industry. The large amount of health care

data includes continuous patient monitoring data, electronic health and clinical reports, diagnostic

reports, medical images, pharmacy information etc. [3]. In addition to that, physiological sen-

sors used in the wearable devices monitor patients remotely which creates opportunities for the

researchers to extract knowledge by analyzing these data continuously. With the advent of dis-

tributed computing in big data analytics, insightful decisions can be made by understanding these

data patterns and the associated relationships between them [4] [5].

The Big data computing can be done as batch-oriented and real-time stream computing. Batch

computing is efficient in processing huge volumes of data, but it has the potential of introducing

significant amount of delays and fails to process unbounded streaming events effectively. However,

stream computing emphasizes on the velocity of data processing and it involves continual input and

outcome of data [6]. The Stream processing engines receive, store, index and process these massive

streams of spatio-temporal real time data which gets generated by millions of users [7]. The

streaming frameworks are known for providing high throughput and low latency while performing
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data processing in parallel. Hence, the exploration of distributed stream processing engines is of

paramount importance in order to provide better health care services to individuals and medical

personnels.

1.1 Research Challenges
Building data pipelines to perform predictive analytics and achieving high throughput and low

latency in physiological data processing involves several challenges which are described below.

• Complexity of Data: Continuous flow of real time events from different physiological sen-

sors constitute complex patterns. It is one of the important technological challenges to pro-

cess these data in near real time to apply them in decision making and to extract insightful

information.

• Arrival Rate: The large volume of real time physiological data arrives at high speed from

the patient monitoring systems. These streaming events has a fundamental requisite of being

processed with minimal latency and high throughput.

• Scalability and Concurrency: In the mission-critical systems, the underlying data format

might change because of the addition of a new sensor nodes. The stream processing engines

should be able to handle these scenarios with minimal execution delays. The parallelization

in the distributed stream computing depends with the use case. The data partitioning scheme,

size of the thread pool, memory requirements in the executors, number tasks etc. should be

configured wisely to achieve good performance.

• Predictive Analytics: Predicting physiological information on the streaming data benefits

in the early detection of diseases and diagnostics. Training models on the historical stream-

ing data does not guarantee accurate results and introduces complexities. Hence, online

prediction on the streaming data is a major research challenge.
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1.2 Research Questions
A holistic solution is required to address the challenges described above. The following re-

search questions will be explored as part of this thesis.

1. How can we leverage stream processing engines in support of physiological data stream

processing?

2. How can we construct data processing pipelines that are suited for the mission critical nature

of such processing?

1.3 Approach Summary
This section provides an overview of the design approach used in this work to overcome dif-

ferent research challenges described above and to reasonably answer the research questions. In the

proposed system, Apache open source frameworks are used to design data pipelines. These data

pipelines are responsible for processing and performing online prediction on the data.

The University of Queensland vital sign dataset has been used to validate the proposed system.

This dataset contains different vital signs of surgical patients who underwent anesthesia at the

Royal Adelaide hospital. There is no streaming API connector provided in the dataset [8] rather the

vital sign information are represented in a batch dataset. Kafka producers have been implemented

to create the streams from the dataset for multiple users and these streaming messages are published

into different topics as vital sign events. Storm and Spark stream processing systems consumes

these streams in separate pipelines by subscribing to the topics. Data splitting and pattern matching

operations are performed inside the pipelines in order to prepare the data for the online predictions.

Different vital signs are predicted using different machine learning models in the online prediction

component of data pipelines. These models are trained offline on the historical data in order to

avoid incorrect model updation and to achieve better accuracy. The predicted vital signs are stored

in the Hadoop distributed file system and Linux file system for visualization purposes.

The performance of different machine learning algorithms on several vital signs are compared

in terms of variance score and root mean squared error. The two data pipelines using Storm and
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Spark are utilized separately for measuring throughput and latency. Spark performed better than

Storm in terms of throughput but at the expense of huge latency. The maximum number of users

supported by a single pipeline is also evaluated. As evident from empirical evaluations, the overall

performance of Storm is better than Spark which in turn validates the suitability of Storm for

physiological stream data processing.

1.4 Thesis Contribution
This thesis presents the approach to process physiological data streams using data pipelines and

perform predictive analytics on the streaming data. Specific contributions of this work include:

• Exploration of stream processing engines to support physiological data analysis

• Building data pipelines to achieve high throughput with minimal latency

• Performing online prediction of vital signs using any machine learning models

• Support of stream data processing in distributed cluster environment with maximum paral-

lelization configurations

• Determination of maximum number of users supported by a single pipeline which can be

increased linearly

• Contrasting performance of dominant stream processing engines in terms of throughput and

latency

1.5 Thesis Organization
The remainder of the thesis is organized as follows. Chapter 2 provides an overview of the pro-

posed system architecture along with the background information on several open source frame-

works used to build the system. Chapter 3 described different methodologies and approaches used

to build the data pipelines. The evaluations, experiments and results are presented in chapter 4.

Chapter 5 gives an illustration of related work being performed in health stream processing and

4



other mission critical data analysis. Chapter 7 contains the conclusion of the thesis and future work

for extending and refining the current methodologies.
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Chapter 2

System Design

This chapter describes the background knowledge required for understanding the data pipelines

built in this thesis. Several Apache open source frameworks such as Kafka, Storm, Spark and

ZooKeeper are used to design the system for health stream processing. We have used The Univer-

sity of Queensland Vital sign dataset to validate the system. This dataset contains different vital

signs of 32 patients who underwent anesthesia under surgical procedures. Kafka is used to cre-

ate continuous streams of events for multiple patients and these vital sign streams are consumed

through separate data pipelines by Storm and Spark stream processing engines respectively. The

end goal of the system is to predict vital signs in future. The system can support any machine

learning algorithms to perform predictive analytics which is described in detail in the methodol-

ogy section. The predicted vital signs are stored using Hadoop Distributed File System (HDFS) for

visualization purpose. The system architecture and roles of the different open source frameworks

used to design our system are discussed as follows.

Figure 2.1: Proposed Architecture
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2.1 Apache Storm
Apache Storm is an open source distributed stream data processing system which performs

complex computation of unbounded streams of data in real time. It is designed for the mission

critical systems to provide scalability, fault tolerance, extensibility, easy administration and good

performance by keeping all its storage and computational data structures in memory. Storm was

initially created by Nathan Marz at BackType and it was improved at Twitter after the acquisition.

Storm can support many use cases like real time analytics, online machine learning, continuous

computation, distributed remote procedure calls, ETL etc. [9] [6].

2.1.1 Architectural Description

Stream is the core abstraction of Storm’s data processing architecture which consists of streams

of tuples flowing through topologies which is a directed acyclic graph where the vertices and edges

represent the computation components and data flow between these components respectively [9]

[10]. Spouts and bolts are the further division of vertices into disjoint sets where spouts are the

tuple sources and bolts does the work of processing the incoming tuples and passing them to the

next set of bolts downstream respectively for the topology. In the distributed cluster setting, the

clients submit topologies to a master node called Nimbus which is responsible for the scheduling,

coordination and monitoring of the topologies. There are worker nodes where different parts of

the topology gets executed using one or more worker processes which serve as containers inside

the host machines. One or more executors are run by each worker process which runs a JVM.

Each of the executors run several tasks and the actual work of spouts and bolts are done through

these tasks which instead provides parallelism inside the storm. The streaming data is shuffled

from the producer to consumer spout/bolt. Different partitioning strategies supported by Storm are

described below [9].

1. Shuffle Grouping: It partitions tuples randomly.

2. Fields Grouping: It hashes on a subset of the tuple attributes.
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3. All Grouping: In this case, the entire stream is replicated to consumer tasks.

4. Global Grouping: In this scenario, the entire stream is sent to a single bolt.

5. Local Grouping: In this case, the tuples are sent to the consumer bolts in the same executor.

The state of the cluster is maintained in Zookeeper [11]. A Supervisor is run by each worker

node in order to establish the communication with the master node, Nimbus. Storm spawns the

instances of spouts and bolts specified by the user in the topology and creates the interconnection

for the data flow [9]

Figure 2.2: Storm System Architecture

Nimbus and ZooKeeper: Nimbus acts as a job tracker which is an Apache Thrift service and

Storm topology definitions are thrift objects. After a topology has been submitted to Nimbus, the

state of the topology is stored using a combination of local disks and Zookeeper. Periodic heartbeat

messages are used by Supervisors to contact to Nimbus where they advertise the different topolo-

gies they are currently running and the vacancies to run more topologies. ZooKeeper manages all

the states and coordination between Nimbus and Supervisors providing resilience to Storm. The

workers continue to make progress if the Nimbus service fails and also the Supervisors restart the

workers in case of their failures. New topologies cannot be submitted in case of the failure of
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Nimbus and in case of machine failures, the running topologies cannot be reassigned to different

machines until the Nimbus is revived [9].

Supervisor: Supervisors receive assignments from Nimbus, initiates workers based on these

assignments and also monitors the health of the workers. Three different threads are spawned by

Supervisor where the main thread is responsible for reading the Storm configuration, initializing

Supervisor’s global map, creating a persistent local state in the file system and scheduling recurring

time events. The event manager thread is responsible for managing the changes in the existing

assignment and the process event manager thread is responsible for managing worker processes

that run a fragment of the topology on the same node as the Supervisor. Different events used in

this context are explained below [9] [10].

1. Heartbeat Event: It runs in the context of main thread in every 15 minutes and reports the

liveness of Supervisor to Nimbus.

2. Synchronize Supervisor Event: It runs in the context of event manager thread every 10

seconds.

3. Synchronize Process Event: It runs in the context of process event manager thread in every

3 seconds. It reads the worker heartbeats from the local state and classifies those workers as

either valid, timed out, not started or disallowed.

Figure 2.3: Supervisor Architecture in Storm
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Workers and Executors: There are two threads to route incoming and outgoing tuples in

Storm. The worker receive thread serves as demultiplexing point for all the incoming tuples by

listening on TCP/IP port. The tuple destination task identifier is examined by the worker receive

thread and the incoming tuples are queued based on it executor. The user logic thread of the

executor runs the actual task of spout or bolt instance by taking the incoming tuples from the

queue and generates the output by placing the tuples in the out queue. These outgoing tuples

are consumed by the executor send thread of the executor and are placed in the global transfer

queue. The worker send thread of the Storm sends the tuples to the next worker downstream after

examining each tuples in the global transfer queue [9].

Figure 2.4: Message Flow Inside a Worker Node in Storm

Processing Semantics: Storm provides "at least once" and "at most once" semantics. In case

of "at least once" semantics, it is guaranteed that each tuple that is input to the topology will be

processed at least once with the support of an "acker" bolt which keeps track of DAG of tuples

emitted by a spout. The "at most once" semantics is achieved by disabling the acking mechanism

for the topology where each tuple is either processed once or dropped when failure occurs.

2.2 Apache Spark
Most of the systems like MapReduce which are successful in the implementation of large-scale

data intensive applications are built around an acyclic data flow model which are not suitable for
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iterative machine learning algorithms, interactive data analysis applications etc. Spark supports

these applications with working sets while providing better scalability and fault tolerance. Spark

introduces an abstraction called resilient distributed datasets (RDDs) which are read-only collec-

tion of objects partitioned across a set of machines that can be rebuilt if a partition is lost. Spark

outperforms Hadoop in many use cases and it can query giga bytes of data with sub-second re-

sponse time [12]. RDDs are cached in memory across machines and can be reused in parallel

operations. Fault tolerance in RDDs are achieved through lineage graphs where the RDDs are

rebuilt from the information of its derivation from other RDDs in case of the loss of a partition

of the RDD. The implementation of Spark is done in Scala which is a statically typed functional

programming language for the Java virtual machine. Scala is chosen because of its combination of

conciseness for interactive use and efficiency [12] [13].

RDDs can be created through deterministic operations on either data in stable storage or by

performing transformation operations like map, filter and join on other RDDs. Programmers can

use these RDDs by performing operations that can return a value to the application or export data

to a storage system. These actions are computed lazily on the RDDs the first time they are used in

action, so that it can pipeline transformations. RDDs can be persisted in memory or spilled to disk

for future use in case of lack of enough RAM space. Users can also specify to store the RDDs only

on disk or replicating across machines through persist flag and also persistent priority can also be

set on each RDD in order to specify which in-memory data should be spilled to disk first. The

immutable nature of the RDDs let the system to run back copies of stragglers or slow tasks. Spark

has classified the dependencies between RDDs into two types. In case of narrow dependencies

each partition of the parent RDD is used by at most one partition of the child RDD, but in case of

wide dependencies multiple child partitions may depend on it [13].

Spark has a driver program which defines one or more RDDs and invokes actions on them. The

driver program also connects to a cluster of worker nodes and keeps track of the lineage graph of

RDDs. The worker nodes can store RDD partitions in RAM across operations. These workers are

long lived processes. In the run time, the driver program of the user launches multiple workers
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which read data from the distributed file system and they also can persist these computed RDDs

partitions in memory.

Figure 2.5: Spark Run time

2.2.1 Spark Streaming

Spark streaming lets users intermix streaming, batch and interactive queries seamlessly. The

main programming model in Spark streaming is called discretized streams (D-Streams) which

provides strong consistency and efficient fault recovery. D-streams are a series of deterministic

batch computations on small time intervals which overcome the fault tolerance and consistency in

other stream processing systems. Spark streaming allows combining streaming data with historical

data in order to make decisions [14]. RDD in-memory storage abstractions are used to rebuild lost

data without replication by keeping track of operations needed to be recomputed which eventually

reduces the latency. Parallel recovery techniques are used in Spark streaming to recover quickly

12



from node failure where each node in the cluster works to recompute part of the lost node’s RDD

[14].

Figure 2.6: Spark Streaming

Discretized Streams (DStreams): The input data received during each batch interval are

stored as input datasets. Every input DStreams are associated with a Receiver object which re-

ceives data from one or more sources and stores it in the memory of Spark for further processing.

This dataset is processed through deterministic parallel operations like map, reduce, groupBy etc.

The outputs of the operations and intermediate state is stored in RDDs. These output operations

push the data in the DStreams to external systems like the databases or file systems. In order to

manipulate the D-Streams, Spark provides stateless operators like map which act independently on

each time interval and stateful operators like aggregation over a sliding window, time-skewed joins

etc. which operate on multiple intervals and in this scenarios, there is a possibility of intermedi-

ate RDDs being produced. To address the problem for fault recovery of nodes, Spark streaming

uses lineage graphs to recompute the lost partitions of the RDD in parallel. In addition to that the

checkpointing of the state of the RDDs are done such as by replicating every fifth RDD to prevent

infinite recomputation of the RDDs [14] [15].

Figure 2.7: DStreams containing data at different time intervals in Spark
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MLlib Operations: Machine learning algorithms provided by Spark MLlib can be used in

the context of Spark streaming. Spark also provides some streaming machine learning algorithms

like Streaming Linear Regression, Streaming KMeans etc. which can learn and apply the model

on the streaming data simultaneously. However, majority of the machine learning algorithms are

learnt offline using historical data and this model is applied online on the streaming data [15]. This

idea is being used in order to address the health streaming use case for this project which will be

described in the methodology section.

2.3 Apache Kafka
Apache Kafka is a fast, scalable, fault tolerant and distributed public subscribe messaging

system which was initially developed at LinkedIn and then became an open source Apache project

in 2011. Kafka provides high throughput, built-in partitioning and replication for which it stands

out as a large-scale message processing system as compared to traditional message brokers [16]

[17].

In distributed messaging systems, messages are queued asynchronously between client ap-

plications and messaging systems. In case of public-subscribe messaging system, messages are

persisted in a topic which produced by publishers and consumers can consume to one or more

topics by subscribing to them. Kafka is such a system which is suitable for both offline and online

message consumption. Kafka is built on top of Zookeeper synchronization service and integrates

well with stream processing engines like Storm and Spark. Kafka can handle large number of

diverse consumers with low latency message delivery and can perform up to 2 million writes/sec.

All the writes in Kafka go to the page cache of the OS (RAM) by persisting all the data to disk

which makes it very efficient to transfer data to a network socket [16].

2.3.1 Components and Description:

Kafka cluster constitutes of several components. Different terminologies of Kafka architecture

are described below.
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1. Topics: Topics are streams of messages belong to a particular category which are split into

partitions. These partitions are a set of equal sized segment files which can handle arbitrary

amount of data. Replicas of these partitions are kept in order to prevent the loss of data [16].

2. Brokers: The published data are maintained through broker system in Kafka which can have

zero or more partitions per topic. More than one broker constitute Kafka cluster which are

used to manage persistence and replication of message data [16].

3. Publishers: Producers publish messages to Kafka Brokers which appends the message to the

last segment file or partition. These producers can also choose partitions to send messages

[16].

4. Consumers: Consumers subscribe to one or more topics and read published messages by

pulling data out of the brokers [16].

5. Leader and Follower: The node responsible for all the reads and writes for the given parti-

tion is known as the leader server and the follower node follows instructions from the leader.

The follower acts as normal consumer and one of the follower becomes the new leader in

case of leader failure [16]

Figure 2.8: Kafka Architecture Diagram
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2.4 Apache ZooKeeper
ZooKeeper coordinates between distributed processes through znode registers which are a

shared hierarchical name space of data registers like file systems. ZooKeeper provides high

throughput, low latency, high availability and strictly ordered access to znodes to its clients. It

allows sophisticated synchronization primitives for the clients through strict ordering and it pro-

vides better performance through large distributed system [18].

The name space system of ZooKeeper is more like a standard file system, but it is different in

the sense that every znode can have data associated with it and the amount of data is limited to the

znode. Metadata information such as status information, configuration, location information etc.

are stored by the ZooKeeper and it is designed to store smaller pieces of data [18].

Figure 2.9: ZooKeeper Service

The ZooKeeper service is replicated over a set of machines that comprise the service and these

machines maintain in-memory image of the data tree along with the transactional logs and snap-

shots. All the servers and the clients must know about all the servers in the ZooKeeper service.

The clients exchange request-response messages, heartbeat messages and receive watch events by

maintaining TCP connection with a single ZooKeeper server. The re-establishment of connection

to a new server happens in case of the TCP connection breaks and if the client wishes to connect

to another server. Read requests sent by ZooKeeper clients are processed locally at the ZooKeeper

server to which the client is connected and the write requests get forwarded to other ZooKeeper

servers. Sync requests are similar to write requests, however, write requests go through consensus
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before a response is generated. Hence, the throughput of read requests in a ZooKeeper servers

increases with the increase in number of servers, but the write request throughput decreases with

the increase in number of servers. All the updates in ZooKeeper are totally ordered and in order to

reflect the order, ZooKeeper attaches a unique number named as ZooKeeper transaction id (zxid)

for each update [18].
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Chapter 3

Methodology

This chapter illustrates the implementation, methods, and analytical approaches taken in this

research to accomplish the goal of building health streaming data pipelines. This description also

includes the different techniques used to preprocess the vital sign data, creation of input streaming

events, processing of the streams with the target of achieving high throughput and low latency,

offline machine learning model training and online model prediction on the streaming data.

3.1 Dataset
The University of Queensland vital sign dataset [8] is used in this thesis to evaluate the perfor-

mance of our data pipelines. This dataset contains a collected set of high-quality, high-resolution,

multiple-parameter monitoring data suitable for health stream processing research. It includes a

wide range of vital signs variables that are commonly monitored during surgery. This dataset

provides clinical anesthesia monitoring data from entire surgical case where patients underwent

anesthesia [8].

The vital signs data were recorded at the Royal Adelaide Hospital from 32 patients (25 general

anesthetics, 3 spinal anesthetics, 4 sedations). In order to capture, time synchronize, and interpolate

vital signs data from Phillips IntelliVue MP70 and MP30 patient monitors and Datex-Ohmeda

Aestiva/5 anesthesia machines into 10 millisecond resolution samples, software were developed.

These data were collected ranging in duration from 13 minutes to 5 hours with a median of 105

minute. In most of the cases, electrocardiograph, pulse oximeter, capnograph, noninvasive arterial

blood pressure monitor, airway flow, and pressure monitor data were included, but in few of the

cases, data from the Y-piece spirometer, electroencephalogram monitor, and arterial blood pressure

monitor are included [8].These vital sign data are saved in four user-friendly file formats such as

comma-separated values text files with full numerical and waveform data, numerical parameters

recorded in comma-separated values files at 1-second intervals, graphical plots of all waveform
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data in a range of resolutions as Portable Network Graphics image files, and graphical overview

plots of numerical data for entire cases as Portable Network Graphics and Scalable Vector Graphics

files. The complete dataset is available in a public repository and also it has been listed in the

Australian National Data Service Collections Registry [8].

3.1.1 Data Preprocessing:

The numerical values recorded in the comma-separated value files with one second intervals are

considered to evaluate our use-case. There are 65 features included in the entire dataset. The major

challenge faced in this data preprocessing work is the problem of missing parameters. We did not

perform any imputation techniques to fill in the missing values in the vital sign measurements,

rather the records were dropped from the entire dataset if any feature were detected with missing

parameters. We considered dropping the missing values would be statistically significant rather

using any imputation techniques such as mean of the entire feature because we suspected that it

might lead to superficial results in the predictive analytics.

After dropping the records with missing values, 27 sparse features were selected by inspecting

the dataset and avoiding the unnecessary items. These features include the relative time, heart rate,

pulse rate, SpO2, etCO2, imCO2, awRR, NBP (Sys), NBP (Dia), NBP (Mean), etSEV, inSEV,

etN2O, inN2O, etO2, inO2, ECG, Pleth, CO2, AWP, AWF etc. Pearson correlation co-efficient is

calculated between all the featured in order validate the statistical correlation amongst features. A

more detailed description of the work is provided in the evaluation section. 28 patient monitoring

information are combined to be used as training data for the machine learning models and 2 patient

monitoring information are used for the testing of the models. These preprocessed cleaned data

are stored separately in comma-separated value files.

3.2 Kafka Producers
The University of Queensland vital sign dataset used for this thesis contains batch data stored

in comma-separated value files. It does not provide any streaming API to connect through the
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stream processing engines. Hence, we have created stream events by reading through each records

of the dataset using Kafka producers which are then consumed by Storm and Spark for further

processing.

The Kafka producer code is written in Java programming language. The IP address and port

of bootstrap servers or brokers of Kafka cluster have been set in the property settings with a con-

figuration that minimum number of replicas must acknowledge a write for it to be considered as

successful. The Kafka producer has been configured with retries set to 0 so that the clients will not

resend any record whose sending operation fails with a potentially transient error. Several other

parameters such as "linger.ms" is set to 1 millisecond so that any records that arrive between this

time duration will be grouped together into a single batched request by the producer. This setting

is dependent on the "batch.size" parameter where the producer will linger to accumulate for the

partition if the records for a partition is less than 16384 bytes. The producer can buffer records

which can wait to be sent to the server, up to a total memory of 33554432 bytes in our configuration

setting.

The Kafka producer streams the test data to the stream engines for online prediction of vital

signs which is set aside in the data preprocessing step. In order to read the comma-separated value

files input streams are created and then the header line is extracted using the Buffered Reader. The

CSV file is parsed using this column header and we iterated over each of the records to send it to

the Kafka broker. We created a map of column name and value for a record. Finally, a key-value

tuple message is created which is sent to the named topic received from the command line on the

Kafka broker(s).

3.3 Kafka-Storm Pipeline
Storm subscribes to the Kafka producers or topics using kafka-spout connector to consume the

real-time events. In order to throttle the kafka-spout, we have configured the maximum spout pend-

ing requirement in the storm framework to 50. ZooKeeper host and port information is provided

as an argument during the object creation of broker host for kafka-spout connector along with the
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name of the Kafka topics from which storm will consume data. The first ingestion point in our

topology is the kafka-spout which is followed by several bots such as "SplitBolt", "PredictBolt"

and "ResultBolt". All of these spouts and bolts have been configured with different parallelization

parameters with the number of executors and multiple tasks for each of the executors. Shuffle

grouping partitioning strategies are used for all the bolts which partitions the tuples randomly. We

have executed the storm topology in both standalone and remote mode with multiple number of

worker nodes to introduce concurrency.

The tuples consumed by Storm from Kafka topics were not ordered as per our column header

and the value of each of the variables are attached with their column number. Hence, they were

needed to be processed in an ordered matrix format in order to be used in the online prediction

system. In the "SplitBolt", all of these individual records were split, matched with their column

name and arranged orderly in a string which is emitted to the "PredictBolt". In the "PredictBolt",

all of these records were arranged in the matrix as per the predictor and response variables. The

models saved in the pickle files during the offline training process are loaded once in the beginning

to predict the vital signs online. These emitted predicted values are stored in the Linux filesystem

for visualization in "ResultBolt". Storm framework supports multiple languages. So, the machine

learning prediction system is built using Python programming language with the support of scikit

learn package and Java programming language is used to build other parts of the topology which

includes kafka-spout, split bolt and result bolt. Our system can support any number of machine

learning algorithms which can run in parallel and can predict any vital signs at the same time.

These results can also be stored into different file systems. A high-level design of our topology is

shown in the figure 3.1 below.

3.4 Kafka-Spark Pipeline
In kafka-spark pipeline, a spark context was created with the configuration of non-blocking I/O

block transfer service. The spark context is used to load the saved machine learning models in the

beginning in order to perform online prediction of vital signs and it is passed as an argument while
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Figure 3.1: Kafka Storm Pipeline

creating the spark streaming context to receive stream events. Spark streaming context is created

with a batch interval of 2 seconds and with the check pointing strategy to enable fault tolerance in

system. Spark streaming will collect all the events within the 2 seconds time slice of batch interval

to form a micro batch and each of these batches gets converted to RDDs. These continuous stream

of RDDs are represented as DStreams.

We have followed the Receiver-based approach in Kafka connectors rather the Direct Stream-

ing approach for Spark streaming. The streaming data from Kafka are received through all the

receivers in Spark and these are stored in Spark executors to launch jobs to process the data. We

have done several configurations to achieve the best possible parallelism in our system. As each

of the users publish their data into different topics in Kafka, we have created a map of topics to its

associated number of threads. The topic names, number of threads for each of the topics, a group

name to receive streaming data for a single Spark job and the Zookeeper host and port information

are obtained from the command line. We have created 10 number of DStreams or receivers to con-

sume data in parallel from multiple users of Kafka topics. After creating the Kafka input stream,
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we have used the union transformation operation to unify all the streams received from different

DStreams. In order to introduce parallelism in our execution, we have repartitioned our unified

stream RDD. Then we processed the data to create the required matrix in the right order with the

response and predictor variables for online prediction. Finally, the RDDs containing the predicted

vital signs are collected from all the executors and stored in the Hadoop distributed file system for

visualization. The kafka-spark data pipeline system can support any number of machine learning

algorithms which can run in parallel and can predict any vital signs at the same time. The DAG

(directed acyclic graph) visualization of the system is shown in figure below.

Figure 3.2: Spark DAG

3.5 Machine Learning Algorithms
The system designed in this thesis can accommodate any machine learning algorithms to per-

form predictive analytics. The University of Queensland vital sign dataset contains a set of contin-

uous variables. Hence, different regression algorithms are considered in order to predict the vital

signs. As the data is collected in time series fashion with an interval of 1 second, we have prepared

the data in such way that a row of independent variables (x) is mapped with a dependent variable

(y) 10 seconds ahead of time. So, the predicted variables will be the vital signs 10 seconds in fu-

ture. As described above, the records with missing values are dropped during data preprocessing.

So, the system tolerates some incorrect predictions which propagates through error. The accuracies

and root mean squared errors of different algorithms are compared in the scope of the project for

three vital signs which are the heart rate, pulse rate and CO2 concentration. In an ideal scenario
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with no missing parameters, the system can predict any number of vital signs in parallel with less

errors. However, this will depend upon the performance of the model chosen during the training

time.

The accuracy of the models are calculated by the proportion of the variance in the dependent

variable which is predictable from the independent variables. The equation for the coefficient of

determination ("R squared") is given as below.

R2 ≡ 1− SSres

SStot

(3.1)

Here, SSres is the sum of squares of residuals and SStot is the total sum of squares. The root

mean squared error is calculated by taking the square root of mean squared differences between

the predicted values and the actual dependent variables in the test dataset.

3.5.1 Multiple Linear Regression:

In this regression algorithm, the relationship between two or more independent variables (x)

which are otherwise known as explanatory variables and the dependent variable (y) which is oth-

erwise known as response variable is modeled by fitting a linear equation to observed data. The

association between the independent and dependent variable is represented by the population re-

gression line which describes the change in the mean response with the change in independent

variables. It is assumed that the observed values have the same standard deviation. Let us consider

that there are n observations, hence, the model for the multiple linear regression can be formulated

as follows.

yi = β0 + β1xi1 + β2xi2 + ....βpxip + εi for i = 1, 2, ....n (3.2)

We normalized the data before training with the multiple linear regression model in order to

obtain better accuracy during prediction. This model is used to predict all the three vital signs, i.e.

heart rate, pulse rate and CO2.
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3.5.2 Random Forest Regression:

Various sub-samples of the dataset are used to fit a number of classifying decision trees in

the random forest meta-estimator. In order to improve the predictive accuracy and control the

over-fitting of the estimator, random forest uses averaging techniques. In this method, each tree

in the ensemble is built from a sample from the training set and drawn with replacement which

is otherwise known as the bootstrap sample. The best split is chosen amongst a random subset

of features in this algorithm. The bias of the forest increases slightly because of the random sub-

sampling, but the overall model performance is compensated with the decrease in variance because

of the averaging techniques. This model is also used to predict all the three vital signs, i.e. heart

rate, pulse rate and CO2. In order to obtain the best performance for our use case, we have set the

parameters of number of trees in forest to be 350 and with a maximum depth of 5.

3.5.3 Gradient Boosting Regression:

This technique produces a prediction model in the form of an ensemble of weak prediction

models. The decision trees are used as the weak learners and a differentiable loss function is

used in this algorithm. A gradient descent procedure is used to minimize the loss of weak learner

decision trees when adding the trees which instead reduces the residual loss. In order to improve

the final output of the model, the output of the new tree is added to the output of existing sequence

of trees. The training of the model is stopped when the loss reaches an acceptable level or it does

not improve on a validation dataset. This model is also used to predict all the three vital signs, i.e.

heart rate, pulse rate and CO2. In order to obtain the best performance for our use case, we have

set the parameters of number of trees in forest to be 500 with a maximum depth of 4, the minimum

number of samples required to split an internal node as 2, a learning rate of 0.01 to shrink the

contribution of each tree and the least squared regression loss function required to be optimized.
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3.5.4 Multilayer Perceptron Regression:

It is a class of feedforward artificial neural network which consists of at least three layers of

nodes. It can distinguish data which are not linearly separable. Each node is known as a neuron

which uses an activation function which defines the output of the node on the basis of given input

or set of inputs. The input nodes in the MLP do not use any activation function. MLP uses

backpropagation supervised learning technique to calculate the gradients needed for the weights to

be used in the network. This model is also used to predict all the three vital signs, i.e. heart rate,

pulse rate and CO2.

In order to obtain the best performance for our use case, we have set the parameters of number

of hidden layer sizes to 10, activation function for the hidden layers as rectified linear unit, the

weight optimizer as stochastic gradient, regularization term parameter as 0.001, mini-batch size

for the stochastic optimizer is set to the minimum between 200 and the sample size, learning rate

as constant, initial learning rate as 0.01which controls the step size in updating the weights, the

exponent of inverse scaling learning rate as 0.5. Some other parameters such as maximum number

of iteration is set to 1000, samples in each iteration are allowed to shuffle, the seed used by the

random number generator is set to 9, tolerance for the optimizer as 0.0001, momentum for the

gradient descent update as 0.9 and the proportion of the training data to set aside as validation set

for early stopping is set to 0.1.

3.5.5 Offline Model Training:

We have chosen to perform offline training of the models in this thesis because of several

reasons. First, in stream processing systems, the events are either processed in micro batches or

a single record at time. We can collect more samples from the stream of events by increasing the

batch intervals, but the processing latency increases with the increase in batch intervals and our aim

of the project was to reduce the processing latency. Second, the machine learning models perform

better if they are trained with large sample size of historical data, but training in micro batches may
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raise questions in the accuracy of the models. Third, we suspected that updating hyper parameters

in order to minimize the error propagation in the small batches of data could be tricky.

We have used the scikit learn packages for the Kafka-Storm data pipeline in Python program-

ming language to train all the machine learning models described above. The Spark MLlib pack-

ages are used in Scala programming language to train all the machine learning models for the

Kafka-Spark data pipeline. The trained models are saved as pickle files for the Kafka-Storm data

pipeline and in Kafka-Spark data pipeline the metadata information of the trained models are saved

in parquet file for the future use. The predictions are performed online in both of the data pipelines

using these saved models.
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Chapter 4

Evaluation

In this chapter, we demonstrate a series of evaluations carried on Storm and Spark stream pro-

cessing engines to contrast their performance in terms of throughput and latency. We analyzed a set

of individual performance benchmarks for Spark in order to observe the relation between different

parallelization configurations and micro batch sizes. We also studied the pattern of throughput and

latency in Storm with different concurrent settings and the number of events produced per unit

time in Kafka is measured with an increase in the number of users. The performance of several

machine learning algorithms used for the purpose of online predictions are described in this sec-

tion. The hardware and software experimental setup used for the evaluation is illustrated prior to

the discussion on experiments.

4.1 Experimental Setup
The Apache Storm and Spark cluster used in this experiment consists of 18 physical machines

connected through a local area network with 12.48 Mbps download speed and 31.80 Mbps upload-

ing capability. Each node in the cluster is an Intel(R) Xeon(R) 2.60GHz with 16 CPUs, 8 cores per

socket and 30 GB of memory.

We have used the storm version 1.0.4 with the support of exactly once semantics which disables

the acknowledgments to reduce the latency. A single physical machine is used as the nimbus seed

and 18 worker nodes as the supervisors in the cluster. Spark version of 1.6.1 is used which runs

in association with Hadoop version of 2.7.3. In spark, 18 slave nodes or executors are used with

3 GB of executor memory and 2 GB of driver memory. All the experiments in Storm and Spark

are conducted in cluster mode. We have used Kafka version of 2.11-0.11.0.0 with a 3 broker

cluster running on 3 different physical machines. All the topics are created with 3 partitions and

the level of replication as 2 for running all the experiments. The states of Kafka and Storm cluster

are maintained in the ZooKeeper server with a version number of 3.4.10. We have used a single
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physical machine to run the ZooKeeper server with a ticktime of 2000 milliseconds to manage

the heartbeats and session timeouts. The machine learning models are trained using scikit learn

package in Python programming language for the Kafka-Storm data pipeline and Spark MLlib is

used for the Kafka-Spark data pipeline which is written in Scala programming language. We have

used jdk 1.8.051, Python 2.7.14 and Scala version 2.10.6 for our implementation.

4.2 Machine Learning
The data is prepared to predict the vitals in 10 seconds in the future. After the data prepro-

cessing step, there were 9 million training samples, 1 million testing samples and 27 features. A

Pearson correlation coefficient is calculated to see how the selected features are correlated to each

other which shown in the figure below.

Figure 4.1: Pearson Correlation Coefficients of the data

We have found that some of the features like the heart rate and pulse rate are very highly

correlated whereas the CO2 concentration measurements have low correlation values with other

features. This was the reason the accuracies of all the machine learning algorithms used in this

experiment were in 30% for CO2 predictions. We have used multiple linear regression, random

forest regression, gradient boosting regression and multilayer perceptron regression algorithm to

predict heart rate, pulse rate and CO2 levels in this experiment. The values of accuracies and root
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mean squared errors for all the models are presented in the table 4.1 and different plots are shown

figure 4.2 and 4.3.

Table 4.1: Accuracies and Root Mean Squared Errors

MLR(HR) MLR(PR) MLR(CO2) RF(HR) RF(PR) RF(CO2)

RMSE 2.53 2.24 13.88 2.61 2.35 14.23
Accuracy 0.89 0.92 0.22 0.89 0.91 0.18

GB(HR) GB(PR) GB(CO2) MLP(HR) MLP(PR) MLP(CO2)

RMSE 2.54 2.26 12.53 2.59 2.91 12.53
Accuracy 0.89 0.92 0.36 0.8893 0.8631 0.3614

Figure 4.2: Accuracy of Machine Learning Models

4.3 Throughput and Latency of Storm
In this experimental setup, we conducted a simulation where a single user Kafka stream pro-

duced events continuously. Several configurations of parallelism were tested to collect the number

of tuples per second and the time it takes to process the events. The throughput and latency are

shown in below table and plots. The naming convention such as "8-10 Sp, 8-12 Bt, 8-10 Bt" in

30



Figure 4.3: RMSE of Machine Learning Models

the parallelization configuration means that we have the "Kafka-Spout" running on 8 executors

with 10 number of tasks, "SplitBolt" running on 8 executors with 12 tasks and "PredictionBolt"

running on 8 executors with 10 number of tasks on each executor. We also collected results for

the throughput and latency where the spouts and bolts were running on a single physical machine

without any level of parallelism. In this experiment, we observed that the throughput increases

with the increase in parallelism, but it stabilizes after a certain extent of concurrency. Similarly,

the latency increases with the increase in parallelism and then it holds steady. In our case, we

found that "8-10 Sp, 8-12 Bt, 8-10 Bt" configuration has the overall best performance.

Table 4.2: Throughput and Latency of Storm with Different Parallelization configurations

Parallelization Configuration Throughput (Number Of Tuples/sec) Latency (Time in ms)

No Parallelism 25219 2.454
2-4 Sp, 3-6 Bt, 2-4 Bt 27304 2.814
4-6 Sp, 8-10 Bt, 4-8 Bt 32002 2.318
8-10 Sp, 8-12 Bt, 8-10 Bt 32828 2.373
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Figure 4.4: Throughput In Storm Different Parallelization configurations

Figure 4.5: Latency In Storm Different Parallelization configurations

32



4.4 Throughput and Latency of Spark
In this benchmark, we compared the performance of Spark streaming using a single receiver

and multiple receivers getting the input streams from a single Kafka topic. We implemented 5

DStreams for receiving data from a single user in different batch intervals. With increase in batch

intervals, the streaming application starts queuing up the results in backlog which eventually brings

down the streaming job. We observed that with the increase in the batch interval, the latency in-

creases because of the increase in scheduling delays. We obtained higher throughput with paral-

lelization configuration as compared to the configurations without parallelization and the highest

throughput is obtained for a batch interval of 25. The latency was pretty much higher in case of

parallelization as compared to the configuration without parallelization. The results are shown in

the below tables 4.3-4.4 and figures 4.6-4.7.

Table 4.3: Throughput and Latency of Spark with Different Parallelization configurations

Batch Interval(sec) Throughput(Parallelization) Latency(Parallelization)

5 56546 14161
10 76185 13181
15 78728 12430
20 80154 12824
25 81112 13062
30 76546 13815
35 75852 13056
40 75357 12478

4.5 Kafka Producer Input Rate for multiple users
We measured the input rate of Kafka stream in terms of average events per second for multiple

users. Each of the users are simulated as a single topic with 3 number of partitions and 2 level

of replication. The Kafka servers ran on a 3 broker cluster on different physical machines where

one of the nodes act as a leader and others act as followers. For each of the experiments, we ran
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Table 4.4: Throughput and Latency of Spark without Parallelization configurations

Batch Interval(sec) Throughput(w/o Parallelization) Latency(w/oParallelization)

5 51092 2037
10 51853 2432
15 52841 4274
20 53021 5380
25 57684 4939
30 52418 5915
35 50841 6355
40 48632 5494

Figure 4.6: Throughput In Spark Different Parallelization configurations

Figure 4.7: Latency In Spark Different Parallelization configurations
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the simulation for nearly half hour in order to produce continuous streams of vital signs. It is

observed that the number of events produced per second increased with the increase in the number

of users. The pattern hold steady after a certain point. As per our use case, we found that maximum

throughput is achieved for 40 users in our Kafka cluster.

Table 4.5: Kafka Producer Input Rate

Number Of Users Kafka Producer Input Rate (avg. events/sec)

5 88154.63
10 88269.11
15 88463.19
20 88653.76
30 89176.58
40 90599.88
60 89541.12

Figure 4.8: Kafka Producer Input Rate

4.6 Storm vs Spark Throughout and Latency Comparison
We conducted experiments for both Storm and Spark to compare the throughput and latency

for multiple users being processed simultaneously. In Storm, we configured the Kafka spout to run
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on 8 executors with 10 number of tasks on each of the executors. Similarly, the Split bolts were

executed on 8 executors with 12 tasks, Predict bolts on 8 executors with 10 task and the result

bolts on 8 executors with 10 tasks. In Spark, we received multiple user streams from Kafka in 10

DStreams which ran 5 different threads to receive data concurrently. All of these parallelisms have

been introduced to achieve the best throughput and latency in an 18 node Storm and Spark cluster.

The throughput for Storm pipeline increased until 30 number of users and it became steady

afterwards. However, in Spark the throughput was higher as compared to Storm and we achieved

best throughput for nearly 40 number of users. Spark achieved better throughput by processing

events in micro batches, but with the expense of huge latency. This is because of the scheduling

delays in the parallelization configurations in Spark. However, Storm processed one record at a

time for which it achieved low latency on an average of 19 milliseconds for 30 number of users.

Hence, Spark performed better than Storm in terms of throughput, but Storm outperformed Spark

in terms of latency for our use case.

The plots for the comparison of throughput and latency for multiple users in Storm and Spark

are shown in the figures 4.9 and 4.10. The figure 4.11 shows the number of users supported for

a single pipeline which has an upper bound of 35 for Storm and 45 for the Spark pipeline. The

tables 4.6 and 4.7 includes the results collected for the throughput and latency values for Storm

and Spark pipelines for multiple users.

Figure 4.9: Storm vs Spark Throughput
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Figure 4.10: Storm vs Spark Latency

Table 4.6: Throughput of Storm vs Spark

Number of Users Storm Throughput Spark Throughput

5 65285 73220
10 67793 74641
15 78351 76895
20 78851 79904
30 79800 80145
40 77357 92021
60 77159 88578
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Table 4.7: Latency of Storm vs Spark

Number of Users Storm Latency Spark Latency

5 9.342 2698
10 7.728 2751
15 16.852 2834
20 20.34 3096
30 19.91 4183
40 24.154 4256
60 27.632 5197

Figure 4.11: Number of Users Supported by Storm and Spark
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Chapter 5

Related Work

This chapter is a synopsis of previous work done in this research area which provides an insight

of the non-existence of important functionalities of the best possible methodologies. It has been

agreed in the research community to improve upon the existing approaches which justifies the

significance of the work.

It is predicted by the Cisco Internet Business Solutions Group (IBSG) that there will be 50

billion connected devices by 2020 supporting various applications such as healthcare services, air

pollution monitoring, transportation, energy etc. These massive stream of small pieces of spatio-

temporal and heterogeneous data needs to be processed in real time [7]. Health monitoring and e-

Inclusion impose challenges to process data stream to be processed with near real-time constraints

[19]. Real time processing of this massive flow of data do not scale to process billions or trillions of

tuples in the traditional cluster based solution. The fully decentralized stream processing engines

addresses the challenges of scalability, heterogeneity, incompleteness, timeliness and privacy in

real time data processing [7]. The healthcare services can be improved by providing patient centric

services, earlier detection of spreading diseases, monitoring the quality of the hospitals and by

improving the treatment methods. The proposed big data healthcare architecture constitutes of

a heterogeneous dataset as an input to HDFS through Flume and Sqoop where data analysis is

performed using Map-Reduce and Hive. It implements machine learning algorithms to predict

the risk of patient health condition at the earlier stages. Hbase is used to store multi-structured

data and Apache Storm performs live streaming. AWS lambda functions are used to transmit

emergency signals and reports are generated through intellicius and hunk [4]. The method of

predictive analytics incorporates a variety of techniques from data mining, statistics and game

theory that uses current and past data with statistical or other analytical model to predict events in

future [3]. However, using the batch processing Hadoop map-reduce framework does not satisfy

the key constraints of real time and stream data processing.
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The occurrences of different health conditions can be regarded as the complex events. A sys-

tem is developed using the public-subscribe system and cluster computing framework on top of

health data. Multiple users are running Kafka producer clients to send data in real-time and Spark

streaming is used to process data from Kafka of different window sizes to analyze the health con-

ditions. Bayes prediction algorithm is used to predict congestive heart failure risk and also stress

index is detected [20]. Chen et al. discussed the overview of data stream management system

(DSMS) called T2 which is a framework that provides a programming infrastructure to run user-

defined functions on streams, an suitable adapter layer to covert different streams into streams of

java objects, thread management for query scheduling, SQL-like query language and time win-

dow constraints. Electrocardiogram (ECG) data streams are analyzed by monitoring the patient’s

heart rate and accelerometer readings using T2 [21], but predictive analytics is not performed and

performance comparison of T2 is not conveyed in this study. Non-parametric Bayesian models

are used by an algorithmic framework to process real-time physiological data collected by Sprout

data aggregator. The wearable device periodically transmits data to the backend server to perform

computationally intensive tasks and builds custom user profiles based on inferred hidden Markov

states [5]. A static lattice model is proposed for information flow control over high volume and

velocity of sensing data stream to build powerful data analytics systems with real time event de-

tection for smart health. The static lattices are initialized for a source wearable sensor with three

levels of data sensitivity and for users with three levels of data access and this comparison works

just after security verification of data packets at Data Stream Management System (DSMS). The

performance of the proposed mechanism is evaluated in a real-time Apache Kafka cluster [22].

A model-driven methodology with the combination of autonomic computing and cognitive

computing design pattern is proposed for the design and development of smart IoT based systems.

A smart monitoring system is developed in this context to manage patient’s diabetes by measur-

ing blood sugar level using wearable devices. The Big Data Stream Detection pattern is managed

to detect issues using near real time processing and the Big Data Analytic Predictive pattern pre-

dicts new information using batch processing. Asynchronous data streams are received by Apache
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Kafka which is consumed by Apache Storm to perform data normalization, data storage in dis-

tributed cluster for analysis and detection of problem at near real time using a topology of three

bolts [1]. A platform based on Artemis cloud platforms with relevance in online health analytics for

Neonatal Intensive care is presented to enable real time astronaut monitoring for prognostics and

health management within space medicine using online health analytics. Artemis employs IBM’s

Infosphere Streams, a novel streaming middleware system that enables multi-stream temporal anal-

ysis in real time for clinical management and then enables data storage within the data persistency

component. The physiological and clinical data are sent to platform component at mission control

at each stage when the communication is available and researchers at the mission control deploy

and tailor predictive analytics and diagnostics [23]. A real time intelligent perioperative system

is proposed that assesses the risk of postoperative complications (PC) after aggregating and trans-

forming EHR data from different patients and dynamically interacts with physicians to improve the

predictive results. Apache Kafka distributed message queue, Apache Spark, Cassandra and HDFS

are used as an input agent, distributed streaming computational infrastructure, NoSQL database

and distributed file system solution respectively. The batch model training is established on the

distributed machine learning tools of Apache Spark Mlib and TensorOnSpark for deep learning

tasks [24].

Xhafa et al. evaluated Yahoo!S4 for Big Data Stream processing following the actor model for

distributed computing and exemplified with data streams received from FlightRadar24 global flight

monitoring system. They obtained geo information of international flights covered by ADS-B net-

work supplemented with other analytical information such as departure/destination airport names,

flight status, country closer to the current position etc. They also discussed issues of rate of data

ingestion or generation, structured/unstructured data variety, low/high volume of data that can ap-

pear along the data streams. Nonetheless, window and chain based sampling techniques could be

used to deal with incoming flow of data and to resolve memory issues while considering large win-

dows [25]. Boeing Research and Technology Advanced Air Traffic Management built a system

to perform predictive analytics over streams of big aviation data using IBM’s InfoSphere, Web-

41



Sphere message broker for real time message brokering, other statistical analytical tools etc. [26].

A combined model of machine learning (ML) with complex event processing based on open source

components is implemented to predict complex events for proactive IoT applications. An adaptive

moving window regression algorithm is proposed for dynamic IoT data streams and the spectral

components of time series data is exploited to find the optimum size for training window while the

error propagates through the system. The AMWR representing the machine learning component

accesses the real time traffic data provided by city of Madrid from the Apache Kafka topic. It pub-

lished the event tuple into a different topic which is received by Esper complex event processing

platform to perform pattern matching to produce complex events. However, the proposed model

seems to be problematic while considering the error propagation through the system, choosing the

optimal prediction window size and hyper-parameter tuning of machine learning models in case of

online model training [27]. Sharif et al. and Rizwan et al. discussed the real time streaming events

and predictive analytics in smart traffic system on a higher level without providing any details of

actual methodologies [28] [29].

The data-driven applicability of streaming analytic system that enable companies to collect

real time, heterogeneous plant data with steps of text extraction, causal correlation, statistical mod-

elling, real time monitoring and anomaly detection is proposed to improve overall equipment ef-

fectiveness of semiconductor industrial manufacturing. The streaming analytics components for

manufacturing performance monitoring and predictive adjustment involves the use Apache Storm,

HDFS, Redis and interoperable HTTP API for data analysis based on R [2]. Hadoop Map-Reduce

framework is used to perform data mining analytic operation and prediction model for movie re-

view is built by using Naive Bayes Classifier [30]. Map-Reduce framework is used to analyze

stream events such as carbon monoxide levels generated from sensors [31]. These are imperfect

designs to choose a batch processing system to process stream events. An enhanced structural

health monitoring system using stream processing and artificial neural network (SPANNeT) tech-

niques has been developed to monitor bridge structure in real time and a warning system is de-

ployed based upon measured bending strains [32]. A real time anomaly detection in streaming
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heterogeneity (RADISH) system is built for rapidly detecting patterns and anomalies in streaming

data which is composed of a streaming machine learning process and streaming anomaly detection

process. The streaming feature vector generation and online modelling training components of

RADISH-L are built using Apache’s Spark streaming engine which load, update and save models

and these models are retrieved by RADISH-A using ESPER open source complex event processing

framework [33]. Kejela et al. chose Oxdata’s H2O for monitoring drilling processes and equip-

ment in an oil and gas company, after studying Mahout, RHadoop and Spark for fast in-memory

processing, strong machine learning engine and accurate predictive analytics is used to estimate

missing value and to replace incorrect reading [34]. The architecture of dynamic real-time mod-

eling coined as adaptive modeling is implemented by a cascading technology using Apache Spark

streaming and Apache Kafka. It is described based on upon automated models which adapt to real

time customer behavior via model feedback loops. It is suggested that it works from the perspec-

tive of a simplified rendition of a demand-side platform player in a real time bidding setting for

mobile advertising [35].

The Granules distributed stream processing engine [36] [37] was designed over a publish-

subscribe infrastructure [38] [39] and incorporated support for MapReduce has been deployed in

the context of processing electroencephalograms [40] [41]. The underlying publish/subscribe in-

frastructure underpinning Granules has been deployed in the context of real-time applications such

as audio/video conferencing [42] and peer-to-peer grids [43]. The Neptune [44] stream processing

engine is designed specifically for data generated in sensing environments such as IoT and Cyber

Physical systems. Optimal stream scheduling is NP-Hard, and efforts have focused on the use of

statistical and machine learning based algorithms to orchestrate scheduling. The prediction-ring

algorithm [45] combines forecasting based on time-series models to make incremental migrations

to preserve low-latency, high-throughput processing. The Hermes system [46] combines stream

processing with federation across cloud and fog nodes to support integrated query processing. The

Synopsis system combines real-time stream processing with compact data structures to dynami-

cally construct sketches from spatiotemporal observations [47].
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Frameworks for enabling data fitting have been explored in the context of epidemiology [48]

[49], spatiotemporal phenomena [50] [51] [52], anomaly detection [53], and cloud deployments

[54].

Efforts in distributed storage of data streams include the Galileo [55] [56] system for spatiotem-

poral data, and Gossamer for storage of data generated in continuous sensing environments.
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Chapter 6

Conclusion and Future Work

This thesis demonstrates the methodologies to process physiological data in near real time

using data pipelines. This work presented the performance comparison between the two dominant

stream processing engines, i.e. Apache Storm and Spark which are used to build these pipelines.

As per our simulation results, the throughput and latency of Storm increases with the level of

parallelism in the spouts and bolts and with the number of worker nodes in the cluster. Similarly,

our experiments suggest that Spark performs well for a batch interval of 25 and at a certain level of

concurrency for our use case when receiving inputs from a single source. These parameters become

stable after a certain level which we chose as our best configuration to run all of our experiments.

This thesis also demonstrates that any machine learning models can be used to perform online

prediction of any vital signs in parallel.

Our three-broker Kafka system could support forty number of users with nearly 90 thousand

average events per second. Spark achieved higher throughput up to 92 thousand events per second

for 40 to 45 number of users, but Storm could only process a maximum of 80 thousand tuples

per second for 30 to 35 number of users. However, Spark introduces a huge latency of 4 seconds

to achieve the highest throughput where as Storm processes with a minimal average processing

delay of 19 milliseconds. We suspect that the network bandwidth and the hardware configuration

setup could be a bottleneck for Storm’s throughput during the runtime of our experiments. Hence,

we can conclude that Storm is super fast as compared to Spark streaming and achieves similar

throughput for the physiological data processing.

Storm has provided us a solid benchmark to extend this research into future. Our future work

will target to explore the use of different data fitting algorithms for generation of predictions such

as Convolutional Neural Networks(CNNs). We are planning to explore how the data pipeline

construction changes with variations in the type of mission critical applications. Some use cases

may prioritize latency while others may prioritize throughput. We also plan to explore the use
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of other stream processing engines such as Apache Flink, Apache Samza etc. to construct the

processing pipelines.
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