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ABSTRACT

MODELING ENERGY SYSTEMS USING LARGE DATA SETS

Modeling and simulation are playing an increasingly import role in the sciences, and science
is having a broader impact on policy definition at a local, national, and global scale. It is therefore
important that simulations which impact policy produce high-quality results. The veracity of these
models depend on many factors, including the quality of input data, the verification process for the
simulations, and how result data are transformed into conclusions. Input data often comes from
multiple sources and it is difficult to create a single, verified data set. This dissertation describes the
challenges in creating a research-quality, verified and aggregated data set. It then offers solutions
to these challenges, then illustrates the process using three case studies of published modeling and

simulation results from different application domains.
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Chapter 1

Introduction

In 2023, the U.S. U.S. Environmental Protection Agency (EPA) established a Waste Emission
Charge on oil and gas providers of $900 per metric ton of methane in 2024, increasing to $1200
for 2025, and $1500 for 2026 and beyond [111]. Similarly, the European Union (EU) is driving
toward a differentiated natural gas market to reduce greenhouse gas emissions across global natural
gas supply chains [106]. Differentiated natural gas is gas that is purported by operators as having
undergone independent third-party certification and that the gas has been produced under specified
best practices around methane mitigation.

In both these cases, policy positions are being established that will cause operators money if
they emit excess amounts of methane in their natural gas production. Also in both these cases,
scientific studies are called upon to define the metrics for excess emissions, methods to measure
these emissions accurately, and reconcile different measurement approaches.

A critical mechanism to conduct the necessary science is to develop models of the production

facilities, and perform physical simulations to ensure measurement systems are fair and accurate.

1.1 Physical System Simulation

A physical system is a set of interconnected components that work together to perform a specific
function [9, 14, 105]. Such systems exist in many domains including physics, aerospace, biology,
and energy. Fritzon [14] further clarifies that physical systems must follow fundamental laws
of nature such as newton’s laws of motion, thermodynamics, electromagnetism, etc. A physical
system model [9] is an information representation of a physical system, used to understand the
behavior of a system. These models typically specify inputs to the system and corresponding
outputs. A physical system simulation is the application of computation models to the study and
prediction of physical events on the behavior of an engineered system [9, 14]. Benefits of system

simulation include:



* The physical system may not be available, for example, if it is under development and sim-

ulation is used model its behaviors for system-of-system development [141, 130].

* Another reason the physical system may not be available is that it is too far from the re-
searcher, either in terms of distance or time. Examples include simulating the creation of a

star system [7] or simulating plate tectonics [3].

* The physical system may be in production, in which case performing experiments on a run-

ning system may be too disruptive, expensive, or dangerous.

* The time scale of the system may be too slow or too fast for experimental data collection. It
takes millions of years to observe small changes in the development of the universe, while
these changes can be quickly observed in a simulation [14]. At the other end of the scale,
a nuclear reaction happens far too quickly to be observed (at least without expensive equip-

ment), and simulations provide insight into this physical process [5].

» Simulations allow the systems being modeled to be subjected to many inputs, including
events or combinations of events that do not happen in normal operation of the system.
These "what-if" scenarios can be used to find fault conditions [10] or behavior under other

rare events.

Energy system simulation, the topic of this dissertation, is a subset of physical simulation, and
can cover such topics as electrical distribution systems [48, 66, 51], impact of renewable energy

and distributed generation sources [44], and methane emissions modeling [33, 100].

1.2 Large Data Sets

There has been an explosion of data over the past decades [107, 85]. One cause of this explosion
of data is due to the Internet of Things (IoT) ([104]) — that is, sensors deployed with the ability to
stream data to a central facility. At the time of this writing, estimates of the number of IoT sensors

range between 10B-12B ([101], [40]) and almost doubling to 30B by 2027 ([101]). In terms of



data generated, [101] estimates that there will be 7.31 ZB (10'® bytes) of data generated by IoT
devices by 2025.

A subset of deployed IoT devices are used for industrial communication, termed Industrial
Internet of Things (I-IoT) [47, 49]. This subject includes traditional disciplines of industrial au-
tomation and control systems, and Supervisory Control and Data Acquisition (SCADA). The
TATA Power Delhi Distribution Limited, a power distribution company providing electricity to the
North and Northwest part of Delhi, uses I-IoT utility operations, including automated integration
testing of remote sites, remote data access for diagnostic activities, relay tripping and fault analy-
sis, and transformer asset health maintenance [99]. Bhattacharjee and Nandi [52] describe the use
of I-IoT for renewable energy, including building energy management, electric vehicle integration,
and smart microgrid management.

While not technically I-IoT, Advanced Metering Infrastructure (AMI) provides an enormous
amount of consumption data about their customers (including commercial, residential, and indus-
trial users) that utilities can use to remotely measure energy use, connect and disconnect service,
detect tampering and monitor power quality [60]. Benefits to the utility and customer of AMI in-
clude reduced costs in metrics and billing by reducing the need for utility personnel to go on site
to read meters, greater visibility of power consumption by the customer to help manage usage time
and costs, improved asset utilization and reduced peak demand resulting in lower utility captured
expenses and consumer savings, and faster outage restoration due to more precise dispatching of
repair crews to the location they are needed [60]. Utilities can use AMI data for modeling purposes,
specifically for load forecasting [15] and capacity planning [16, 92, 103].

SCADA has been implemented in the oil and gas sector for decades. Bramantyo [91] provides
case studies where increased sensor coverage due to I-IoT, combined with machine learning, can
lead to reduced costs due to real-time performance monitoring and early detection of equipment
failures. Specifically, [91] gives examples of enhanced monitoring of Pressure Relief Valves saving

up to 20 percent in operational expenses.



Deloitte [108] describes the use of I-IoT for sensor-based tank monitoring, acoustic operations
monitoring, and the creation of digital twins for change analysis during project management and
maintenance operations.

Philips ([57]) outlines four critical design factors for a core digital solutions architecture in oil

and gas, which are applicable to other I-IoT solutions:

* Establish a foundation of trust for all communications and data sharing. This includes proto-
typing solutions, building in data validation as it is collected, and cross-checking individual

sensor data with other related sensors for data consistency.

* Maintain device identity, where physical machines, individual components, and sensors are

tracked digitally both individually and as parts of subsystems.

» Handling time, as incoming data from sensors have different notions and representations of
time, including none at all. The collection process must take these differing data streams
and merge them into a coherent, unified data product, and this starts with defining a common

definition of time and timestamps.

* Monitoring a chain of custody for all data flowing the system, which is critical for both

troubleshooting and regulatory activities.

Another contributor to the explosion of data is related to regulators and government agencies,
which makes it useful as input to system models [26, 29]. Domains that are developing Data
Quality standards for regulator data include finance[11], healthcare [102], and the Food and Drug
Administration [93]. In the energy domain, sources such as the Federal Energy Regulatory Com-
mission [126, 127], and the Department of Energy [138, 150, 121, 119, 122] provide extensive data
products. In fact, in 2018, the Foundations for Evidence-Based Policy Making act was passed, and
one of its major sections, the Open Government Data act, required public government data to be
published as machine-readable data. At the state level, many stated publicly publish oil and gas

and other energy related data [118, 147].



An important source of methane emissions data is the EPA’s Greenhouse Gas Reporting Pro-
gram [17]. All active oil and gas facilities emitting 25,000 metric tons of greenhouse gas (GHG)
over a period of one year are required to report the emissions expressed as their CO2 equivalent
[151]. In 2023, regulations have been strengthened so operators can be fined if they exceed emis-
sions intensity levels set by Congress [111], and this has increased of the economic impact of

high-quality data.

1.3 A Process for Creating Energy System Simulations based

on Large Data Sets

The combination of physical system modeling techniques and the availability of high quality
data enables the development of very powerful simulation based analysis tools. The validity of
results from these tools requires attention to the process by which they were developed, with sev-
eral steps necessary for Quality Assurance (QA) of the data and simulation processes used. This
process is seldom documented due to space considerations in publications.

Figure 1.1 shows a process for creating high quality simulations. It is divided into three high-
level steps: Data Management, Modeling, and Analysis. Data management is the process by which
data from many sources is collected, validated, and merged into a coherent data set. Simulations
are performed during the Modeling phase, and, very importantly, results of the models are verified
against reference data to ensure correctness of the models. Simulations are then run at scale, and

during the Analysis phase, the results are examined and conclusions are reported.

1.3.1 Data Management

Data management is the process of collecting data, validating it, and merging it with other
sources to create a coherent data set. Data can come from sensors via real-time monitoring, field
surveys where staff are sent out to sites to collect measurements on an ad-hoc basis, or public

data sources as described above. An important type of data for simulations is configuration data,
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where equipment types, sizes, and connections are defined. This configuration data can be used to

construct a "digital twin" of the site, and can be used to model the site’s behavior [67, 58, 98].

Once the data has been collected, it must be validated. Traditional data validation methods fo-

cus on rather trivial aspects of the data, such as whether fields are in the correct format or represent

proper codes (for example, zip code fields contain values from a list of valid US zip codes) [117,

115]. In fact, these types of data validation processes are so commonplace that it is not unusual

for organizations to define their own validation standards [20]. Validation of data used in simula-

tions must be much more rigorous than generic validation. Each type of data has its own unique

validation challenges:

» Sensor Data can be generated in huge amounts, providing usages challenges in just access-

ing the proper data. In addition, this data must be checked to determine whether readings

fall within expected ranges. Reasons for the readings to be out of range include sensor mal-

functions, communications errors — or the underlying physical process being out of control.

Further, sensors are often placed in remote locations, and communication difficulties may

lead to lost or delayed data values. Data validation must detect this and the overall simula-

tion process must define strategies to deal with missing data.

* Field Data is captured by a team going to a site and taking measurements. These teams

operate in varied weather conditions, and often visit multiple sites in a single day. A field



campaign can last several weeks or months, so personnel can get fatigued, which can lead
to errors in data collection. In order to maintain the integrity of field data, records must be
kept on who collected the data, what equipment was used, and where & when the data was
collected. These records should be kept with the actual data to keep a history as an integrated

data set is created.

Measurements are collected by instruments, and the collection team must take special that
the equipment is operating correctly — that it is recently calibrated, set up for field condi-
tions, and that initial sample readings are in expected ranges. If the equipment is to be
run autonomously in remote sites, additional care must be taken that it continues to run unat-
tended. Power must be addressed, telemetry must be established if necessary, and the system

must be checked periodically to ensure continued correct operation.

* Public Data Sources. The organizations supplying this data are primarily responsible for its
quality. At a minimum, a data dictionary is a critical resource for customers to understand
how to use the data effectively. A description of the method of collecting and managing the

data is useful to increase the confidence in data quality.

* Configuration Data is difficult to validate. Often the system or sites being modeled are
large and complex, so digital records are essential. Moreover, as changes are made to the
site, these records must be kept up to date. One way to ensure these records are accurate
is to perform manual inventories of a site. If the site is large, a complete inventory is not
feasible, instead subsets of the site can be "audited" to ensure consistency with the digital
data. Perhaps a better technique to ensure the quality of configuration data is to create a
digital twin, and run it against operational data. The results of these runs can be checked

against operational outputs, and discrepancies used to debug the configuration information.

Merging data sets refers to the process of matching records from one data source with one or
more other data sources. Sometimes this is an easy process, such as matching temperature records

from a public data source with power consumption records. Even such a simple example can



introduce uncertainty in the model results. For example, if the temperature data source is in the
same metropolitan area, then it is likely that there is relatively little error in temperature readings.
If, however, the data source is much further away, or in a different climatological zone, then the
likelihood of error increases.

A more significant issue with merging data sets is using keys to merge one data set with another,
particularly if the data sets come from other organizations. Occasionally the keys are supplied in a
different format — perhaps all keys represent a numeric value and are prefixed with zeros from one
organization, and another organization removes preceding zeros. Or one organization uses dashes
in the keys, and another organization does not — or puts the dashes in a different location in the key.

Finally, a consideration for data management is confidentiality of the data. A research organi-
zation often has access from another organization that has proprietary or Personally Identifyable
Information (PII). In these cases, such information must be removed or anonymized before the

final report is made public.

1.3.2 Modeling

Modeling is a very broad topic. Shishvan [43] provide a taxonomy of simulation models (see
Figure 1.2). Models can be categorized as deterministic, where input values are fixed and output
values are predictably calculated from these fixed input values; or stochastic, where at least one
input variable is probabilistic. Models can also be either static, where time is not a factor; or dy-
namic, in which time-varying interactions between variables can occur. Finally, dynamic models
can either be continuous, in which changes to the system occur continuously in response to changes
in control variables. These models are typically defined in terms of differential equations. In con-
trast to continuous simulations, discrete models reflect changes to variables instantly in response
to events.

There are two main QA activities during the Modeling phase — a check on integrated data,

and verification of the model itself. The data check & repair activity, as illustrated in Figure 1.1,
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spans the Data Management and Modeling phase because it often uses a subset of the simulation
implementation to verify the merged data set.

Validating a simulation refers to ensuring the results of the simulation are correct — for a given
set of inputs, the outputs of the simulation reflect the behavior of the underlying physical system.
Validating the simulation is critically important, and is not covered very well in the literature. Ac-
cording to [13], “Validation is the most challenging task in simulation. Validation checks whether
the results of the system actually match those of the real system.” And according to [4], “The
modeling and simulation literature has largely neglected the referent, in the past failing to pro-
vide guidance about how to select or describe the information used as the standard for comparison
in validation assessment.” Sargent [6] suggests many techniques for verification of simulations,

including the following:

* Historical data validation uses historical data (if it exists) to compare against simulation
output. This strategy needs to use identical input parameters to get the expected output

results.

* Internal validity calculates expected results from input data and compares the output data

against these expected results. This validation strategy is mostly useful for stochastic sim-



ulations to determine whether the range of output values are the expected results from the

input parameter ranges.

* Sensitivity analysis determines which output values vary the most given changes in input

parameters. Higher sensitivity input parameters should have more accuracy.

» Extreme condition tests ensures that the simulation behaves reasonably given extremes of

input parameters (minimum values, maximum values, zero, etc.).

* Comparison to other models results of a simulation are compared with other known good

model results, given the same input parameters for both.

Data check & repair is an activity that spans the Data Analysis phase and the Modeling phase,
and its goal is to ensure the results of merging data sets are suitable for simulation. It can be viewed
as an QA step for merged data. It typically consists of running the merged data through simplified
simplified simulations or subsets of the simulation software, identifying issues, fixing the issues in
the merge step, and repeating the process until the merged data is of sufficient quality.

For example, as mentioned above, joining data sets across key values can have issues if the
formats of the keys are different or the keys themselves are incorrect. A check for this is to find keys
of either data set that have no match. These keys must be examined and potential matching keys
found manually. There are two potential causes of such a mismatch — either there is a matching
key in the other data set, in which case there is some kind of formatting error; or there is no
matching key, in which case the record should be flagged and not used in the simulation. If there
is a formatting error, it should be addressed. In many cases formatting errors are caused by a
systematic problem, and a fix for one of these errors address a whole class of issues.

Another example of a class of problems with merging data is classification. With the AMI data
set, there are cases where classification of premises to building type is ambiguous (for more detail,
see Chapter 2). It is possible to use heuristic rules to eliminate this ambiguity, however each rule
must be developed manually after looking at each case. After some point, this process reaches the

point of diminishing returns, where further resolution does not add any value to the simulation,

10



and, in fact, may start removing value. For example, what does it matter if a random outbuilding is
classified as Residential or Commercial if it has very low power usage? In these cases, it is useful
to have an UNKNOWN or UNCLASSIFIED classification that can be used to identify all these
problem premises, and, if necessary, account for them in the simulation results.

As a final example, configuration data often contains topology information i.e. data that identi-
fies what components are connected to what. With a large set of such configuration data, errors can
crop up in the topology data in the form of components (or sets of components) that are not con-
nected to anything. These errors can be identified using network graph algorithms [134]. Again,
problematic disconnected nodes should be flagged, corrected, and potentially used in error calcu-

lations.

1.3.3 Analysis

During the analysis phase, the results process takes the simulation raw output data and produces
useful conclusions. The exact nature of this process is highly dependent on the specific goals of the
simulation. Techniques for performing this analysis include aggregating data, statistical techniques
(include error bounds calculations), and producing graphs and summary data tables.

For some simulation techniques, in particular Monte Carlo methods, enormous amounts of data
can be produced. In this case, it can be useful process the raw data into more useful / performant

forms. Techniques to do this include:

Binary data formats

* Data partitioning

Parallelization

* Pre-aggregation

These techniques can be implemented by putting the data in a database, which can sometimes be

overkill, or using file-based technologies such as Parquet [113], HDF5 [135] or NetCDF [136].
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As mentioned above, data sets may contain proprietary or PII data. In order for the data to be
publicly released, it must be anonymized. Techniques to do so include generating random values
for sensitive keys, or aggregation of values by either time or geography. Data anonymization can
happen any time during the overall process. Performing this step just before final report generation

facilitates debugging.

1.3.4 Automation

In order to robustly maintain the integrity of the overall simulation process, many of the steps
in Figure 1.1 should be automated. It is often the case that some of the data sources will be updated
during the lifetime of the simulation. Should this happen, manually re-running the QA steps and
repairing data issues would be costly and error-prone. In addition, if the intent of the simulation is
to provide results over time, it is worthwhile to automate the entire series of steps, including results
processing, anonymization, and report generation.

Automating the QA steps serves an additional purpose — it provides a log of required data
changes. This log can be used as an audit of the overall process and can be given to data providers

to help them clean up their source data products.

1.4 Document Structure

This dissertation provides three case studies of projects that illustrate the simulation process

described above. These case studies are:

* Chapter 2 shows the impact that the COVID-19 shutdown had on the electrical power usage
in the city of Fort Collins, Colorado. It usesAMI data, a big data set, merges the data with
property records to classify premises and aggregate usage according to the classification. It
then presents a temperature-based model to compare 2019 usage to 2020 usage, verifying

this model with historical models of power consumption over time.

* Chapter 3 examines the Methane Emissions Estimation Tool (MEET), a toolkit for modeling

methane emissions. It uses data from published field campaigns and public data sources,
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plus configuration data. The latter is used to create "prototypical sites,” a way to mapping
thousands of field sites into a manageable number of sites for simulation. This merged
data set is then used to run Monte Carlo simulations that provide fine-grained temporal and

geographic emission profiles for natural gas production and processing facilities.

* Chapter 4 offers an interesting variation of the simulation process, constraining the time step
of the simulation to real-time (i.e., one millisecond of simulation occurs in one millisecond
of clock time). The innovation in this project is to split the simulation across separate geo-
graphic sites, and techniques were developed to account for varying network delays between

the two locations.

Finally, Appendix D describes typical problems found with data validation.
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Chapter 2
Electricity Consumption in Commercial Buildings

During Covid-19

2.1 Overview

Originally published in [103]

The first case study is a paper examining the impact of COVID-19 shutdowns on electrical
power usage in the city of Fort Collins, CO. The paper used AMI data to develop a model of daily
power consumption based on temperature — a fairly common modeling technique. What makes
this paper unique is that it classifies premises into fine-grained usage categories (schools, restau-
rant, offices, etc.) to get a unique picture into how the shutdown impacted different commercial

segments.

2.1.1 Data Management

Data sources used in the paper were the AMI data for Fort Collins, property classification for
Larimer County, and temperature records. The AMI data set provides 15-minute energy consump-
tion values for each premise in Fort Collins. Thus, for one year there are over 35,000 records for
each premise, and there are more than 80,000 premises in the city, for a total of more than 2.8
billion records per year. In terms of access to individual premises alone, this provides a significant
data management challenge from the sheer mass of the data. The AMI data is used to generate
customer bills, and this provides an important financial incentive for the city to validate the data.
Appendix A.2 describes the partitioning strategy used to provide performant access to individ-
ual premise consumption records by date. Each premise is mapped to a parcel ID maintained by
Larimer county, and the parcel ID mapped to information about buildings on the parcel. Property

usage data is maintained at the building level, so mapping a premise to precise property usage data
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is often ambiguous. This problem is also described in Appendix A.2. For the purposes of this

study, such ambiguous classification mappings were excluded.

2.1.2 Modeling

The modeling phase for the paper defined a functional relationship between the maximum
temperature for the day and the daily power consumed by the premise. The process for doing this
is defined in Section 2.3.2. Verification of this model was performed in two ways. First, the model
was verified year-on-year, using historical data for previous years. Second, the COVID shutdown

occured in Marc, 2020, so January and February of 2020 were used for verification.

2.1.3 Related Works

Appendix A.1 shows the use of the AMI data set to define an alternate model that predicts
Photovoltaic (PV) power consumption for an individual premise given only weather data, AMI
data, and the approximate date of PV system installation.

Appendix A.2 shows the use of the AMI data and a much deeper modeling technique to perform

a solar power hosting capacity analysis for the city of Fort Collins.

Abstract

The COVID-19 pandemic had wide-ranging effects on how people lived, worked and learned. Con-
sequently, electricity use was altered from pre-pandemic patterns. The deviation from expected
electricity usage patterns in commercial properties due to the COVID-19 pandemic was ana-
lyzed in a medium-sized American city. The focus on a single community a) allows usage to
be linked specifically to the timing of public health and executive orders and b) provides a fine
grained, detailed understanding of usage in different property classifications (e.g. restaurants, ho-
tels, schools, outpatient medical facilities, offices, and religious organizations). Electricity con-
sumption data from 2019, adjusted for average daily temperature, was utilized to calculate expected

use in 2020. Electricity usage was found to be lower than expected for most commercial property
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classes, but the timing and magnitude of these effects varied. For example, within the hospital-
ity industry, hotels evidenced a larger and more sustained decrease in usage (-17%) as compared
to restaurants (-11%). In addition, usage patterns for outpatient medical facilities can be linked
to specific executive orders. Together, a heterogeneous rate of electricity use is found to vary

according to specific types of commercial properties.

Practice Relevance

In much of the research regarding electricity usage, utility customers are placed into the broad
categories of residential, commercial and industrial. These groups are viewed as homogeneous. In
the present study, we examined different property classes within the commercial group during the
COVID-19 pandemic. Although we found that electricity usage was lower than expected for most
commercial property classes, we also discovered that the timing and magnitude of these effects
varied. For example, within the hospitality industry, hotels evidenced a larger and more sustained
decrease in usage than did restaurants. In addition, usage patterns for outpatient medical facilities
were linked to specific executive orders. Together, these data sources allowed for a detailed ex-
amination of COVID-19’s effect on electricity use for specific types of commercial properties and
it revealed that their response to the pandemic varied widely. Thus, it is an oversimplification to

view commercial properties as a single, homogeneous group.

2.2 Introduction

In 2020, many municipal, state, and national governments imposed quarantine shutdown pro-
tocols in response to COVID-19. This pandemic response resulted in what has been called ‘the
biggest psychological experiment in history’ [65]. It changed how people worked, learned, shopped

— virtually every area of life — and it affected how we used energy.
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2.2.1 Energy use during the COVID-19 pandemic

The effect of the pandemic on energy use has been documented in a variety of large-scale
studies. Specifically, studies conducted in Europe, South America, Australia, Asia and North
America have shown overall reductions in energy use during COVID-related lockdowns (e.g., [63,
64, 70, 77, 84, 96, 88]) ). In addition, many of these same studies have described increases in
residential energy use over the same time period (e.g., [70, 78, 81] ). Thus, the overall decrease in
energy use is attributable to reduced demand by the industrial and commercial sectors (e.g., [73,
70, 81, 96] ). The majority of these studies have focused on energy use in countries (e.g., UK,
Australia), large cities (e.g., Ontario, Santiago, Tokyo), or utility service areas with a million or
more customers (San Diego Gas and Electric, Midcontinent Independent System Operator) and
have used the broadscale utility classifications of residential, commercial and industrial. Together,
they provide an excellent view of the impacts of the shutdown. However, [73] have argued that
increased granularity, specifically in terms of spatiotemporal scale and level of aggregation, is
needed in order to fully understand the effects of COVID-19 on energy use patterns.

A few studies have analyzed data with greater temporal granularity, showing how COVID-19
affected times of peak usage, particularly for the residential sector (e.g., [72, 94, 80, 95] ). For
example, [79] took a deeper dive into impacts of the pandemic on residential electricity patterns
using high-resolution, disaggregated data for 225 housing units from 2018-20. They analyzed
shifts in electricity use related to HVAC loads, non-HVAC loads, and whole-home loads and found
increased electricity use during periods that occupants would usually be away from home. In
addition, a few studies have examined data with greater spatial granularity, demonstrating how the
timing and restrictiveness of government orders coincided with changes in electricity usage ( [86,
87, 69] ). However, very few studies on electricity usage during the pandemic have included a
greater level of granularity with regard to customer class.

[76] provided a detailed analysis of electricity usage in higher education buildings, but these
patterns were not compared to other sectors. In contrast, [78] , used weather-adjusted monthly

utility data in S. Korea across a variety of customer types. They examined year-over-year change
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in energy use during the first five months of 2020 and found that educational and research facilities
showed the greatest decreases in consumption (16-32%), followed by (from largest to smallest):
a) religious, b) hotels, c) sales, d) office, and e) medical. Similarly, [87] analyzed monthly resolu-
tion electricity data (January — September, 2020) in Chile across a number of ‘economic sectors’
(a mixture of industrial and commercial classifications). They found that in June 2020 when the
quarantine was fully implemented, the hotel and restaurant category showed a 75% decrease rela-
tive to 2019. They also observed decreases in energy use for education (schools and universities-
which were closed for the duration of the study) that were similar in magnitude to [78] (ranging
from 11% to 36%). However, in contrast to other studies which showed reductions in the industrial
sector, [97] found that the mining and quarrying sector actually increased their energy use in 2020.
The authors explain that these industries were considered a critical service in Chile, which high-
lights the importance of specific COVID-19 policy decisions for electricity usage patterns during
the pandemic.

In the present study, we sought to add to the literature demonstrating the effects of the pandemic
on electricity usage by analyzing daily smart meter data from a medium-sized U.S. city from 2019-
2020. By focusing on a single community we are able to a) link usage to specifically timed public
health and executive orders, and b) provide a detailed picture of usage across different property
classifications. As such, we present a nuanced view into the electricity consumption responses of

varying business types resulting from the government-mandated changes in operation.

2.2.2 Context for the present study

In the U.S., there are more than 300 small and mid-sized cities and more people live in these
cities than in America’s largest cities ( [144, 148] ). Fort Collins, Colorado is a community of ap-
proximately 175,000 residents. The Fort Collins health care system provides services to Northern
Colorado, Southern Wyoming, and Western Nebraska. In addition, Fort Collins is known for a

thriving micro-brew industry and a plethora of restaurants. In 2016, Fort Collins generated $274.6
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million in revenue from tourism ( [39] ). Overall, Fort Collins has an economic mix typical of
many mid-sized cities in the United States.

Fort Collins has a municipal electricity provider, Fort Collins Utilities (FCU), that serves about
50 square miles of territory and 77,000 customers. In 2016, FCU established a research collabo-
ration with Colorado State University (CSU) to share load interval data and other data sets for the
purpose of detailed analyses and the creation of research techniques to analyze these large-scale
sources of information. During the pandemic, Fort Collins Utilities performed a detailed analy-
sis of the shutdown’s impact on electric power consumption in the city. This analysis provided a
mechanism for tracking actual electric consumption versus expected consumption and was used
to monitor the financial impacts of the shutdown. In this paper we use this analysis tool to inte-
grate electricity use with detailed property classifications and the timing of public health orders
to demonstrate the impact of COVID on electricity consumption across different sectors. This
study adds to the literature on the impacts of COVID-19 on electricity use by providing a more

fine-grained analysis than previously available.

2.3 Methods

2.3.1 Sample characteristics

In 2015, Fort Collins transitioned all of its electricity customers to Advanced Metering Infras-
tructure. These smart meters collect detailed 15-minute interval data for approximately 77,000
electrical accounts. Billing records allow customers (and thus loads) to be accurately categorized
into high level groups such as Residential, Commercial, and Industrial. Further, each account is
associated with publicly available building data maintained by the Larimer County Assessor. In
contrast to traditional utility classifications which are based on their peak demand, the property
classifications maintained by the county are based on the type of activity occurring at that premise
and are far more specific. Thus, integrating meter data with property classifications enabled us to

differentiate the usage patterns of property types such as offices and restaurants.
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Account selection for analysis — utility classifications

Fort Collins Utilities provides electric service, metered at 15-min intervals, for approximately
77,100 accounts, with approximately 69,000 of these accounts representing residential customers.
Locations that changed function (e.g., a location that was a hair-salon in 2019, then became a
fast-food restaurant in January of 2020) and newly constructed buildings were excluded from the
analysis. In addition, any location where there was a change of rate class (see below) or prop-
erty type (see below) was removed from the analysis, ensuring the analysis maintained a constant
number of accounts and account-types. After excluding these premises, a total of 76,912 premises
were left for use in the analysis.

These remaining premises fell into five distinct rate codes: 1) Residential; 2) GS, 3) GS-25, 4)
GS-50 and 5) GS-750. GS-25, GS-50 and GS-750 refer to accounts where the annual average of
each month’s peak-power demand is below 25 kW, between 25 and 50 kW, between 50 and 750
kW, or above 750 kW, respectively. Roughly speaking, the GS class consists of Small Commercial
stores (like “Mom and Pop” stores), GS-25 is comprised of Medium Commercial groups (large
retail stores, typically of a national chain franchise), GS-50 is Large Commercial (grocery stores,
big-box store, office buildings, etc.) and GS-750 consists of Industrial customers. The GS-750
class was not included in the final analysis of this paper because the group was relatively small,
containing only 15 accounts. Also, these accounts tend to be process-centric and their energy
consumption is driven more by the production activities in their facilities than by a thermal model,
as is intended for the IPMVP Option C model. This resulted in a final sample containing a total of
68,038 accounts in the Residential class; 7,549 in the GS class; 648 in the GS-25 class; and 677 in
the GS-50 class.

Account selection for analysis — property assessor classifications

The Larimer County Property Assessor classifies properties according to the buildings (or im-
provements) on each parcel of land. There are 321 different options of varying detail and redun-
dancy in the county classification system. This list was meticulously reviewed and condensed

into 28 classifications. The mapping between these classifications underwent extensive manual
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verification and intervention before being automated. The 28 classifications align with ENER-
GYSTAR Portfolio Manager building types, with the intent that it allows for regional building
comparisons using Commercial Buildings Energy Consumption Survey (CBECS) data (Energy
Information Administration, 2012). Thus, this classification was used in the present study to refine
the ‘commercial’ classification used by the utility and enable a more fine-grained analysis of the
effect of public health orders.

As of the time of this writing, when parcels contain multiple buildings, property data can only
be connected to utility data at the parcel level, not the individual building level. This means that the
county’s improvement data had to be aggregated to the parcel level. To address this, each parcel
was assigned the classification for the largest building on the parcel. Unfortunately, this method
was not effective for strip malls. These properties are identified by the County as strip malls, but
typically contain units with a mix of retail, offices, food service, etc. Consequently, strip malls
were excluded from the analysis.

Finally, there were three groups (Transportation, Parking, Residential HOA) whose consump-
tion activities are process driven, mostly independent from thermal based consumption. As such,
the IPMVP Option C is not applicable to them and, similar to the decision to exclude GS750
properties, these three groups were not included in the final analysis of this article.

After all of these considerations, the following groups were included in the analysis: Edu-
cation (Poudre School District), Food Sales (Groceries), Food Service (Restaurants), Healthcare-
Outpatient, Lodging, Mixed (combination of residential and commercial units), Office, Public As-
sembly (movie theaters, music venues, lodges, etc.), Religious, Retail-Mall, and Services (hair or
nail salon, etc.). The number of premises within each of these classifications is shown in Table 2.1.

For clarity, in the education group we include only the Poudre School District (PSD) K-12
buildings. We exclude charter schools, community colleges, and local university. By using only
Poudre School District (PSD) K-12 buildings, we ensure that all the selected facilities would fol-
low the same lock-down schedule. Additionally, the results of the K-12 group are more widely

applicable to other communities, as not all communities are home to large universities.
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Table 2.1: Number of parcels associated with each one of the groupings from the ENERGYSTAR Portfolio

Manager.
Actual Actual
Premise Premise Consumption Consumption % Change from
Classification Count 2019 MWh) 2020 (MWh) 2019 to 2020

Business in Converted Home 145 7.9 7.6 -4.1
Education 142 46.8 40.3 -13.7
Education (Poudre K12 only) 70 42.5 34.7 -18.4
Food Sales 96 30.6 28.5 -6.8
Food Service 267 63.2 56.2 -11.1
Healthcare 35 6.1 9.3 519
Healthcare Inpatient 20 46.3 45.9 -0.8
Healthcare Outpatient 258 26.0 254 -2.6
Lodging 117 38.0 314 -17.3
Mixed 235 14.4 12.4 -14.5
Office 903 372.3 346.6 -6.9
Outbuilding 199 3.0 32 7.1
Parking 25 2.0 1.0 -52.7
Public Assembly 150 35.6 28.7 -19.2
Public Service 22 4.7 4.2 -11.6
Religious 111 16.0 14.0 -12.9
Residential HOA 5 0.1 0.1 -3.4
Residential Manufactured 1601 29.0 29.9 3.1
Residential Multi Family 6599 166.7 165.7 -0.6
Residential Single Family 42807 938.7 983.1 4.7
Retail 375 78.6 73.0 -7.1
Retail Mall 353 42.2 35.7 -15.4
Services 183 20.5 19.6 -4.3
Storage 113 8.2 8.0 -2.1
Transportation 6 0.9 0.8 -8.8
Utility 7 24.4 22.7 -6.9
Healthcare Vet 33 53 53 0.2
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2.3.2 Procedure for modeling expected electricity usage
International Performance Measurement and Verification Protocol IPMVP)

Many techniques exist to determine the energy impact of system updates or improvements at
the building-level. This paper extends one such technique, IPMVP Option C [145] to examine the
effects of the pandemic. Energy management professionals are familiar with IPMVP Option C,
which is typically used when a specific building has multiple systems updated or improved in an
energy efficiency retrofit (e.g., LED lighting installation, window replacements, and/or building
automation system optimization) and an evaluation of the energy savings from the retrofit(s) is
needed. In such a case, the overall energy consumption of the facility is measured via utility meters,
typically over a period of 12 months before (baseline period) and 12 months after (reporting period)
the intervention. Weather variations over the baseline and reporting periods are controlled via a
linear regression on Heating Degree Days (HDD) and Cooling Degree Days (CDD).

In the current study, the IPMVP methodology was used to examine the effect of the COVID-19
shutdown on electricity usage across the whole City of Fort Collins. This is a valid generalization
of the IPMVP methodology because the pandemic created multiple modifications to a “facility,” by
changing occupancy patterns of commercial facilities (capacity limits in stores, different operating
hours) and residential consumption patterns (working and studying from home, frequency and
timing of clothes washing loads, dishwasher loads, TV watching hours/week, number of meals
cooked at home, etc.). When considering model selection, it is important to note that IPMVP has
four options from which to choose. Option C is recommended to be used when a) the impact
is expected to exceed 10% over the baseline period and b) the only available data is 12 monthly
utility bills. However, Option C is an appropriate choice, even when the expected deviation is
less than 10%, when more granular data are available. In the present study, fifteen-minute interval
smart meter data from January 1, 2019 through December 31, 2020 was aggregated into 24-hr

windows.! Thus, smart meters provided the actual consumption before and during the pandemic

li Data for October 26th 2020 was excluded from the analysis because air quality in Fort Collins was significantly,
adversely affected by the Cameron Peak and East Troublesome Fires — the two largest wildfires in Colorado history.
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while the expected consumption (i.e., consumption in the absence of a pandemic) was estimated

by a modification of the IPMVP-Option C method as described below.

Weather normalization procedure

Fort Collins is located in a region with a semi-arid climate with four distinct seasons and low
annual precipitation. Summers range from mild to hot (average temperature in July is 73.1°F
/ 23°C) with low humidity. Winters range from mild to moderately cold (average temperature in
December is 31.2°F /-0.4°C). Annual snowfall is about 50 inches (1.3 m) and average precipitation
is 15.9 inches (400 mm). The city receives plenty of solar radiation with 300 days of sunshine per
year. Given these clearly demarcated weather patterns, meteorological conditions play a significant
role in electricity consumption. Temperature is a primary indicator of electricity usage, while
solar radiation, humidity, and previous-day-average temperature are second-order corrections to
temperature when modeling electricity consumption. In this paper we limited ourselves to using
temperature as the sole weather parameter and ignored any hysteresis properties of weather on
electricity consumption

In Fort Collins, heating is most commonly provided by gas-burning, forced-air systems. In con-
trast, cooling is provided by electric air conditioning units. Thus, the relation between temperature
and electricity consumption differs for cold and warm temperatures. The electricity consumption
of a group of accounts can be parameterized by two temperature splines (above and below the
equilibrium point for heating and cooling, 55°F / 13°C) and by using the day-type classification
(weekday, weekend) as a secondary parameter. As shown in Figure 2.1, a linear fit is applied to
temperatures < = 55°F / 13°C (left) and a parabolic fit is applied to temperatures > 55°F / 13°C
(right).

Average daily temperatures for each day in 2020 were plugged into these regression equations
to create daily expected consumption, that is, what the energy consumption would have been in

the absence of a pandemic, by using the average temperature for each day (in the measurement

These fires, which occurred almost simultaneously, resulted in residents being instructed to stay indoors with their
windows closed when possible.
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Figure 2.1: Regression of energy daily consumption vs average daily temperature (for weekdays in this
case) for a given subset of accounts.

year, 2020). A single daily temperature was used for the entire service territory. By comparing
the actual consumption from the metering data with the expected consumption, it is possible to
estimate the impact of the COVID-19 pandemic as the ratio of the two values (i.e., as a percentage
increase or decrease).

The analysis for the education group required an additional parameter for its model, which was
an indicator variable for “in-session” or “in-recess”. This binary variable accounted for summer va-
cations, spring break, etc. Therefore, we modelled energy usage for day-type (Weekend-Weekday)
for both in-session or in-recess periods, based on the IPMVP model, and applied the relevant set
of parameters to each day during 2020. We considered the remote teaching period as “in-session”,

as the buildings were unoccupied but classes continued.

2.3.3 Timeline of COVID-related events in Fort Collins

Table 2.2 contains a timeline of important COVID-related events in Fort Collins (collected from
[143, 112] ). As this timeline shows, numerous actions were taken by the Colorado Governor and
the Colorado Department of Health and Environment (CDPHE) in March, 2020 which affected
every sector. However, over the remainder of the year, there was a de-coupling of these orders

which allowed us to examine the effects of these orders on specific sectors.
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Table 2.2: Timeline of relevant COVID-related events in Fort Collins, Colorado

Date Event Affected Group(s)
3/9/20 First COVID-19 case in Fort Collins
3/11/20 Gov. Polis declared a state of emergency
3/15/20 Colorado State University suspended in person learning Residential
and closed the university to all but critical personnel. In
August, CSU partially opened for hybrid learning, with
most classes still online and was fully online from 11/21/20
through the end of the year.
3/18/20 Gov. Polis suspended in-person instruction for all K- PSD, residential
12. PSD returned to hybrid learning (50% capacity) from
10/5/20 — 11/23/20 and was fully online for the remainder
of the year.
3/19/20 CDPHE issued a public health order that limited all mass All except medical
gatherings to no more than 10 people [started being relaxed
6/1/20]
3/19/20 Gov. Polis suspended all elective and non-essential surg- Medical outpatient
eries and medical procedures [through 4/26/20]
3/25/20 Gov. Polis issued a stay at home order. On 4/26/20 it All except medical

was replaced with the less restrictive safer at home order
[through 6/1/20]. From June through December, restric-
tions (e.g., capacity limits) varied according to the number
of cases and hospitalizations, but there were no further stay
at home orders.
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2.4 Results

The COVID-19 pandemic arrived in full to Northern Colorado in early March 2020. This
means that we can calculate the expected consumption for the first two months of 2020 (before the
full impact of COVID-19) and compare it against the actual consumption for these two months to

validate our model.

2.4.1 Utility classification results

The IPMVP Option C model for customer class was done via GUI in ROOT ([146] ), carefully
fitting the data and uncertainties to obtain the lowest possible Chi-Square. Figure 2.2 shows a
graph of absolute expected versus absolute actual energy. Since Industrial (GS-750) accounts
were excluded from the study, they are not included in Figure 2.2. Despite daily variations due
to weather, it is possible to observe that the model follows the actual energy consumption for all
classes quite well until mid-March 2020, when the overall electricity use became noticeably lower
than predicted. This pattern lasts until June, and we see another drop in the fall. This reduction is
driven by the commercial sector which started to have a significant drop in consumption in March.
Although this pattern varied in magnitude across the year, it was largely sustained through the end
of 2020. In contrast, the residential sector performed largely as expected, seeing only a limited

increase in consumption during the summer months.
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Figure 2.2: Breakdown of Expected vs Actual daily energy consumption broken down by commercial and
residential sectors.
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Figure 2.3 shows a breakdown by Utility rate code. All groups were normalized to their ex-
pected value, as to more clearly show the drop in consumption starting in mid-March 2020. The
plot has been smoothed out by creating a 5-day rolling average of the ratios. Clearly the residential
group has much larger fluctuations than the commercial but does not show a significant decrease

or increase in consumption.

Utility Classification (5-day rolling average)

Normalized Deviationfrom Expected

Figure 2.3: Daily consumption deviation from expected.

Table 2.3 presents a monthly summary with customers segmented by Utility rate code. Shaded
values are statistically significant, while bold values indicate a decrease of the actual value relative
to the expected value. Consistent with findings from other researchers, commercial customers of
all sizes showed statistically significant declines in their electricity usage in 2020 compared to
the expected value. Moreover, the decreases are most pronounced in April through June when
government imposed restrictions were strongest. Residential patterns show less variability, with
the summer months demonstrating single-digit increases relative to expected values. We should
note that the presence of the university in Fort Collins limits the generalizability of our results
in the residential classification. Specifically, in March 2020, not only were CSU classes moved
online, but the university essentially told students not to come back after spring break. There was a
concern that if tens of thousands of students returned to Fort Collins after traveling that this would

fuel the spread the COVID-19 in the community. Thus, many residences were empty, especially
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from March to August 2020. This likely accounts for the fact that observed increases in residential

use were smaller than those reported by other studies.

Table 2.3: Monthly deviation from expected consumption. Note: Shaded values are deviations that are
statistically significant and bold shows reduction relative to the expected value.

Month, 2020
Class Jan Feb Mar Apr May Jun Jul.  Aug Sep Oct Nov Dec
Residential 0% -1% -1% 0% 0% 4% 6% 6% 3% -1% 3% 7%
GS 1% 0% 9% -21% -16% -11% -8% -1% -9% -10% -9% -8%
GS-25 0% 0% -8% -21% -17% -10% -8% -6% -8% -9% -8% -11%
GS-50 0% -1% -T% -19% -17% -13% 9% -6% -8% -8% 9% -11%

System 0% 0% 3% -1% -1% -3% 2% -1% -2% -3% -3% -1%

These results largely mirror those found by other researchers around the world. It is notewor-
thy that the rate classes, which represent different sized commercial entities, showed remarkably
similar patterns of use. However, as we shall demonstrate, these results obscure the heterogeneity
that exists within the commercial sector. In the following section, we examine these entities, not

according to their size, but rather by their function.

2.4.2 Detailed property classification results

To develop a deeper understanding of the energy impact of the pandemic, commercial cus-
tomers were further subdivided into the Property Classification Schema described earlier. Table 2.4
presents a monthly summary with customers broken down by Property Classification. Shaded val-
ues are statistically significant, while bold indicates a decrease of the actual value relative to the
expected value. These data show that for virtually every class of commercial entity, there were
significant decreases from the expected consumption from March 2020 through December 2020.
The only exceptions to this were in services (e.g., hair and nail salons) and outpatient medical
facilities.

Although almost every group showed significant decreases throughout the year, there was tem-

poral variability consistent with the timing of executive and public health orders. For instance,
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Table 2.4: Deviation on energy consumption broken down by different commercial sectors. Note: Shaded
values are deviations that are statistically significant and bold shows reduction relative to the expected value.

Month, 2020 (First Half)
Property Class Jan Feb Mar Apr May Jun

K-12 Schools 1.0% -1.0%  -20.0% -51.0% -51.0% -39.0%

Food Sales 0.6% 0.4% 38% -8.6% -98% -10.2%
Food Service -1.3%  0.6% -10.6% -28.4% -24.1% -13.0%
Healthcare Out  3.1% 3.8% 38% -139% -4.6% -2.9%
Lodging -1.6%  0.4% -14.6% -33.7% -35.5% -25.8%
Mixed 20% 0.6% 95% -304% -304% -16.1%
Office 0.1% -03% -35% -8.0% -83% -9.5%
Public Assembly 0.1% 0.3% -16.4% -372% -35.7% -26.4%
Religious 4.7% 5.9% 58% -190% -23.3% -20.3%
Retail Mall 1.6% -02% -11.5% -309% -27.1% -23.1%
Services 6.7% 7.3% -1.7%  -21.5% -12.8% -5.3%
Month, 2020 (Second Half)
Property Class Jul Aug Sep Oct Nov Dec
K-12 Schools -180% 13.0% -29.0% -18.0% -12.0% -9.0%
Food Sales -84% -83% -10.0% -10.0% -9.7% -9.4%
Food Service 95% -82% -94% -85% -11.5% -19.0%
Healthcare Out  -2.7% -23% -3.6% -33% -19% 0.1%
Lodging -171% -129% -172% -13.4% -14.8% -13.5%
Mixed -13.3% -129% -16.7% -16.6% -15.6% -13.5%
Office -11.6% -98% -83% -17% -714% -82%
Public Assembly -22.4% -20.5% -182% -185% -172% -19.7%
Religious -19.1% -16.8% -183% -132% -129% -13.9%
Retail Mall 202% -18.7% -169% -152% -10.8% -12.5%
Services S51%  -20% -4.6% -5.0% -6.5% -4.1%
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outpatient medical facilities showed a significant decline in usage following Governor Polis’ exec-
utive order D 2020 009 which banned elective and non-essential medical procedures, but quickly

rebounded after the order was rescinded (see Figure 2.4).
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Figure 2.4: Daily consumption deviation from expected for the Healthcare Outpatient classification.

We can trace similar temporal patterns in the data for schools. Figure 2.5 shows actual 2020
usage as a percentage of expected use for the local public school system. K-12 buildings showed
substantial reductions in use during the time that instruction was fully online (April, May and
September). Smaller decreases were evident when children went back to school in October and
November. These smaller reductions are likely due to reduced use of PSD buildings outside of
regular school hours because extra-curricular activities were curtailed and the school district did
not rent out buildings for community events due to increased cleaning protocols. An increase in
usage in August was likely the result of a concentrated effort by district facilities professionals to
increase ventilation and filtration in the buildings prior to the resumption of in person learning. This
deviation was confirmed with the PSD energy manager (personal communication) who explained
that the schools were run as if occupied after being equipped with new MERV-13 filters.

In addition to temporal patterns, our detailed analysis revealed variations in the pandemic’s
impact within the commercial sector. The hospitality industry (food service and lodging) showed
substantial decreases in electricity usage in April and May (see Figure 2.6 and Figure 2.7). They

maintained smaller decreases throughout the rest of the year. Notably, these reductions are larger
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Figure 2.5: Daily consumption deviation from expected for the Poudre School District (K-12 schools)
Property Classification.

for the lodging industry (Hotels and Motels but not AirBNB or VRBO-type of units) than for
restaurants. This could be due to usage scaling more with occupancy for hotels (e.g., HVAC set
points) or, alternatively, it might be due to the availability of a take-out option for restaurants
(which would entail the kitchen being in use even when the dining area was not). To distinguish
these potential explanations, we examined 2020 sales tax revenue data for Fort Collins. These
data support the take-out explanation: restaurants saw a 16.4% decrease compared to 47.2% for
lodging (Financial Services, City of Fort Collins, January 11, 2021). Even with a take-out option,
however, the restaurant industry showed a noticeable dip in late November and December 2020,

which coincides with an increase in COVID-19 cases and hospitalizations in the county.
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Figure 2.6: Daily consumption deviation from expected for the Food Service Property Classification.
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Lodging, 117 premises
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Figure 2.7: Daily consumption deviation from expected for the Lodging Property Classification.

In contrast to the hospitality, healthcare, and educational sectors, which showed substantial
temporal variability across 2020, there were other groups that were less variable. The public
assembly and religious categories (Figure 2.8 and Figure 2.9, respectively) maintained double-
digit reductions for the entire year. Initially, gatherings of 10 or more were prohibited. Even after
these prohibitions were lifted, there were substantial limits placed on these activities by the Health

Department, and many houses of worship chose to remain closed to protect their congregants.
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Figure 2.8: Daily consumption deviation from expected for the Public Assembly Property Classification.

The Office group also showed a gradual drop (suggesting that businesses were starting to go

remote even prior to the Stay-at-Home order) and it became fairly stable and predictable immedi-

ately after the Stay-At-Home order. It is the only group that became steady and predictable starting
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Figure 2.9: Daily consumption deviation from expected for the Religious Property Classification.

on that day (see Figure 2.10), indicating that the majority of remote workers were not back to the

office during the period under study.
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Figure 2.10: Daily consumption deviation from expected for the Office Property Classification.

Finally, the food sales category showed single digit, but significant, decreases for the whole
year. This result is surprising because these businesses were classed as critical and their operations
were not substantially curtailed by the government. However, some grocery stores limited their
hours of operation due to staffing shortages and to give overworked staff time to clean and restock
[139].

To summarize, we found that the commercial sector showed significant decreases in electricity
consumption compared to what was expected based on 2019 consumption, and that the residential

sector showed a small increase. However, groups within the commercial sector demonstrated
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Figure 2.11: The ratio of actual to predicted energy use in 2021 grouped by property classification.

different magnitudes of change (see Figure 2.11) and also varying temporal patterns which often

aligned with executive and health orders that impacted them directly.

2.5 Discussion

2.5.1 Findings and implications

In the present study, we focused on the impact of COVID-19 on electricity usage in the com-
mercial sector in a small city. In doing so, we have been able to provide a more detailed and
nuanced description of the effect of executive and health orders on hospitality, education, health-
care, and other commercial property classes. This work contributes to, and extends, the literature
on the energy impacts of the COVID-19 pandemic. To our knowledge, this is the first study of
this scope to analyze the impact of the pandemic at such a granular level while grouping meters by
both customer and business type.

Taking the view adopted in other studies, we found that from March to June, and again in

late fall, overall energy consumption patterns were disrupted. The decreases in the commercial
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sectors were significant and sustained. Unlike other studies, we observed only a small consumption
increase in the residential sector (in the summer). Thus, the overall effect was a total reduction in
energy consumption of 2.5%. This created a revenue shortfall and significant financial cash-flow
issues for the utility. As a benchmark, about 6.7% of the annual utility expenses are allocated to
staff salaries, therefore a 2.5% reduction in energy consumption represents a significant impact on
the utility’s financial operations and overall viability of the business.

Although researchers and utility professionals refer to the ‘commercial sector’ generically, the
truth is that there is substantial variability within this group of utility customers. By combining
smart meter data with information from the county property assessor, we were able to reveal het-
erogeneity within the commercial class that was undetectable when focusing purely on rate clas-
sifications. For instance, restaurants and hotels are often considered together under the umbrella
of ‘hospitality,” but these businesses showed very different patterns of electricity usage across the
pandemic.

These patterns also shed light on how people responded to the pandemic and generate more
research questions. For instance, once restrictions were lifted, energy consumption for the services
sector (predominantly hair and nail salons) rebounded, but religious institutions showed sustained
decreases in usage. Is this because of choices by the institutions themselves of whether to return to
business as usual or are they reflective of people’s choices and priorities about the activities they
are willing to curtail? In fact, examination of the plots shows that for every group, usage began to
decline before Gov. Polis issued a stay-at-home order. Thus, the effects on energy usage observed
in this, and other studies, are not purely due to the enactment of formal policies, but also to people’s
perceptions regarding their safety.

Perceptions of safety apply not only to customers, but also to business owners. The Public
Assembly group (theaters, movie theaters, and concert venues) and the office group never fully
recovered in 2020, even after restrictions were lifted. Many entertainment venues canceled shows
or limited capacity, and many remote workers stayed home throughout 2020, even without explicit

policies requiring them to do so.
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Some of the variability across groups is likely due to the individual business’ ability to adapt to
changing policies and perceptions. For instances, healthcare facilities are accustomed to rigorous
safety and cleaning protocols and could therefore resume operations quickly once restrictions were
lifted. In contrast, Poudre School District was slower to respond, resulting in a decision to delay
in-person classes until October 2020. Thus, there are implications for organizational researchers

to explore in this regard.

2.5.2 Limitations

Neither the energy usage data nor the property classification were created for the purposes of

research. For example, some anomalous load behavior exists that were not rigorously examined:

» Two significant dips in consumption occur in the Food Service segment. The dates for these
decreases correspond to Thanksgiving and Christmas, and could possibly be attributed a

decrease in holiday customers during the COVID shutdown.

* Consumption in the “Office” segment had a significant dip at the end of July, 2020 compared
to July 2019. The data showing this dip is valid, but the actual cause of the decrease was not

investigated.

It was found that model reproduced the actual energy consumption during January and Febru-
ary of 2020 quite well. In all cases the actual consumption was only 1% to 2% systematically
higher than the modeled consumption across all classes. That difference could be considered an
econometric energy impact due to the strong economic growth experienced through 2019 carried
over first few months of 2020, as it is consistent with previous year-over-year increases. These
observed increases in early 2020 suggest that the decreases we have reported (as compared to
expected use) are likely to be underestimates of the actual effect of the pandemic.

We recognize that there are limitations to the generalizability of our findings. First, as men-
tioned previously, Fort Collins is home to a large university. It is likely that the exodus of the
majority of the students in March 2020 impacted the residential usage patterns. Second, the spe-

cific results we have obtained (e.g., a drop, partial rebound, and another drop for the food service
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industry) should not be viewed as reflective of the patterns likely to be observed in other commu-
nities. However, we believe that the mechanisms for this pattern (stay-at-home order drop; cases
decline and restrictions lifted rebound; cases increase drop) are likely to generalize to other loca-
tions and different-sized communities. These are the key take-aways from this research. While our
results may not be directly transferable to other locations, due to a unique industry mix, they do
provide insight to the variability of impacts across industries and the effect of COVID-19 policies

on those industries.

2.5.3 Conclusion

Often we think of buildings or machinery using energy, but what energy usage during the
pandemic demonstrates is the effect of behavior on energy use. People’s behavior changed, and
energy consumption changed with it. It is difficult to overestimate the impact the COVID-19
pandemic had on our lives. In this paper, a model to predict energy usage based on past data and
outdoor temperatures was implemented, with the goal of quantifying the impact of the COVID-19
pandemic on energy usage in a medium-sized city.

Two years of 15-minute interval smart meter data was combined with property classification
data to create a rich dataset, with a substantive sample size, that enabled us to examine a wide
variety of impacts. The ability to drill down to the level of business type uncovered unique con-
sumption patterns.

This work contributes to the literature on the COVID-19 pandemic by presenting the results of
a year-long study of the pandemic’s impact on electricity usage patterns of approximately 77,000
premises. The large dataset provides a unique level of granularity and depth that may not be easily

replicated in other studies.
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2.6 Data Availability Statement

The data used in this research project have not been made available, as Fort Collins Utilities
complies with the "Red Flags Rule" from the United States Federal Trade Commission which

mitigates Identity Theft. Under this rule, energy consumption cannot be disclosed.
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Chapter 3
Modeling air emissions from complex facilities at

detailed temporal and spatial resolution: The

Methane Emission Estimation Tool MEET)

3.1 Overview

Originally published in [100]

This second case study describes MEET, a tool that produces fine-grained temporal and ge-
ographic estimates of methane emissions. A typical inventory focused emission estimate uses
average equipment / site counts and emission factors. This works well for producing a high level
value for a particular time period (e.g. annual estimates), but it does not capture the variation in
emissions that are typical for actual sites. MEET improves this method by using discrete event
simulator (DES) to model equipment behavior and emissions over one-second intervals, which

gives a detailed picture of emission patterns over time.

3.1.1 Data Management
MEET ships with published field survey data from recent campaigns (for example [19, 18, 8,
62]). It also includes data from regulatory agencies ([17]). It is easily extensible to include data

from other sources, include other basins and even proprietary operator data.

3.1.2 Modeling

MEET has been used to estimate emissions across the Denver-Julesberg Basin (DJ), which
includes more than 2000 operating sites [110]. Site parameters in MEET are defined in a "site
definition file." To avoid defining one file per site, "prototypical sites" are defined which represent

sets of operating sites [109]. In all, thirteen prototypical sites were defined for that study, which
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roughly correspond to generations of site designs from the operator point of view. This is the
source of Configuration Data described in Figure 1.1, and was validated by in-person meetings
with operators.

Significant attention was paid to verifying the models used in the DJ estimate. Multiple cycles
were performed where the models were run and the results checked against operator reported fig-
ures. Any significant discrepancies were identified, models modified to eliminate these differences,
the results re-validated, and the process repeated as necessary.

A follow on release of MEET added the Mechanistic Models, or the ability for changes in one
piece of equipment to affect the behavior of a downstream piece of equipment. An example is a
stuck dump valve in a separator, which allows vapor from the separation process to be passed to
downstream equipment, such as a holding tank. This increased vapor in the tank might cause a
pressure relief valve to open. These mechanistic models add to the realism of the simulations and

their acceptance to the community.

3.1.3 Analysis

The original version of MEET wrote all its results into a combination of .csv and .json files.
Analysis software would then have to parse these files before performing any useful work. Revi-
sions to MEET included a step where these results were cleaned up and written to binary formatted
files (Parquet, [113]), which decreased the time required to access the results by orders of magni-
tude. This significantly increased the size of simulations which could be run, both in complexity

of sites and numbers of Monte Carlo iterations.

3.1.4 Related Works

* Appendix B.1 provides information on the publicly available data sources (GHGRP) and
studies conducted at CSU. It also provides a description of the Monte Carlo simulation pro-

CESS.
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* Appendix B.2 gives background information on the equipment modeled in MEET and the

state machines used to describe their behavior.

Abstract

Recent attention to methane emissions from oil and gas infrastructure has increased interest in
comparing measurements with inventory emission estimates. While measurement methods typi-
cally estimate emissions over a few periods that are seconds to hours in length, current inventory
methods typically produce long-term average emission estimates. This temporal mis-alignment
complicates comparisons and leads to underestimates in the uncertainty of measurement methods.
This study describes a new temporally and spatially resolved inventory emission model (MEET),
and demonstrates the model by application to compressor station emissions — the key facility type
in midstream natural gas operations The study looks at three common facility measurement meth-
ods: tracer flux methods for measuring station emissions, the use of ethane-methane ratios for
source attribution of basin-scale estimates, and the behavior of continuous monitoring for leak
detection at stations. Simulation results indicate that measurement methods likely underestimate
uncertainties in emission estimates by failing to account for the variability in normal facility emis-
sions and variations in ethane/methane ratios. A tracer-based measurement campaign could esti-
mate emissions outside the 95% confidence interval of annual emissions 30% of the time, while
ethane/methane ratios could be mis-estimated by as much as 50%. Use of MEET also highlights
the need to improve data reporting from measurement campaigns to better capture the temporal

and spatial variation in observed emissions.

3.2 Introduction

Methane is a powerful greenhouse gas and atmospheric methane concentrations have increased
steadily since 1980 [149]. Evidence indicates that a substantial portion of the increase is due to
anthropogenic sources, including fossil fuel development [59, 90, 68]. This increase coincides

with increases in natural gas production globally, driving interest in methane emissions from the
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natural gas supply chain as well as emissions of hazardous air pollutants and CO,. Multiple re-
cent studies have also indicated that large emitters from oil and gas (O&G) operations are likely
under-represented in current inventories of O&G methane emissions and that these emitters likely
originate from abnormal process conditions at O&G production and midstream operations [53,
75, 82, 83]. In response, several organizations independent of regulators or the O&G industry
have started large-scale aircraft — and in some cases satellite — campaigns to identify large emitters
and publish them in open data portals, including the Environmental Defense Fund’s Permian Map
project [128], the Jet Propulsion Laboratory’s Methane Source Finder [131], and CarbonMapper’s
open data portal [116].

Data from these large-scale measurement efforts indicate that a substantial fraction of the de-
tected large emitters behave stochastically: While a similar number of large emitters may be seen
on multiple days of measurement, the location and size of the emitters varies substantially. Emis-
sions with highly variable temporal and spatial behavior are poorly captured in current inven-
tory methods, such as those utilized by national inventories (e.g. EPA Greenhouse Gas Inven-
tory (GHGI)) and many modeling studies, including recent work modeling national-scale emis-
sions for transmission and storage (T&S) [33], gathering and processing (G&P) [23, 71], and
distribution systems [22]. Since these emitters are poorly captured in inventory methods, it is dif-
ficult to compare results of aircraft/satellite surveys (‘top down’) with inventories (‘bottom up’)
that represent emissions as averages over extended periods and large regions — typically annual
averages at basin-to-continental scales. These challenges are reflected in several comparisons of
top-down measurements to bottom-up inventories [50, 31, 32].

The work presented here introduces a new approach to bottom-up inventory methods that in-
creases both spatial and temporal resolution, building upon modeling done for basin scale studies in
the Fayetteville Shale region [50] and the Barnett production basin [37] in the USA. This approach
supports more accurate comparisons between measurement surveys and inventories by better in-
corporating normal variability in emissions as well as recent data on large emitters and abnormal

process conditions. As an illustration of this method, the work focuses on one sector of the natural
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gas supply chain — midstream — and compares to several commonly utilized facility-scale methods
to the improved inventory method. The same tool and method could be made utilized for other
natural gas sectors or for other anthropogenic source categories that exhibit high variability.

The midstream sector of the USA natural gas supply chain transports and upgrades an estimated
33 x 102 standard cubic feet (scf), or 934 x 10° m?, of natural gas from US production basins to
distribution companies and industrial consumers using over 400,000 miles (640,000 km) of natural
gas pipelines[120] and associated compressor stations and processing facilities.

Compressor stations in all sectors of the natural gas industry receive gas from one or more
pipelines originating at well pads or other compressor stations, compress the gas, and inject it into
downstream pipelines. Stations often host equipment to support connected pipelines, such as pig
launchers and receivers, and metering equipment. In gathering and storage applications, stations
often include equipment that upgrades gas quality, including dehydrators and acid gas removal
units (AGRU). Compressor equipment found in these sectors is also found at gas processing plants
to inject processed gas into transmission pipelines.

The gathering compression stations, compressors at gas processing plants, and the inter-connecting
pipelines between these stations represents the sizable G&P sector of the U.S. onshore natural gas
industry. The T&S system, which transports processed gas to consumers, consists primarily of
transmission stations interconnected by pipelines, and storage stations that buffer gas supplies for
use in peak demand periods. These two sectors make up an estimated half[124] of U.S. methane
emissions from the onshore natural gas system. Therefore, emissions from these facilities are of
strong interest for both air quality and greenhouse gas reasons.

Emissions from these sectors have traditionally been estimated using ‘inventory’ or ‘bottom-
up (BU)’ methods, including the EPA GHGI[124]. Inventories estimate emissions by multiplying
a measure of activity (‘activity factor’) — such as component or equipment counts, or operating
hours — by an estimated emission rate (‘emission factor’) for the activity. For example, connector
leak emissions at a facility would be estimated by multiplying the average emission rate for all

connectors on a gathering compressor station with the number of connectors on that station. Gen-
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erally, both activity and emission factors represent long-term averages of both quantities, and are
suitable for calculating total emissions over extended time periods (months to years), for a large
area, such as a nation or state, although some recent work has looked at gridded inventories with
finer spatial resolution.[34, 50, 37]

Recently, however, there has been increasing interest in BU estimates that are more represen-
tative of shorter time periods and higher spatial resolutions. Examples include comparing top-
down (TD) aircraft estimates of basin emissions to BU inventories of those basins [36, 25, 21,
12]; comparing TD estimates to inventories based on BU measurements [42]; or comparing down-
wind facility-level measurements with BU inventories of those facilities [45, 38, 35, 41, 30, 27]. In
each case, measurement using downwind or mass balance methods occur during short time periods
(typically minutes) and are often constrained to afternoon working hours during the week, while
the comparison inventory methods are long-term averages that include no temporal variability or
spatial heterogeneity. These differences have stimulated concerns about the representativeness of
inventory methods and spurred an interest in understanding the emission variation in bottom-up
models [50].

This study describes BU inventory modeling using MEET, an inventory emissions model ex-
pressly designed to model time scales ranging from seconds to years, resolved to the spatial reso-
lution of individual facilities or major equipment units. MEET models track any gas species which
are available in emissions data, typically CO,, methane, and other light alkanes, although other
species are readily accommodated. A companion paper [74] describes the calculation of gas and
fluid compositions that serve as inputs to MEET. Of particular interest is the comparison between
short-duration measurements — here represented by full-facility measurement method — and in-
ventory methods, including both variability in emissions and gas species ratios, which are often
utilized by TD methods for source attribution (for example, references [25, 21, 42]). Additionally,
the study also illustrates how continuous monitoring can be analyzed using temporally-resolved

emissions.
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To demonstrate these capabilities, we utilize natural gas compressor stations. Compressor sta-
tions represent one of the most concentrated and temporally variable sources of GHG emissions in
the natural gas supply chain. The large compressors (0.5-50 MW) on these facilities cycle on/off
with demand, and other equipment on the stations increases/decreases loading and associated emis-
sions as compressor loads change. In addition, many compressor drivers (typically large engines
or turbines) often burn some of the gas passing through the station for power. Driver exhaust gases
often represent one of the largest sources of emissions on a station[33, 45, 71, 61]. Compressor
equipment also releases short duration, high-rate, emissions as equipment is depressurized when
idled (blown down) or started (gas starters). This variability has a substantial impact on emissions
which may be measured by short-duration methods, leading to a interest in improving the modeling

of compressor station emissions.

3.3 Methods

MEET implements a robust framework for emissions modeling built around a DES, a common
multi-agent simulation methodology where individual ‘agents’ model the behavior of specific pro-
cesses and interact with each other via a central event queue. Agent models (hereafter ‘models’)
currently implemented in MEET include models for well pads and compressor stations, each of
which combine models for major equipment, components, leaks, and operational changes on these
facilities. The model framework is extensible to other sectors, equipment and facility types, as well
as processes which interact with these facilities, such as leak detection and repair (LDAR) surveys,
liquid transport, or equipment modifications. Events in MEET are resolved to the second, but can
be queried at time resolutions from seconds to years. MEET resolves spatial dimensions to the
major equipment level if those data are available.

An overview of the MEET simulation process is shown in Figure 3.1. The analyst defines
activity data and either selects or populates emissions data. MEET runs multiple Monte Carlo
(MC) iterations and saves results to event logs. After simulation, the analyst extracts time-series

of emissions from the desired MC iterations at the desired time resolution. Using multiple calls to
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the time series extraction tools, the analyst can drill down to finer time resolution in periods and
facilities of interest. For both simulation and extraction, individual MC iterations and time-period

queries are independent and can be executed in parallel on multi-core and cluster servers.

Define Activity Select/Define
Data Emissions Data

\

Simulate Emissions | Monte Carlo
| Iterations

y

Extract Results at Desired Monte Carlo
Time Resolution & Time
Resolution
Queries

User Analysis

Figure 3.1: Overview of MEET process.

As with all inventory models, emissions and activity data completely define the behavior of
the emissions model. However, the introduction of spatial resolution and time varying behavior
introduces several unique aspects into MEET’s models, which are discussed below.

Emitter population: The compressor station model, like all facility models in MEET, is or-
ganized into a three-level hierarchy matching that used in several recent studies[71, 45, 33] [SI

Section B.2.1]:

1. Station or Facility: A physical group of equipment, typically surrounded by a fence or some

other outer marker.

2. Major equipment unit: A major, integrated, equipment unit at the station. Six types of major
equipment at compressor stations are modeled for this study: Compressors, dehydrators,
acid gas removal units (AGRUs), station separators, tanks, and flares. The limit of each unit

of major equipment is defined by the flanges which connect it to the gas transport piping on
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the station. All equipment not assigned to another major equipment unit is grouped into a

single unit of major equipment termed ‘yard piping,” as in Zimmerle et al.[62].

3. Components: Each major equipment unit includes many components. Nine types of compo-
nents (threaded and flanged connectors, open-ended lines (OELSs), valves, meters, pressure
reducing valves (PRVs), regulators, gauges, and gas-driven pneumatic controllers) cover
the general-purpose component categories found on all major equipment categories. Com-
pressors include several additional types of compressor-specific components (blowdown and
isolation valves, rod packing or shaft seals, pocket vents, gas starter valves, and combined
vents). Additional specialized categories, such as station vents, are also modeled [SI Section

B.2.1].

Activity data are defined by enumerating individual stations and the major equipment units on
the station, while components are instantiated using population distributions for each component
type [SI Section B.2.1].

Emission labels: In addition to chemical species, BU emissions simulation also provides in-
sight into the origin and cause of emissions, and allows analysts to compare relative, interacting,
emission rates between source types and causes. To support these analyses, MEET labels emis-
sions with their source and cause. Source is identified by using user-supplied activity identifiers,
which follows the hierarchy above. Currently, MEET supports the three labels for the cause of an

emission:

1. Fugitive: Unintended emissions of uncombusted gas from components; commonly called
‘leaks,” but also including excess venting and abnormal process conditions that release gas

to atmosphere.

2. Vented: Emissions of uncombusted gas as part of regular site operations. Examples include

venting from gas-powered pneumatic controllers and blowdowns of pressurized equipment.

3. Combusted: Emissions from onsite combustion. These emissions include combustion prod-

ucts (this study tracks only CO,) and unburned fuel entrained in the combustion exhaust,
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commonly called ‘combustion slip,” from engines, flares, heaters, dehydrator still vents and

other sources.

For labeling to be effective, activity and emissions data must support the classification of emis-
sions into the appropriate categories. Emissions from a single location may change labels depend-
ing upon the operating state of equipment, the emissions behavior (size, duration, etc.), or via
interaction with external agents (e.g. leak repair). Several special cases need to be considered.

First, in most venting categories, there is an intended emission rate and duration. Two possibil-
ities exist: (a) Emissions below the intended rate and within the intended duration are classified as
vented emissions; and (b) Emissions above the intended rate or longer than the intended duration
are fugitive emissions. Unfortunately, few published data sources include sufficient information to
separate vented emissions measurements between (a) and (b). For example, low- and intermittent-
bleed gas pneumatic controllers are specified with an intended emission rate and, for intermittent
bleed controllers, an expected duration for each actuation.[55] However, most data on pneumatic
controller emissions provide only total emissions [19, 22, 33] which are not segmented into vented
and fugitive components. Luck et al. [56] provide a prototype of how emissions could be seg-
mented, but the data are limited in scope. Ideally, future field studies would collect and publish
these data.

Second, properly operating combustion devices typically emit a fraction of the fuel gas uncom-
busted. For example, flares are specified to have a ‘combustion efficiency’ — typically 98% — which
indicates that 2% of the combustible hydrocarbons sent to the flare are released uncombusted.
Similarly, dehydrator still vents, engine exhaust, AGRU reboilers, etc. have similar specifications
for properly functioning emissions. When malfunctioning, efficiency may drop substantially, and
these emissions should be classified as fugitive emissions. As with pneumatic controllers, these
data are not generally available.

Due to these data limitations, available input data forces emissions to be coarsely labeled in

the current model. SI Table B.2 summarizes labeling for each category of modeled emissions,
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SI Section B.2.6 describes episodic venting (gas starters and blowdowns), and SI Section B.2.7
describes non-episodic vented sources.

Time domain behavior: Since emissions models in MEET are DES agents, changes in one
model may impact the behavior of other models. For example, a leak detection agent could identify
a fugitive emission, trigger a leak repair agent, which in turn mitigates the fugitive emission.

For compressor stations, the operating mode of the on-site compressors represents the sin-
gle largest driver of temporal variations in emissions, due to the large exhaust emissions of the
compressor drivers[45, 71], and the high-rate, short-duration, gas releases when compressors are
started or blown down. For emissions purposes, each compressor is at all times in, or transitioning
into, one of three principle operating modes: Operating (OP); not operating pressurized (NOP);
and not operating depressurized (NOD). State transitions are shown in Figure 3.2. To depressurize
the unit, the compressor passes (briefly) through the unit blowdown state, when the blowdown
valve is opened and pressurized gas in the compressor is vented to atmosphere. When entering OP
mode from either NOP or NOD, the compressor must pass through a short-duration ‘start’ state to
start the compressor driver; if a gas starter is present, gas will be vented during this state. In some
cases, the start fails (dotted lines), resulting in a return to the previous state. (Failed starts were not
implemented for this study due to the lack of data for the frequency at which they occur).

Major compressor valves (isolation, blowdown, starter) change state with the compressor op-
erating mode [SI Section B.2.1, B.2.6]. Emissions through the valve seal when the valve is closed
are fugitive emissions. When open, there are no emissions or emissions are intentionally vented
emissions. For example, during unit blowdowns, the blowdown valve is opened and emissions
are vented (i.e. intended). When the compressor is pressurized (OP and NOP modes), the blow-
down valve is closed, and any leaks through the valve seal are fugitive (i.e. unintended) emissions.
When the compressor is depressurized (NOD mode), the blowdown valve is typically left open,
and causes no emissions; any emissions observed at the blowdown vent are due to leaks in iso-
lation valve seals [SI Table B.1, Figure B.3]. A similar analysis was performed on other emitter

categories, as shown in Table 3.1 [More detail in SI Table B.2].
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Figure 3.2: Compressor unit operating states. The diagram illustrates the principal operating modes of the
compressor and its associated driver. Valid state transitions are shown with arrows. Current model does not
implement failed starts.

Intermittent gas pneumatics also cycle between two operating states — a near-zero emission
waiting period and a short, high-emitting, actuation. Actuation rates vary between near-zero to
frequent actuations[56]. Typically, actuation emission rates peak at 75 slpm (150 scth) whole gas,

and may interact with other processes, such leak detection.

Table 3.1: Emission labels for emitter categories on compressors that change with compressor mode

BLOW-
Emitter Category | OP NOP NOD | START DOWN
Components Leaks | F F F F
Gas pneumatics”| V A" \" \%
Blowdown valve | F F F \"
Isolation valve F F F
Starter valve | F F F \" F
Rod packing”| V F
Wet/dry seals | V
Combined unit vents | F F F
Compressor driver exhaust | C

Key: F: fugitive, V: vented, C: exhaust, and blank indicates the emit-
ter is inactive, but not mitigated.
* Emissions from intermittent pneumatic controllers may be either fugitive or vented emissions.
# Rod packing emissions are drawn from different distributions for each compressor operating
mode.
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Inter-dependencies between emitters: Gas throughput for a station is determined by the num-
ber of compressors operating and the current throughput of each unit. The operation of other
equipment on the station, such as dehydrators, flares and tanks, varies with the station throughput.
Variations can include both gas throughput for individual units, or the number of units online at
any one time. The frequency of dump valve actuations on station separators is also dependent upon
throughput and the quantity of liquid in the incoming gas. Unfortunately, little data exists to link
the operation of non-compressor equipment to the current throughput of the station. For example,
vent emissions from dehydrators depend upon throughput, but also re-circulation rate and other
settings that vary somewhat independently of throughput.

Due to lack of public data, MEET’s current example inputs do not coordinate compressor
operations with other equipment. However, when analysts select input data, they can coordinate the
throughput-related loadings between equipment types. Assuming the availability of the required
data, future extensions of the model could coordinate throughput for all facility equipment.

Leak models: A primary focus of BU models is an accurate treatment of fugitive (leaks and
other unexpected) emissions behavior. MEET uses one leak model for all facility types; it requires

three sets of information:

1. Distributions of component/source counts for each component/source category, for each ma-
jor equipment type. Component count distributions are typically derived from field studies

that counted components, or from internal company data.
2. The fraction of each component category that is leaking.

3. Distribution of emission rates for leaking components, commonly called a ‘leaker factor’ or
‘leaker distribution.” Note that leaker data is not the same as average or population emission

factors.[62]

Since many distributions are highly skewed, empirical distributions from field studies are pre-

ferred for both activity and emission data.
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Most field studies of leaks are ‘snapshots’ in time that identified and measured individual leaks.
In contrast, MEET needs not only the leak size, but also a measure of the frequency at which new
leaks appear. To estimate these parameters, MEET makes a number of assumptions to emulate a
time-varying leak count with variable leak size. Key steps are discussed below; SI Section B.2.5
provides mathematical detail on the formulation of the model.

First, the model assigns component counts for each component type on each unit of major
equipment (e.g. a compressor). Counts are pre-set for some source types [SI Section B.2.1] or
drawn from an empirical distribution of counts for others [SI Section B.2.4].

Second, at the start of the simulation, MEET assumes that the fraction of components leaking
in each component category equals the fraction observed in field data. MC methods are used to
populate these initial leaks. Leak count may vary substantially between MC iterations, but will
converge over a sufficiently large number of MC iterations to the fraction of components seen
leaking in the field study. This method assures that the facilities modeled in MEET reflect the
conditions seen in the field study at the start of the simulation.

Finally, later in the simulation, additional leaks will start. Leaks may also be repaired, either
through routine facility maintenance or via specific LDAR processes. To generate additional leaks,
an assumption must be made on the frequency at which leaks appear on the simulated equipment.
Most emissions models are populated with data from field campaigns that screened for leaks at
many field locations (operator records from LDAR programs may also be used). In most cases,
the facilities screened for leaks in these studies have been subject to prior LDAR activities. The
frequency of LDAR surveys, and the fraction of detected leaks repaired, impact how these data
reflect the generation rate of new leaks. Unfortunately, these qualifying data are seldom published.
Therefore, the model makes several assumptions to produce a realistic leak generation rate.

First, the model assumes that (a) facilities in the field study were subject to periodic LDAR
surveys; (b) all leaks were detected; and (c) all detected leaks were fixed shortly after detection,
prior to the next survey. Therefore, leaks detected during any survey — including the study’s field

campaign — reflect the number of new leaks since the last survey. Since field campaigns typically
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measure facilities at arbitrary times, on average they visit facilities half way between LDAR sur-
veys. Leaks detected therefore represent, on average, half the leaks generated at the facility per
LDAR survey.

Unfortunately, leak survey frequency for studied facilities is not typically published with field
studies. Therefore, MEET assumes that LDAR surveys occur annually, a common frequency,
and therefore the field data represent new leaks which appeared in six months. Different survey
frequencies can be accommodated, if known, by adjusting the leak generation rate parameters.

Second, if leaks are generated but not repaired, the number of leaks will increase throughout
the simulation. This may be the desired behavior, for example, to test the efficacy of several LDAR
programs. However, in the default case, where leak repair actions are not independently simulated,
MEET simulates repair actions such that leaks are repaired at the same rate as they are generated.
Since repair actions are generated independently from leak generation, the number of leaks will
vary, but will converge to to the desired leak frequency over a sufficiently large MC simulation.

The availability of leak data varies substantially between compressor stations in different in-
dustry sectors, and current sources require specific pre-processing to be included in a MEET model
[SI Sections B.2.5 to B.2.5].

Gas composition: MEET simulates CO,, CH,, and light alkane emissions. During the DES
simulation, the event log notes the type of gas emitted (e.g. whole gas, combustion exhaust, etc.)
and gas compositions are applied when data is extracted to a time series.

For compressor stations, gas composition data varies between incoming gas, gas after dehy-
dration, and flash gas from liquid storage tanks. However, these data are not generally available
for compressor stations. Therefore, the current MEET model utilizes a single gas composition
for all whole gas emissions from the facility (vented or fugitive), while combusted emissions are
computed using models which are specific to the type of equipment [SI Section B.2.3].

Sources not modeled: Several sources are not included in current MEET models for compres-
sor stations, due to the lack of public data to design these models. Combustion emissions from

heaters (e.g. AGRU steam heaters, dehydrator reboilers) are not modeled. MEET also assumes all
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AGRU vents are routed to flares. Full or partial station blowdowns are not modeled; these events
are infrequent. While only marginally interesting for method comparisons, they must be included
to estimate annual emissions. Unlike the MEET production facility model, tank flash emissions are
not modeled since little information exists on the composition of liquids sent to the tanks. Finally,
emissions from dehydrators and flares are drawn randomly from Greenhouse Gas Reporting Pro-
gram (GHGRP) reports, and, as a result, there may be mismatch between the size of these emitters
and other equipment on the compressor station in some MC iterations.

For ease of use, MEET defaults any data not specified by the analyst. For example, if the
number of compressors are specified, but the size and type of compressor driver is not specified,
these values are drawn randomly from published data, and will vary substantially between MC
iterations. Alternatively, if these values are specified, then major compressor emissions, such as

compressor driver exhaust, will show only minor variation between iterations.

3.4 Results and Discussion

To demonstrate the model, a set of eight compressor stations was constructed. Seven of the
stations are modeled after facilities measured in a recent basin study [45], including the size and
number of compressors and the type of compressor driver. After configuring the facility equipment,
the run time of the compressors was manipulated to create a variety of operating characteristics
across a range of compressor loading (fractional load when running) and utilization (fraction of
the time the compressor is running). The eighth station (station ID 1), utilizes compressor types,
loads, and utilization taken from T&S data [33]. Key characteristics of the stations are summarized
in Table 3.2, and SI Table B.6.

The stations were simulated for a year, using a relatively small number of Monte Carlo iter-
ations (20), since the primary purpose is to illustrate the functionality of the model. Across all
iterations, 3131 emitters were active at some time. Large emitters were included by modifying

default emissions distributions [SI B.2.9]; the 25 emitters larger than 10 kg/h are summarized in SI
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Table 3.2: Key operating characteristics of test stations

Total Compressor
Station Total Loading
Station Compressor Power Station When Operating

ID Sector Size Count (103 HP)  Power (MW) Operating Utilization Fraction

1 T - 2 9.78 7.29 90% Very Low 35%

2 G Typical 8 12.5 9.29 80% Typical 79%

3 G Typical 5 8.88 6.62 98% Typical 85%

4 G Small 2 3.55 2.65 104% High 90%

5 G Small 2 3.55 2.65 50% High 90%

6 G Large 24 40.9 30.5 90% Typical 79%

7 G Small 2 6.23 4.65 0% Zero 0%

8 G Typical 7 12.5 9.29 90% Low 58%
All G&T | - 52 97.8 72.9 | 86% | Typical 73%

Table B.9. These emitters appeared in 14 Monte Carlo iterations, and on 6 of the eight stations, in
at least one iteration, and 6 sources emitted over 100 kg/h.

Daily total emissions were extracted for all emitters, and a set of 26 randomly-selected half-
day periods were extracted at one-minute resolution to simulate measurement methods. Figure 3.3
provides an example of daily and minute resolution time series.

To demonstrate the model, we consider three test cases which model aspects of methods in
active use: error bounds when estimating emissions using a downwind tracer flux method, vari-
ability in ethane/methane ratio, and the probability that a continuous monitor can identify a fugitive
emission given a substantial background of vented and combusted emissions.

Tracer Flux Simulation: Single- and dual-tracer flux methods are well-established methods
for estimating facility-scale emissions [45, 33, 38, 30, 46], following methods developed in the
1990s[2] and extended recently with the use of more advanced trace gas analyzers[27]. Briefly, the
method utilizes one or more tracer gasses — acetylene and nitrous oxide are common — released at
a known rate near a suspected emission source. A mobile instrument transects the emission plume
downwind of the release, covering sufficient distance to measure both background and plume con-
centrations of both tracer and target species. Emission rates are calculated from the ratio of the
target species to the known tracer emission rate [SI Section B.2.9].

In this study, tracer measurements were simulated using the one-minute resolution data. Each

transect (or ‘plume’) was calculated as the mean of 3 minutes of data with a measurement error
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(a) Daily resolution for the year. Day-to-day variability is primarily due to
operating times of the compressor and, while load is constant during any one
run period, it varies randomly between operating periods.
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(b) Minute resolution, midday on day 80. Fine detail illustrates short duration
events occurring during the simulation, such as pneumatic actuations and the
cycling of emitters with the compressor operating state.

Figure 3.3: Simulation examples for compressor 12 on station 6. Left panel displays the time series. Light
gray lines indicate the 20 individual Monte Carlo iterations and the dark line indicates the mean over all
iterations. Right panel displays the same data as a histogram of values.

standard deviation of 15%. The plume duration is a conservative assumption (which improves
the tracer estimates) by averaging over a longer time than a typical transect. Measurement error

is typical of estimated error from prior studies. [30, 27, 24]. A single tracer measurement was
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the mean of multiple (2 to 8) plumes, which were spaced 5 to 15 minutes apart. The resulting
simulations were ‘best case’ tracer method estimates, with no confounding sources, and neglecting
any issues due to spatial misalignment of emission sources relative to tracer release location, poor
road access, or challenging wind conditions. Results are summarized in Figure 3.4 and SI Table

B.10.
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Figure 3.4: Results of tracer simulation. Data are grouped by station, with tracer estimates in declining
order by median estimate. Results from all stations combined are shown as a per-station estimate labeled
‘Mean’. Gray blocks represent the confidence interval (CI) for station emissions based upon 365 days of
simulated emissions. Tracer estimates for each day are shown as median and mean points and bars with 95%
confidence intervals. Confidence interval bars extending outside the gray region represent the probability
that a field measurement campaign measuring each of these facilities on one day would estimate emissions
outside the confidence interval of annual emissions for these facilities.

The tracer simulation demonstrates that the method correctly estimates emissions for all station
types and sizes over a large number of days and simulated measurement events. Errors in mean
estimated emissions range from -2% to 0.9% for individual stations, and -0.5% for measured emis-
sions on the group of 8 stations. This illustrates that the method itself produces correct estimates

in the mean.
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However, no measurement campaign includes a large number of days and measurements; cam-
paigns are economically limited to a few samples of each station [45, 27, 24], typically occurring
on one or two days. Therefore, the accuracy of any measurement campaign is more correctly re-
flected by the accuracy of individual measurements, which is far lower than large ensembles of
measurements. For individual stations 30% of measurements are outside the confidence interval
of the annual estimate, with more estimates (24%) underestimating emissions than overestimating
(5.3%). For the station group, 28% of measurements are outside the annual confidence interval
(21% under the lower CI and 7% over the upper CI). Therefore, due only to natural variability
in emissions from these midstream sites, a measurement campaign has a one in three chance of
estimating emissions outside the 95% confidence interval of annual emissions.

Given that the simulated measurements do not reflect all of the challenges of actual field mea-
surements, these simulations illustrate that the uncertainty in tracer measurements — arguably one
of the most accurate of field measurement techniques — is higher than commonly estimated. In
particular, error estimates typically include only the measurement process, and do not account for
the unknown variability in the facility’s operating state and emissions behavior.

Gas Ratio Impact: Regional measurements often utilize ethane/methane (C2/C1) ratio to at-
tribute greenhouse gas emissions to a mixture of thermogenic and biogenic sources in a region. For
production basins and urban areas, a common assumption is that thermogenic natural gas emissions
will have a C2/C1 ratio that corresponds to the gas production in the basin, or delivered gas in a
distribution system area. The time-resolved simulations of the MEET model allow an estimate of
both long-term mean and variability in C2/C1 ratio.

All compressors on the stations simulated here are equipped with lean-burn natural gas engines
as drivers. Lean-burn engines are common in gathering and transmission, accounting for 66% of all
compressor drivers in a recent gathering study[71, Table S3-19]. When operating, a fraction of the
natural gas fuel is emitted, uncombusted, in the engine’s exhaust, an emission source commonly

called ‘combustion slip.” Further, C2+ hydrocarbons are preferentially oxidized in the engine (and
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potentially in the exhaust catalyst), leading to excess methane emissions relative to the fuel gas
composition.

The C2/C1 ratio based upon daily simulations is shown in Figure 3.5. Station 7, which has no
operating compressors, exhibited a C2/C1 ratio matching that of the natural gas transported through
the station. In contrast, Stations 3 and 6, with 5 and 24 compressors, respectively, and high com-
pressor utilization and loads, exhibited C2/C1 ratios approximately half that of the gas passing
through the station. It is common for gathering stations to operate at relatively high utilization
(>80%) and high loads. When operating in this common mode, the stations may produce emis-
sions which have one half the C2/CI1 ratio of the field’s produced gas. For basin-level estimates,
underestimating C2/C1 ratio for any source type is likely to lead to under-attributing emissions to
that source, and/or increasing attribution to a source with higher relative ethane emissions. A re-
cent basin-level study that modeled emissions variability indicated that gathering station emissions
were similar in size to production facility emissions[50]. In this case, underestimating C2/Cl1 ratio
of gathering by ~50% could underestimate that ratio by 25% for all oil and gas operations, and

potentially skew source attribution away from gathering toward production or other gas infrastruc-

ture.
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Figure 3.5: The ethane-methane ratio of emissions from the simulated compressor stations. In this sim-
ulation, all stations handled natural gas with the same C2/C1 ratio (0.204); variation in the C2/C1 ratio is
entirely due to changing activity (vented and combusted emissions) and leak emissions at the station.
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A similar analysis conducted on facilities with high liquid production could see an opposite
effect; gas dissolved in the liquids and emitted from tank vents could be relatively richer in ethane
than the produced gas composition.

Additionally, day-to-day variability in C2/CI1 ratio increases with variability in compressor uti-
lization due to higher variability in the number of compressors operating at any one time. Trans-
mission stations generally have lower utilization than gathering stations to provide capacity for
surge demands on the transmission system. Correspondingly, Station 1, a transmission station
with 2 large engines, displayed the highest day-to-day variability emission. In the current simula-
tion, compressor utilization for transmission is entirely random. A more representative simulation,
however, would reflect seasonal variations in transmission demand, with corresponding seasonality
in both emissions and C2/C1 ratio.

These results indicate the need for caution when applying current methods of source-attribution
in basin-scale studies. Since bottom-up inventories that are commonly utilized as Bayesian priors
for source-attribution do not model differences in C2/C1 ratios, or temporal variation in those
ratios, attribution may be skewed between O&G sectors, or between O&G and other methane
emission sources.

Continuous Monitoring: ‘Continuous monitoring’ refers to the use of permanently installed
sensors, coupled with appropriate analytics, to sense emissions from a facility on a near-continuous
basis. This type of sensing has drawn increasing attention due to the development of lower-cost
sensors with higher sensitivity and improved analytic methods for identifying emissions. Recently,
Colorado (a centrally-located U.S. state) passed legislation that will require continuous monitoring
at many oil and gas facilities.[54], and proposed regulatory changes by the EPA [89] also encourage
continuous monitoring.

The prior simulation examples, above, were primarily concerned with total emissions from a
compressor station. In contrast, a successful continuous monitor must identify unwanted emissions

in an environment where the other sources may produced planned emissions. To analyze this
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scenario, MEET divides emissions into the categories described in the Methods section (‘Emission
labels’) and utilized by the EPA and other inventories [125, 124].

The goal of a continuous monitor installation is to identify fugitive emissions in an environment
where vented and combusted emissions are substantial. Therefore, in this example we simulate the
mix of emissions at the compressor stations to develop an understanding of what sensitivity and
analytic performance would be required for a continuous monitor to detect fugitive emissions.

The simulation assumes that knowledge of the facility’s background (vented and combusted)
emissions is known exactly — i.e. combustion slip from compressors, timing, size and duration of
blowdowns and gas starts, and gas releases from pneumatic controllers is known precisely and can
be 'tagged’ as vented by the monitoring solution’s analytics. In practice, this type of knowledge
is near-impossible to acquire. Therefore, the estimates here provide a rough upper bound on the
performance of a continuous monitoring solution [SI Section B.2.9].

To consolidate the complex topic of monitoring performance into a single metric, simulations
measure the monitoring solution’s performance using a ‘detection threshold” defined as “ability to
identify fugitive emissions that are X% higher than the perfectly known background emissions.”
For example, a detection threshold of 20% would indicate that emissions that are >120% of the
known background would trigger a fugitive emissions detection at the station; if fugitives are
<120% of known background, no detection would be triggered. SI Figure B.5 provides a time
series example for Station 6 — a large station with 24 compressors and high utilization — and SI
Figure B.6 for Station 7 — a small station with no compressors running. The simulation utilized
methane as the sensed gas species, and both stations have fugitive emissions at all times.

For station 6, a monitor with a 20% detection threshold would detect fugitive emissions on 10%
of the one-minute samples in the simulation; the low percentage is primarily due to the high back-
ground emissions, primarily from combustion exhaust. In contrast, the same solution on station 7,
with no combustion exhaust and lower overall activity levels, would detect fugitives 99% of the
time. Extending the analysis, Figure 3.6 illustrates results for detection thresholds from 0-100% of

total emissions.
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Figure 3.6: Fraction of the time that a continuous monitor (CM) would detect fugitive emissions. The
horizontal axis shows the detection thresholds for the CM solution, ranging from 0% (a perfect system
that can distinguish any fugitives within any amount of non-fugitive emissions) to 100% (all emissions
must be fugitive emissions for a detection to take place). A detection threshold of 50% indicates fugitive
emissions equal non-fugitive emissions. The vertical axis shows the the fraction of the time the continuous
monitor would successfully indicate that fugitive emissions were occurring. The color scale indicates the
time-weighted utilization of compressors on the station, from 0 — no compressors operating — to 1 — all
compressor operating.

For stations with higher compressor utilization (i.e. all stations except 1 and 7), the fraction
of time a continuous monitor would detect fugitive emissions drops dramatically for detection
thresholds less than 40%, even for stations with a small number of compressors (stations 4 and
5). Given the uncertainty in operating state of equipment and timing of emission events, knowing
background emission rates to within 30% is challenging; actual performance would likely require
more sophisticated sensing, better analytics, or multiple gas species to achieve detection thresholds
below 40%. Stations 1 and 7 have extended periods with no compressors operating. This increases
the time when background emissions are lower, increasing the time (i.e. the probability) when
fugitive emissions would be detected.

These results provide a cautionary note regarding the deployment of continuous monitoring

solutions. First, applicability of these methods is highly dependent on site type and site operations.

63



Second, the analytics behind continuous monitors will likely need ongoing, near-real-time, infor-
mation about site operations to estimate combusted and vented emissions in order to distinguish
fugitive from these other sources. Finally, even for very large facilities (i.e. station 6), continuous
monitoring successfully detects the largest emitters when they occur, as illustrated by the detection
pattern in SI Figure B.7. For this station, all fugitive emitters with rates above 100 kg/h would be

detected by a continuous monitor with a 20% detection threshold.

3.5 Conclusions

The seemingly simple extension of BU inventory methods to accommodate time-varying emis-
sions highlights underestimated uncertainty in measurement methods and emissions monitoring.
Results of this study indicate systematic underestimation of uncertainty in common facility-scale
measurement methods and basin-scale source attribution methods: Studies typically do not ac-
count for variability in emission rates and C2/C1 ratio at midstream facilities, and by extension,
other O&G facilities. These increased uncertainties are additive to other method uncertainties
which are commonly estimated, such as meteorological uncertainty, instrumentation limits, and
modeling limitations. Similarly, interest in continuous monitoring at O&G facilities may obscure
limitations on their performance: Most are tested in controlled conditions with little-to-no vented
or combusted emissions, then deployed at facilities with high levels of vented and combusted emis-
sions, where these methods may be unable to distinguish fugitive emissions from other planned gas
releases.

Use of MEET also highlights significant shortfalls in data available from field studies ... includ-
ing those performed by the authors. Significant data gaps which could be addressed in future field
campaigns include: monitoring of equipment to capture time-varying behavior, such as compressor
starts and stops; segmentation of emissions into fugitive and vented components; capturing LDAR
survey frequency and the time since the last survey during the field campaign; capturing data to

relate equipment operation to overall station throughput; and noting the volume and frequency of
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unit blowdowns. Each of these data items are of marginal importance to yearly inventory results,
but have substantial impact on short-term simulations, as noted in the examples.

Data released in conjunction with component emissions measurements also presents challenges
for time series simulation of emissions. Typically, field campaigns note the emission rates of mea-
surements for a component type, and potentially the number of components of that type. However,
it is unusual to note the number of components screened for leaks — as opposed to total number of
components — and the number of detected emissions, including those that could not be measured.
These two elements — component count screened and emission count detected — are a necessary
ingredient to estimate time series behavior of many emitters [Section B.2.5]. As an illustration,
a study finalized during development of MEET [71] provides a prototype of what data should be
captured and how it can be presented (see AvgFactor.x1sx in study data).

The MEET software will be released as an open source tool in 2021, hosted by the University

of Texas (http://dept.ceer.utexas.edu/ceer/ect/).
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Chapter 4

Real-Time Simulation and Modeling

This case study describes an experiment conducted between National Renewable Energy Lab-

oratory (NREL) and CSU, where a real-time simulated model was split between the two sites.

4.0.1 Modeling

Real-time simulation, where the simulation step time is the same as real, observed time, are
highly depending on precise timing. These simulations are typically run on specialized hardware
designed specifically for real-time simulations [137, 142]. Also, these simulations often depend on
specialized and expensive equipment (wind turbines, grid simulators, etc.), and developing large-
scale experiments at different locations require a network [48]. However, introducing a network
adds additional challenges in the form of random, unpredictable network delays, and the problem
of how to keep distributed simulations synchronized.

One way to address these problems is to build observers into the model itself to maintain
and correct the model state across the distributed elements. This technique is discussed in Ap-
pendix C.2. Another technique to handle networking related problems is to build a protocol that
keeps track of timing related parameters and presents to the observers for model correction. The

rest of this chapter describes such a protocol.

4.0.2 Related Works

* Appendix C.1 describes how to achieve precision real-time performance on modern, inex-

pensive hardware.

» Section Appendix C.2 describes techniques how to correct for network delays in distributed,

real-time simulations.
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4.1 Networking for Real-Time Distributed Simulation

The full-scale implementation was split between NREL and CSU. Firewall exceptions were
required from both institutions to enable data transfer. Traffic originated from the NREL node (the
“primary”’), was routed through the NREL firewall, and sent to the CSU node (the “secondary”).
The NREL side used Network Address Translation (NAT) to allow bi-directional packet flow to the
CSU node. The CSU node required a firewall exception, which allowed traffic from the specific IP

address of NREL’s NAT firewall to the secondary node.

Primary Secondary

Figure 4.1: Network Timing Calculations

The challenge for this model is that the network delay between the two nodes. This network
delay is dependent on many factors, including network load and routing algorithms. It is impossible
to determine before a packet is sent. It can be determined after the fact, though conditions can
change from one packet to another. To calculate this delay for an individual packet, the primary
and secondary include the time of sending and receipt of the packet in the packet itself. These
times are identified as %y, ¢1, to, t3 in Figure 4.1. The implementation then uses the Network Time

Protocol [1] algorithm to calculate the round-trip delay (d) as shown in (4.1)

(t1 —to) + (t3 — t2)
2

d= .1
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Note: Mills also provides a formula to calculate the time offset between two nodes — in this
case, the difference between ¢y and ¢; This calculation is not used in the initial implementation,
but can be used in subsequent implementations to improve calculation of the delayed terms in the

observers.

Primary Secondary
: T-d

Start Time ; l

Figure 4.2: Synchronizing the Reference Signal

—

Changes to the Reference Signal need to be sent to both Observers simultaneously. This is
achieved by synchronizing the start of processing in both the primary and the secondary. In this
case, the primary determines when to start processing and calculates a time delta (7" in Figure 4.2).
The primary then adjusts this time delta with the average network delay and sends this calculated
modified value to the secondary and then waits for the time interval 7. The secondary receives the
packet, and waits for the time interval 7" — d, which assures the primary and secondary node start
at the same time.

Basic operation of the system is shown in Figure 4.3. On a periodic basis, the primary sends
its updated output value to the secondary. Also included in this packet is the next reference signal
value — this allows the system to be completely controlled by the primary and not require sharing
of the complete reference signal values in the secondary. The secondary then replies to this packet
with its updated output value. Also shown is the timing relationship of the output values to the

delayed values stored in both Observer A and Observer B. The current implementation simply uses
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Figure 4.3: Ongoing Timing Adjustment

the stored value from the previous time step for these values. Future implementations can store
more values, along with the local timestamps when they were calculated, and combine this with
the timestamp values in the packet and the offset calculation to refine and improve the accuracy of

the delayed signals.
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Chapter 5

Conclusion

Simulation’s impact on science, and thus policy, is increasing. This means that attention must
be paid to the process by which simulations are developed to ensure high-quality, defensible results.

Two main reasons for developing simulations are when the processes being simulated are ex-
pensive or dangerous for experimentation, and when the timing events being examined are either
too fast or too slow to be observed regularly.

There has been a proliferation of data that can be used to drive models in recent years. One
reason for this proliferation is a dramatic increase in sensor / [oT / I-IoT data, where environmental
conditions can be inexpensively and reliably monitored. Another reason for this proliferation is
the wide availability of public data sources — including regulatory agencies making reporting data
publicly available.

Unfortunately, this proliferation of data has a downside — the quality of it is unknown. Anyone
using this data must take responsibility for ensuring that the data values are in range and make
sense, missing values are identified, and there are no systemic biases. A second issue with this
data proliferation is that data sets are developed in isolation of each other, and care must be taken
to merge them together. Keys must be checked for uniqueness and completeness, and merged data
sets must be checked to ensure they are consistent.

The increasing importance of simulation, and the issues with proliferation of data, suggest the
need for a robust process for defining high-quality simulations. Such a process starts with solid
Data Management principles, including verifying individual data sets, merging data sets from
different sources to provide a comprehensive data set, and an iterative process to identify data
quality or merging issues.

The second step of a robust simulation process is the Modeling phase, where the simulation
itself is actually developed. This phase typically starts with small-scale simulation runs that verify

the isolated steps of the process, then expand to larger and larger verifications. Two key mecha-
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nisms for validating simulation results are to set the inputs to the simulation to the initial conditions
of an observed process, and compare the output of the simulation to the observed results. The other
mechanism is to compare the results of the model being developed with a known good model in
the same domain.

The third step is the Analysis phase, where conclusions are extracted from simulation results.
This is in fact the most intellectually challenging step, as pulling out good conclusions from huge
amounts of simulation results can be difficult. Another important process during this step is to
anonymize the results, which may, in fact, require consideration during the Data Management and
Modeling phases.

Automation is critical for the reproducability of results and to handle data updates — perhaps for
re-running the simulations for a new year. During the Data Management phase, a machine-readable
"metadata” file should be created that describes where the data came from, when it was created,
what QA checks were applied to it, etc. Whenever a data set is updated, the metadata should
be updated as well. During the actual modeling, automation can be used for continuous results
validation, and an additional metadata block should be created that (a) references the metadata for
all input data, and (b) describes specifics of the simulation process itself — who ran it, when it was
run, input parameters, software versions, etc.

Finally, during the Analysis phase, automation can help by generating reports from templates
and anonymizing the results. And a metadata block should be created to describe specifics of the
analysis process. All the metadata blocks can be used foSincer debugging and to provide a chain

of custody and transformation of the simulation results.

5.0.1 Future Work

Processes for developing data sets that can be more easily merged should be defined. These
processes can include basic data QC practices, management of keys for merging, and electronic

access / data search processes.
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Since automation plays such an important role for the repeatability of the automation process,
software components to support the process can be developed. Example modules that could be
useful include metadata management, template-based report generation, generic timeseries manip-

ulation, and tools for verifying simulation output data vs. other data for verification.
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® Time periods paired by weather provide solid before/after load change estimates.
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In the USA, residential photovoltaic (PV) systems are often configured for net metering “behind-the-meter”,
where PV energy generation and building energy demand are reported as a combined net load to advanced
metering infrastructure (AMI) meters, impeding estimates of PV generation. This work presents a methodology
for modeling individual array and system-wide PV generation using only weather data, premise AMI data, and
the approximate date of PV installation — information available to most distribution utilities. The study uses
36 months of data spanning nearly 850 homes with installed PV systems in Fort Collins, Colorado, USA. The
algorithm estimates building energy consumption by comparing time periods before PV installation with similar
periods after PV installation that have common weather and activity characteristics. Estimated building energy
consumption is then compared with AMI meter data to estimate otherwise unobservable solar generation. To
assess accuracy, modeled outputs are compared with directly metered PV generation and white-box physical
models of PV production. Considering aggregate, utility-wide, generation estimates for the three year study
period, the proposed method estimates over 75% of all days to within +20% of established physical models. The
method estimates more effectively in summer months when PV generation peaks and is of most interest to
utilities. The model often outperforms physical models for days with snow cover and for arrays with shading or
complex multi-roof implementations. The model also supports day-ahead PV prediction using forecasted weather
data.

1. Introduction

By 2019, the U.S. had 70 GWj¢ of solar capacity [1] with around
20% of that being residential rooftop photovoltaic (PV) systems [2].
Between 2014 and 2018, the compound annual growth rate of small
scale (under 1 MW) photovoltaic (PV) generation in the United States
was 28.2% [3]. The 2 millionth solar array was installed in early 2019
[4] and within 5 years over 2.5% of all U.S. homes will have PV[5].
Additionally, the National Renewable Energy Laboratory has found that
the technical solar potential of suitable residential buildings was over
700 GWpc, which could generate 926 TWh/year, a quarter of the United

States’ total annual electricity consumption [6].

The growth of solar has increased interest in better estimates of real-
time generation from PV systems for use by distribution utilities [7].
Larger commercial and utility-scale solar deployments are usually di-
rectly metered, providing actual generation, typically at high time re-
solution and with minimal latency. Thus, both system owners and
electrical system operators know the actual energy produced by large
solar arrays. These data can be used to forecast expected generation.

However, residential solar systems in the USA are typically net-
metered by the distribution operator, with 38 states having net-me-
tering policies by 2019 [8]. In traditionally metered systems with PV,
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system operators have access only to net load for the billing period,
obscuring any information about the PV generation. When available,
digital smart meter data generally reports only net-load or net-gen-
eration (generation net of load) for each meter reading. Since generated
PV offsets concurrent load in a net-metered building, it is difficult to
separate behind-the-meter (BTM) generation from load. Therefore,
distribution utilities are essentially blind to PV production at the vast
majority of residential solar sites. This lack of insight into solar gen-
eration complicates solar forecasting and the balancing of dispatchable
generation with demand [9].

Directly estimating generation for residential arrays is also complex.
Modeling requires numerous variables, including weather, physical
orientation of the array, system size and electrical characteristics. In
addition, ever-changing external factors such as seasonal tree shading,
snow coverage, ground reflectance, and panel soiling also impact power
output. If these data are available, there are well established physical
models that utilize these inputs and current or forecasted weather to
estimate solar generation [10]. These tools are often utilized for esti-
mating the output of large solar arrays and have achieved accuracy to
within +10% of the actual generation of the array [11,12].

However, as noted in [13], distribution utilities often do not have
access to this specific data for each residential array, either because the
data were not collected during the permitting process or because the as
installed configuration of the system does not match the reported con-
figuration. In addition, system or site modifications over time may also
impact PV production.

Shaker et al. [14] suggest using the output from a small number of
known PV arrays to extrapolate power production across a greater
number of PV systems within the same area. However, this type of
modeling requires the utility to know the total capacity of residential
systems within the area, and implicitly assumes that the small number
of monitored arrays represent all variation in system configurations for
the unmonitored arrays.

Several authors have proposed machine learning methods to esti-
mate PV production [15]. These methods rely on training a model using
separately metered PV and load on residences [16], specific system/site
data [17], or use PV production from nearby metered arrays as a sur-
rogate for residential PV production [13].

The key challenges with these proposed methods include a) ac-
quiring long time series of local generation data for training, b) un-
derstanding if the solar resource used for training is representative of
current and future PV installations, ¢) acquiring the skills to train the
model - likely a challenge for most distribution utilities, and d) de-
pending upon the method, having reasonably accurate records of the
location, size and as-built physical characteristics of individual PV ar-
rays.

Many of the models described above were developed and tested
using only small data sets, including a single 5-kW array [16], 8 houses
over the span of 10 days [7], 15 days of training data from one PV
system [18], or only superficially describe training methods and data
sets [17]. Another method requires metered PV output from over 300
sites [19], an arduous data set to replicate. These approaches report an
root mean squared errors of between 20% and 50%, and usually require
access to data from representative systems where PV is metered in-
dependently from load. Because these works use uncommonly available
data sets and typically only train and/or model from a few PV systems
over short periods of time, further work to improve net-metered PV
modeling is appropriate.

The difficulty of modeling a portfolio of residential assets using
physical models stimulated interest in estimating PV output based on
smart meter (AMI) data. This type of estimate is essentially an effort to
disaggregate PV generation from the net-generation/net-load mea-
surements reported by the smart meter. This work proposes an alter-
native method that will estimate PV production using open-source py-
thon software and three data sources that are commonly accessible by
distribution utilities: a) historical and, if desired, forecasted, weather
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data, b) net-metered, sub-hourly, AMI data, and c¢) the approximate
month of PV system installation. Contact the corresponding author for
software examples.

This method does not require training using known PV generation,
nor does it attempt to estimate array-specific parameters [20] or a re-
presentative system’s geometry, as attempted by other work [21]. We
use this method to estimate individual system and aggregated genera-
tion using 1-4 years of AMI data from nearly 850 net-metered re-
sidential systems. By using the known basic configurations of these
systems, the method’s performance is tested against a physical model to
compare generation estimates.

The paper is organized as follows: Section 2 discusses data sources,
Sections 3 and 4 discuss the methodology and testing of the AMI model
against known generation, and Section 5 provides an overview of the
physical model used for model comparisons. Sections 6 and 7 present
results, discussion and conclusions. Throughout this work, we designate
the mean of any quantity using a bar (e.g. P), and the median using a
caret (e.g. P).

2. Description of data sources

For this analysis, we utilize data from Fort Collins, Colorado, USA, a
high-elevation community in the central USA with highly variable
weather conditions. Electricity service is provided by the City of Fort
Collins Utilities (FCU), a city-owned municipal distribution company
with a sole-provider contract with Platte River Power Authority.

2.1. AMI data from Fort Collins utilities

Beginning in 2014, FCU installed AMI meters on existing premises,
and the AMI system became operational at the beginning of 2015 [22].
FCU had approximately 76,000 premise meters in mid-2019.

The AMI meters report on 15-min intervals, and all residential PV
systems are net-metered. FCU provided all AMI data to Colorado State
University (CSU) researchers - a total of approximately 11 billion meter
readings. Four data fields are of interest for this research: premise ID
number, which can be tied to geospatial and housing data, timestamp,
delivered energy, and received energy. Delivered energy refers to en-
ergy supplied to the building by the distribution grid during a 15-min
interval. Received energy refers to self-generated energy (in this case
from PV) exported by the building back to the distribution grid during a
time interval.

The power balance for a single premise is:

d=L-g )

where d; is the power delivered to the premise at any instant i, [; is the
premise load, and g; is the PV output power. During one meter reporting
period, the meter samples d many times, and d may be both positive —
energy delivered to the premise — or negative — generation received by
the utility. The meter integrates these individual measurements over
the meter’s reporting period and reports two quantities to the utility,
delivered energy:

A= Z ma}{di, 0)-(11

iet

(2)

and received energy:

m =y, |min(di, 0)|~dt

iet

3

where the subscript t refers to one meter reporting period — 15 min in
this study — and dt refers to the (unknown) internal sampling period of
the meter. Energy quantities for load (B = Y, [;-dt) and generation () are
similarly defined.

Fig. 1 schematically illustrates the recorded AMI data. Solid boxes
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Fig. 1. AMI Data Visualization. Box P represents the delivered energy to the
premise before PV installation, which is the total building load when no gen-
eration assets are present. Box A represents energy delivered to the premise
when some load is offset by unmeasured PV generation (dashed green boxes).
Box I represents excess generated energy received by the distribution grid from
the premise when generation exceeds load.

represent metered readings and dotted boxes represent unknown va-
lues.

2.2. Weather data

Weather data from a weather station located on the main campus of
CSU [23] - a reasonably central location to FCU’s distribution system —
was used for this study. The weather station provides 10-min mea-
surements of temperature (°C), wind speed (m/s), and solar irradiance
(watts/m?). Fort Collins snowfall data was obtained from the National
Oceanic and Atmospheric Administration’s Climate Data online portal
[24]. The database provided daily snowfall (inches) and accumulated
snowfall (inches).

2.3. Solar assets in Fort Collins

FCU provided records of each photovoltaic system installed in the
city’s distribution network. This dataset provided the following in-
formation: premise ID, installed capacity (kWpc), date of installation,
inverter manufacturer, inverter model and quantity, array azimuth and
tilt, and the electric service rate class of the premise.

Between 1987 and April 2019, 1,389 PV systems were installed
within the City, totaling a capacity of 13.1 MWpc. Approximately 93%
of PV systems were installed on residential premises, with an average
installed capacity of 5.5 kWpc. Residential premises accounted for 7.3
MW, or approximately 55% of total installed capacity. Around 285
older systems, mostly installed before 2015 are missing array tilt and/or
azimuth values in the City’s records; these values were estimated using
satellite and street-level imagery.

2.4. Confidentiality

This analysis utilized the full data set including per-premise AMI
readings. This type of data is available to most utilities but is seldom
made publicly available. Interested researchers can contact the corre-
sponding author for aggregated and/or anonymized data similar to that
used here.

3. AMI model methodology
3.1. Framework
The underlying assumption behind this model is that, given similar

weather conditions, building load (i.e. ;) does not change due to PV
system installation. Using this assumption, estimates of load from pre-
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PV periods can be used to estimate behind-the-meter PV generation for
post-PV periods.

We find this assumption works well for the study area. However,
some caution should be used when applying to other systems. Some
recent behavioral research has observed an increase in energy usage
(termed the ‘solar rebound effect’) after PV is installed in a household
[25]. These observations were made in a region with high cooling/low
heating building energy needs (the opposite of Fort Collins), and also
found that solar consumers in liberal areas (like Fort Collins) experience
lower rebound.

Using this assumption and referring to the notation in Fig. 1, the
basic approximation from this model for PV generation, G, is
G =P — A + II for any time period. The values A and IT are measured
and recorded in the AMI data. The model’s algorithm matches similar
timestamps from pre- and post-PV periods to estimate P, the total load
for the building. While applied here to PV production, reconstructing
this baseline building consumption from net-metered AMI data can be
utilized to estimate demand changes for a wide range of changes in
customer behavior, and represents the core contribution this work.

Weather impacts both building energy demand and solar genera-
tion. Buildings exhibit temperature-dependent demand driven by
heating or cooling [26] — periods of similar temperature should have
similar heating/cooling loads [27]. Solar irradiance is also correlated
with temperature and is the input energy for PV. For these reasons,
temperature and global horizontal irradiance (GHI) are considered in
the pairing of timestamps for reconstructing building load. Using this
guide, we pair every timestamp t, with a set of comparable timestamps,
O, i.e. each period t maps to a set of comparable timestamps, ©; = {©,}.
These sets are the same for all premises.

As each premise, k, has a unique date of PV installation, time stamps
are split into before- and after- PV installation sets. Denoting the in-
stallation time as #;, 8 includes all time stamps before PV installation,
i.e. where t < t; and @ includes all time stamps after installation, i.e.
t > t,;. We also avoid time stamps immediately before or after the in-
stallation date, to allow for differences between the actual and the re-
ported dates to activate the PV system. Using a buffer of b days before,
and a days after (in this work b = a = 20 days), the definitions of § and
a are defined for each premise, k, as

Be=1{ttet<(t—b)} “

For each B ; € B, we identify the set of comparable timestamps after
installation:

Of) =100 t € B} ®)
Similarly the set of times after PV install:

a={ttet> (t+ a)} 6)
have a similar mapping,

@SC“Z ={0: t € i} ()

where the parenthetical superscripts indicate all time stamps in the in-
dicated set for premise k. These form two 2D data structures, diction-
aries where each time stamp in @ and B, holds a set of comparable
timestamps, Oy ;.

Weather information is used to create ®, for all timestamps, t,
(Section 3.2 below) and then this set is divided into subsets to populate
the dictionaries as described in Eqn. (4)-(7). Similarly, two AMI read-
ings (recieved and delivered) are also attached to each time stamp in
each set for each premise. Finally, the algorithm estimates building
consumption by comparing AMI data for one time stamp with the set of
AMI data identified by the before- or after- installation comparable
timestamps. Once building consumption is estimated, PV generation
can be estimated. Fig. 2 below depicts the block diagram of this
methodology.
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Fig. 2. Block diagram of AMI model.
3.2. Paired timestamps Gt = Pie — Die + Ty 8)

After interpolating the 10-min weather data to 15-min granularity,
each timestamp has measured, average, GHI, wind speed, and tem-
perature for the 15-min interval. For computational efficiency, PV
modeling is performed only for periods when the sun is at least one
degree above the horizon, as determined by standard solar positioning
algorithms [28].

Comparable timestamps must be within 15 days of the day-of-year
of the target timestamp. This creates a 30-day range to identify com-
parable timestamps, and emphasizes days that are similar in seasonal
weather, with similar day length, shading, and solar patterns.

From this 30-day subset, the following requirements are added:

1. Comparable timestamps must match the same portion of the week -
weekday or weekend - as the target timestamp.

2. Major American holidays are removed since much of the population
deviates from daily routines on these dates and likely make any
premise’s energy usage non-comparable to other non-holiday time-
stamps with similar weather/temporal conditions. Removed holi-
days are: New Year’s, Memorial, Independence, and Labor Days;
Thanksgiving, Black Friday, Christmas Eve & Day, and Boxing Day
(day after Christmas).

3. Comparable timestamps must be within +4 h of the target time-
stamp’s hour-of-day.

4. The standard deviation of the temperature (0iemp) and irradiance
(o) of this remaining set are calculated and timestamps within 30%
of Giemp and 40% of g, are included in the set. This criteria removes
weather outliers from the sets.

The specific parameters described above were developed qualita-
tively. Differences in load between weekend, weekday, and holiday
periods are well documented in the literature, and utilized here as well.

The remaining criteria were set qualitatively by comparing model
accuracy to known PV generation sources mentioned discussed in
Section 4. The 4-h window limits comparison to similar parts of the day.
Tests indicated that ranges larger than +4 h increased error between the
model and recorded data. While wider windows may select similar
weather, solar irradiation angle and other model conditions change
markedly over longer periods and negatively impact model perfor-
mance. The time range and the 30% and 40% temperature and irra-
diance standard deviations were selected qualitatively by iterating the
model and observing its performance. Similar tuning could be com-
pleted in other localities, if necessary.

The period of analysis from 1,/1/2015 to 3/31/2019 contains over
72,000 timestamps. Upon completion of the comparable timestamp
algorithm, the median and mean number of similar timestamps for each
target timestamp was 118 and 129, respectively, with a range of 0 to
460.

3.3. Calculating baseline energy load

The baseline equation for estimated energy generation in kilowatt-
hours (kWh) is:

in reference to Fig. 1, where Gy, and Py, are the unknown generation
and building load, respectively, and Ay, and IIy, are the known deliv-
ered energy and received energy, from premise k for each timestamp, t.

Before PV is installed, there is no generation, thus A® = P® and
I1® = 0. II® should always be zero before PV was installed because
there is no generation at the premise; a non-zero value is an error, ty-
pically an incorrectly recorded date of installation or a malfunctioning
smart meter.

After PV is installed, either or both A% or IL{) could be non-zero for
a timestamp with non-zero load; both can be nonzero if the reporting
period saw two-way power flow during the timestamp.

The fundamental assumption behind the algorithm is that the load
for any timestamp after PV is installed will be similar to the load for
comparable timestamps before PV was installed - i.e. P,E?") ~ P,Ef? for
each timestamp in @. In practice, the algorithm uses the mean (Py ) or
median (Py,) of P,EIG,)"‘) as a central estimate of the load for any given
timestamp. Additionally, if an individual timestamp in a) was tethered
to a @@k set of fewer than three timestamps, the central estimate of
the prior timestamp is used.

Application of Eq. 8 must account for several special conditions.
Typically, overall premise demand drops after a premise has installed
PV. However, for short durations (such as 15-min timestamp periods)
consumption may increase, leading to a negative first term in Eq. (8),
and potentially an artificially low or even negative estimate for PV
generation. To understand this irregularity, an analysis identified the
timestamps where delivered energy (A,) exceeded estimated building
load (Pg,). Of calculations from 846 residential premises spanning
1-3.25 years, this irregular condition occurs, on average, in 8.3% of
timestamps.

To control for these irregularities, the following corrective actions
were taken, in order, stopping when the irregularity was handled, i.e.
when an equation was satisfied. Starting from an assumption of esti-
mated energy output of 0 kWh, and dropping the subscripts for con-
venience, generation is estimated to be:

P-A+T1 :P>A
P—A+I1 :P>

P-P®4+m :P>P"®
s (1> 0 [C)]

G=

Because mean values are influenced by outliers to a greater degree
than the median value, the median and mean will usually differ within
P. Because of outlier influence, P is the preferred measure of building
load, with P used in cases in which P is less than A (in Eq. (9)). When
both P and P are less than A (thus not satisfying the first two re-
quirements in the equation set above), P (the median delivered en-
ergy from the after-install readings) is used. Finally, a last resort cal-
culation is to solely use the received (I1) value at the timestamp as
estimated generation.

4. Comparison to actual generation

Recorded generation from four net-metered PV systems was used to
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Table 1
Actual generation data sources.

Site Name Capacity (kWpc) Premise Type Granularity Duration
House G 5.04 Residential Daily 13 months
House Z 6.00 Residential Hourly 2 months

Timberline 20.59 Non-residential Hourly 8 months
Church 53.5 Non-residential Daily 12 months

validate the accuracy and robustness of the AMI model. Table 1 details
these net-metered systems.

These premises are a diverse and representative mix of net-metered
solar assets, spanning a range of installed capacity and building types,
with different usages and load profiles. Residential buildings typically
have two daily peaks; a small morning peak and a more substantial
peak in late afternoon and early evening. They also exhibit different
energy needs during the work week and on weekends. The Timberline
Recycling Facility is a city-owned building that is open 360 days a year
and is served by a general service net-metered electricity connection.
The load profile at this premise is likely be characterized by consistent
energy usage during business hours every day of the week, with major
fluctuations driven by HVAC needs. In contrast, the energy needs of the
Church are likely low during the week and vary on weekends de-
pending on the different services and one-off events that the site hosts.

We use absolute percentage error, ¢, to compare modeled to actual
output. Error on each timestamp is:

Gs - A:
&5 = ————

Ay (10$)
where G; is the AMI model’s generation, and A is the actual recorded
generation, for each time period s. We compute & as the mean of ¢ and
& as the median of ¢ over the set of s € a, or for daily and hourly
subtotals taken from .

Time-series of modeled and actual generation from three of the four
premises are shown in Figs. 3 (House G), 4 (House Z) and 5 (Timber-
line). Comparison is hourly for Timberline and House Z, and daily for
House G and the Church, which were only reported daily. The re-
sidential test cases were characterized by daily £ between —4% to
—26%, meaning that the AMI model underestimates generation re-
lative to actual recordings. Hourly generation was not available for
House G, but for House Z the hourly £ was —26.5%.

Estimations agreed better over periods longer than daily intervals.
Over the course of one year at House G, the total actual generation was
6,570 kWh while the AMI model estimated 6,492 kWh, a difference of
—1.2%. For the two months analyzed for House Z, the actual genera-
tion (885 kWh) was higher than the AMI model estimate (673 kWh), a
difference of —23.8%. However, it is known that the occupant of House
Z, an energy engineer affiliated with this research, was also aggressively
shifting and minimizing loads for time-of-day pricing (TOD) periods
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that started coincident with the PV install at this premise. Therefore,
the two impacts are difficult to separate. This represents a limitation to
the model, but also indicates that the model can be used for purposes
other than PV output estimation, such as estimating the impact of TOD
pricing on customer behavior. Finally, weather during winter months
has higher variability and present more challenges to the model when
estimating short time periods for an individual premise (installed Feb.
2019).

The model performed best at Timberline at both hourly and daily
resolution, as shown in Fig. 5. This suggests that consumption patterns
are very consistent at this municipally-operated commercial site and
did not diverge after PV system commissioning. Over the course of the
eight months analyzed, actual generation was 16,607 kWh, while the
AMI model estimated 16,735 kWh, a difference of +0.8%.

5. Physical model used for validation

FCU does not have access to actual generation data for the nearly
1,300 residential PV systems in Fort Collins, but does have basic array
characteristics recorded when the systems were installed. This type of
data may be unavailable to many distribution utilities, due to record
keeping processes or other policies. A key strength of the proposed
model is that it can estimate PV production without this data. However,
for the purposes of this study, access to physical model data allows a
bulk comparison of the proposed model to physical models to build
confidence in the approach.

The physical model is based upon PV performance models devel-
oped by Sandia National Laboratory [12] and the PV Performance
Modeling Collaborative (PVPMC) [29], as well as NOAA [30], and
NREL open-source online resources [31]. The model, “PV-STEM” [28],
is specifically designed to utilize inputs that are readily available to
utilities: Array nameplate capacity, tilt and azimuth of the array, and,
possibly, inverter make and model to lookup inverter efficiency. While
more complex models utilize several components of solar radiation
(typically direct normal and diffuse horizontal irradiance), PV-STEP
uses only GHI, which is readily accessible from many weather stations.

To assess its accuracy, PV-STEM was tested using the recorded data
described previously, and several longer recordings on systems that
were not connected to AMI [28]. Using as a reference a commercial
array with three years of data — a similar duration to the AMI data set
used here — results indicate the model is accurate to with +6% for
average annual production, to within [+6%/—15%] for daily ag-
gregations, and to within +35% for hourly aggregations.

While the physical model is based upon recorded system char-
acteristics, it is subjected to similar errors as other physical models,
including inaccurate system characteristics, differences between as de-
signed and as installed systems, and post-installation changes, such as
shading changes, soiling, or aging effects.
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Fig. 3. House G Daily Generation — 3 months of estimated daily generation aligned with recorded generation. Daily € = —3.9%, i.e. the AMI model underestimated

daily generation by around 4%.
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Fig. 5. Timberline Hourly Generation — An hourly € = 1.7%, a daily € = 0.4%.

6. Results

Since both the AMI and PV-STEM models are production estimates
there is no baseline on which to calculate relative error. Therefore
comparison is based upon the difference in the estimates normalized by
the mean magnitude of the estimates:

s o{252)

where s is an element of a, G, is the AMI model’s generation estimate,
and M, is the PV-STEM model’s generation estimate, during s.
Differences aggregated over a specified duration (such as hourly, daily,
monthly) are presented as the mean (%) and median (%) for premise k.
A positive 7, equates to the AMI estimate being greater than the PV-
STEM estimate. All premises were modeled through March 31, 2019.
Fig. 6 provides an example of PV-STEM and AMI models plotted to-
gether, and is a representative example of the generally close agreement
seen for most systems; (G; — M;) is the difference between the two lines

Gy — My

Gy + M, an

in the figure at each point.

6.1. Monthly aggregation

For individual premises, a useful modeling duration for analysis is
“monthly generation”. Most utility customers in the U.S. receive a
monthly bill with a total kWh of consumed energy during approxi-
mately the previous 30 days, and the Energy Information
Administration reports monthly electricity usage statistics [32]. This
kWh total is converted to a dollar amount through a single or multi-
tiered billing structure. A residential customer may want to compare
their actual monthly generation with predicted monthly generation to
understand system performance and expectations for the payback
period of the array. The AMI model joins with other physical models as
a tool to draw conclusions about expected monthly performance.

For insight into the monthly agreement, the monthly average error,
Tk, was calculated from the all available individual monthly errors for
each premise, and a 90% empirical confidence interval (CI) was
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Fig. 6. Example of agreement between PV-STEM and AMI models. 11 days of hourly data for residential premise with a 3.9-kW array installed in February 2017.
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calculated for the distribution of monthly errors. Fig. 7 shows results for
all 861 premises — 536 premises had negative monthly 7 while 325
premise each had positive monthly 7, indicating a slight tendency for
the PV-STEM model to estimate more generation than the AMI model.

The figure indicates broad agreement across the majority of pre-
mises, while a smaller number of premises, intentionally placed at each
end of the curve, indicate large relative disagreements for a minority of
premises. These larger disagreements may be attributed to several
factors. First, the PV-STEM model mis-estimates output on numerous
systems because system information, such as recorded array char-
acteristics (size, tilt, and azimuth) are incorrect. Further, changes to the
system such as array modifications or upgrades may not have been
recorded in the FCU’s records. Using satellite photography and some
street level observations, the study team confirmed that numerous
systems with large disagreements had an installed panel configuration
that did not match the data recorded in FCU records.

Second, PV-STEM and other physical models only partially account
for snow coverage reductions. While physical models readily model the
reduced insolation occurring during snowfall, these models have diffi-
culty modeling the reduction in PV output after snow events when solar
insolation is high but the panels are covered by accumulated snow.
These modeling reductions are complex and irregular across events.
While a general reduction has been built into the PV-STEM model (and
most other physical models) these reductions have only limited sensi-
tivity to different snow and array conditions.

Finally, physical models typically have little-to-no knowledge of
array shading from buildings or trees, which may also change over
time. Accounting for variable shading at hundreds of premises is not
feasible for most utilities. Both the snow- and shading-reductions cause
PV-STEM to overestimate production, while errors in physical para-
meters may cause over- or under-estimation of production.

In contrast, the AMI model uses comparisons of building con-
sumption, which intrinsically captures reduced generation from struc-
tural factors — incorrect physical parameters or shading — and provides
some insight into the snow reductions. Using these differences, a utility
that has physical parameters for all installed systems could identify and
update flawed data by comparing physical and AMI estimates.

6.2. System-wide residential aggregation

Distribution operators are primarily interested in the aggregate PV
production from residential systems. This section discusses the relative
agreement of the two models aggregated across all premises at daily
and hourly granularity. Data is presented monthly and color-coded to
highlight seasonal variation. Data from January, February, and March
2016 are not shown because these months had fewer than 30 premises,
the threshold set to produce credible statistics on a monthly basis. In
comparison, months in 2018 include over 500 premises.

Fig. 8 summarizes daily and hourly system-wide aggregations.
While this analysis is retroactive — looking at historical values — the
analysis provides insights into how the proposed method could be

700 800

coupled with weather forecasts for planning utility operations. In that
context, daily values are primarily of interest for day-ahead planning
and hourly analysis provides insights for intra-day operations.

Daily Aggregation: In every month of analysis, the two models agreed
to within + 20% for at least 50% of days in the month, and in
10 months, at least 50% of days agreed to within +10%. Further, in 21
of 36 months the 90% CI - a measure of the variation between daily
estimates — lies within +20% relative difference. Critically, 9 of the 10
highest producing months were within this group, the months likely of
most interest to a distribution utility. Overall, the agreement between
the proposed model and accepted physical models builds confidence in
the proposed approach to PV estimation.

Even at good precision, on most days PV-STEM estimates higher
generation than AMI — 25 months contained at least 75% of days when
PV-STEM estimated greater generation than the AMI model. Among
these 25 months were the 12 most-productive solar months. The red
line of total relative error represents the system-wide sum of all AMI
estimated generation relative to the sum of all PV-STEM estimated
generation. The total relative error is (—7.6%), meaning that total
generation across applicable premises was skewed toward the PV-STEM
model estimating more generation than the AMI model.

Winter months show less agreement between the two models than
other seasons — 8 of 12 winter months have a CI that exceeds +20% and,
in the 14 the months where the CI exceeded +20%, eight were winter
months, four were in the fall or spring, and two were summer months.
Winter months also include the periods with the lowest PV production —
8 of the 12 lowest producing months are winter months. Possible rea-
sons for model disagreement and PV-STEM overestimation are explored
in the next subsection.

Hourly Aggregation: The smaller period for hourly aggregations
produces greater disagreement between models (as is typical for sta-
tistical estimates at higher temporal resolution). Hourly aggregations
(lower panel, Fig. 8 display larger disagreements in the median and
wider CIs than daily aggregations (top panel, Fig. 8). However, the
median disagreement and wider ClIs indicate different disagreements:
Quartiles are skewed positive, indicating that the AMI model’s hourly
estimates are higher than the PV-STEM model’s hourly estimates when
differences are largest. In contrast, all months have a negative hourly
medians, meaning that the central estimate of each month tends in-
dicates PV-STEM overestimating relative to the AMI model. This di-
chotomy is due to higher absolute errors when the AMI model is
overestimating relative to PV-STEM (positive values) coupled with a
higher frequency of smaller overestimates by PV-STEM relative to the
AMI model (negative values). Months such as March 2017 and Sep-
tember 2016 have clear visual representations of this occurrence.

Explanations for this type of disagreements could include: (a) the
physical model consistently overestimates on some fraction of the
premises, due to shading, incorrect system parameters or similar issues
which “feed” the physical model incorrect assumptions; (b) episodic
reductions in PV production, such snow on PV panels, that are captured
by the AMI model, but not by the physical model; (c) small but
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persistent changes in customer load behavior are not well represented
by the fundamental assumptions in the AMI model.

6.3. Snow losses

The inherent nature of the AMI model positions it to be well-suited
at predicting generation reduction due to snow coverage. Unlike phy-
sical PV models, the AMI data describes what is happening within the
building’s load, and is not restricted to the behavior of the PV system.
Net-load/generation is inclusive of panel snow coverage and other
losses, by-passing the various physical model external variables that
must be factored in (often with high difficulty).

Because the AMI model utilizes similarities in building energy load
before and after PV installation, a lack of generation from snow is
captured within the AMI data. Referring to Eq. (8), if snow is covering
the array and no generation is offsetting building consumption, the
delivered energy (A) should then be similar to the delivered energy from
the comparable periods before the premise had PV (P). The difference
in these terms would be small; adding the near-zero grid-received (IT)
energy would result in a low, and reasonably accurate, estimate for PV
generation. Fig. 9 below displays model performance in the days during
and following a heavy snow event.

The AMI model does not use precipitation in the timestamp
matching process. When rain or snow occurs the irradiance will sig-
nificantly decrease, thus matching periods of precipitation with other
high-cloudiness/precipitation periods.

The AMI model is responsive to the effects of snow coverage during
and after the snowfall event. While by no means perfect, the AMI
model’s structure produces generation estimates that are not “fooled”
by high irradiance periods while an array lies under snow. Thus the
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proposed model provides a competent alternative to prior snowfall
modeling approaches discussed in [33-35].

6.4. Limitations

By design, the proposed model relies on only AMI and weather data
- two data streams that are readily accessible to any utility. However,
the total reliance on AMI data requires that a premise be excluded from
analysis if it lacks 12 months of pre-installation data. Therefore, older
systems installed before or during the first year of AMI data collection
(2015), or systems on newly constructed buildings cannot be analyzed
without extensions to the proposed method. Possibilities include using
post-installation data to develop a proxy for pre-installation data or
using AMI data from similar premises. These methods were not in-
vestigated for this study and could potentially required substantial
additional software or human control.

Uncertainty is also derived from sources external to the model. The
model operates under the assumption that energy consumption habits
do not significantly change once PV is installed. While this work
identified no significant behavioral changes, some social science re-
search suggests that this assumption may fail in some cases.

Changes in the premise itself (e.g. efficiency upgrades or changes in
appliances) or use of the premise (e.g. different owners or different
activities onsite) also impact the load patterns of the premise. Further,
the utility is unlikely to know about these events. For these changes,
model accuracy is assisted by three factors. First, PV system output
(=5 kW on average) is large, relative to other, common, daytime per-
formance changes. For example, EV charging is of similar size (1-6 kW
typical), but is more likely to occur during lower nighttime electricity
rates, when vehicles are at home. Many other efficiency changes are
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Fig. 9. AMI model performance at House Z during snow event. On March 2, 2019, Fort Collins received over 7 inches of snow.
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typically small (<1 kW) relative to PV system output, split between
daytime and nighttime load, and often preferentially occur during the
evening peak load. Second, aggregated across a distribution system,
changes in premise ownership produce relatively unbiased aggregate
impacts on load (as is demonstrated by the performance results pre-
sented earlier, which do not control for premise ownership.) For ex-
ample, new owners may increase or decrease load, and aggregated
across the distribution system, these changes are likely to cancel out.
Finally, with the exception of large changes, such as the purchase of an
EV, efficiency upgrades tend to happen incrementally over time, as
appliances are added or replaced in a household. This continuous, in-
cremental change, is swamped by the sudden, daytime-only, introduc-
tion of PV production to a household. However, it is possible that
widespread changes, such as a widely-adopted efficiency upgrade oc-
curring in a short period of time, could produce biased changes which
would impact the accuracy of the proposed model’s results.

Finally, changes in the utility operation itself may have the largest —
and intended - impact on load patterns. In October 2018, FCU im-
plemented time-of-use electricity rates in Fort Collins, which included a
greater than 3:1 differential between on- and off-peak electricity pri-
cing. For systems installed near the time of the TOD implementation,
the rate structure change significantly impacts the fundamental as-
sumption in the AMI model - i.e. that consumption does not change
after PV is installed. While too little data exists at the time of this study,
early evidence suggests that daily aggregation of estimated generation
from AMI data is more resilient to the effects of inter-hour pricing than
hourly modeling. Understanding the behavioral impact of this price
change provides numerous other areas of future work with the City of
Fort Collins.

7. Discussion and conclusion

The use of AMI data provides another method for estimating PV
production in distribution systems. This method requires minimal data
about the PV systems in question (approximate installation date) and
readily accessible AMI and weather data. As a result, it represents a
robust estimate of PV production that is independent of physical models
driven by either specific system information or estimated system-wide
system information. Comparing estimates provides a method of iden-
tifying problems and raising the confidence of all estimates.

High-confidence estimates of renewable generation are needed in
the delicate and dynamic balancing of load with intermittent and dis-
patchable generation by grid operators. Estimating PV generation from
thousands of small, behind-the-meter systems, is an important and non-
trivial task using existing physical models or algorithms that require
actual generation data. Thus, as rooftop solar deployment increases, the
ability to disaggregate invisible generation and total load from net-
metered AMI data will be necessary for better management of the dis-
tribution of electricity.

The “matching timestamp” methodology proposed here allows
comparisons of between sets of load data by correcting for weather-
driven and time-driven loads, which often account for a large portion of
load variation within one premise. As a result, this method can be used
to analyze any intervention expected to have an impact on load beha-
vior, such as rate changes or efficiency incentive programs. The caveat
to these applications is that the load changes must be large enough,
and/or the sample size (number of premises) large enough, to make
load profile changes statistically significant. Regarding sample size,
modern AMI systems provide large quantities of data — an ongoing
analysis of FCU’s time-of-day rates has access to over 18,000 residential
premises, even after eliminating those with occupancy changes, pre-
mises with PV, premises with electric heat, and premises that have
participated in efficiency or demand response programs. Utilizing AMI
data for these purposes extracts additional, largely hidden, value from
these crucial systems.
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Abstract—Advanced meters now account for almost half of the
electric meters in the United States. In addition to reducing the
costs of meter reading, these meters provide a vast increase in
the amount of consumption data available to the utility. Many
organizations, however, lack the expertise to analyze this data, so
it languishes unused. This paper describes steps taken to make
AMI data usable for day-to-day planning tasks at a medium-sized
distribution utility. The proposed approach can be implemented
on commodity hardware, providing a cost effective and secure
platform for advanced analysis tasks.

Index Terms—Advanced Metering Infrastructure, Big Data
Analytics, Power Distribution Systems, Power Flow

I. INTRODUCTION

Historically, load data has only been readily available
to distribution utilities at the head-end of feeders, where
recording meters were typically installed for billing and load
monitoring. Since the acquisition of load data elsewhere in
the feeder has been labor-intensive, analysis of distribution
systems historically scaled head-end measurements across all
transformers on a feeder, with little modeling of the variation
in loads across a feeder. For example, power flow analysis is
often performed using only the peak load day / hour, with
loads allocated to transformers based on peak load collected
at the feeder head-end or a limited number of points along a
feeder. Lack of location-specific data produces a incomplete
understanding of the system behavior, with little insight into
the impacts of changing customer behavior such as the impact
of distributed renewable energy or electric vehicle adoption.

The deployment of Advanced Metering Infrastructure
(AMI) provides a significant improvement in the amount of
data available to utilities. The Federal Energy Regulatory
Commission (FERC) estimates that, as of 2016, approximately
half the electric meters in the United States are smart me-
ters [1]. Because of this, AMI is an active research topic.
Prior studies have provided an overview of the features and
requirements for AMI data management [2]-[4] usage of AMI
data to develop load profiles [5], [6], using AMI data for load
forecasting and demand response [7], [8], and dynamic state
estimation using AMI data [9], [10]. In contrast, this study
focuses on making AMI data available for routine analysis and
decisions support by a broad spectrum of utility personnel.

While AMI data should provide necessary data for location-
specific understanding of distribution systems and operations,

978-1-7281-4547-1/20/$31.00 ©2020 IEEE

Sonu Upadhyay
Smart Grid and Systems Operations
Fort Collins Utilities
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Email: supadhyay @fcgov.com

access to these data is often difficult. Many utilities have con-
tracted with third party information management companies to
collect, store and analyze AMI data. Data required for analysis
must then be requested through service contracts and may
incur extra charges and/or take significant time to acquire. In
contrast, work performed at Colorado State University (CSU)
illustrates that AMI data can be readily stored and accessed
locally utilizing widely available and inexpensive tools. Once
accessible to utility staff, data can be readily queried to answer
advanced questions using location-specific inputs.

Distribution System
— A

—C

— ABC

[ Fort Collins Muncipal Boundary
<

=

Fig. 1: Fort Collins Distribution System. Single and three
phase lines are shown, color coded by phase.

Since 2016, Fort Collins Utilities (FCU) has provided both
electrical system and AMI data to CSU. This data has grown
to include over 4.5 years of 15-minute interval AMI data,
electrical models for all feeders, and location of all distributed
generation. Common coding with county property records
allows connection of FCU customer premises to local property
records, which provides geospatial-locations for most data and
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allows socio-economic data, such as U.S. Census data, to
be linked to meter data. While the size of this data appears
daunting, the work described in this paper utilized hardware
and software well within the budget of any small to medium
sized utility. The server computer costs <$10k, and open
source software was used for major software components:
Postgres database, QGis for mapping, OpenDSS for power
flow analysis, and Python for scripting.

This paper discusses methods to store AMI and ancillary
data in open-source database tools, and demonstrates the
power of the storage system using a case study — a demon-
stration of automated power flow analysis using AMI data
for location-specific loading. Section II describes the relevant
data sets and details how to upload and curate the data. We
focus primarily on the large volume of AMI data, which must
be structured to support both ad-hoc and systematic queries.
Section III details the case study. Finally, Section IV describes
current research activities at CSU based on this data set, and
provides suggestions for future directions.

II. DATA DESCRIPTION

Fort Collins, a small city in northeastern Colorado, is
located =60 miles north of Denver and has a population of
165,000 people and an area of 57 square miles (Figure 1).
FCU Light and Power is a municipal distribution utility that
provides electric service to over 70,000 homes and businesses.
A high-level view of the data provided from FCU to CSU is
given in Figure 2. Elements of this data model are:

« System Topology, detailed information for the electri-
cal assets (lines, transformers, breakers, etc.), necessary
configuration data, and cabling specifications between
them. All data is geospatially located. The data contains
sufficient detail to map assets, such as Figure 1, and to
generate power flow models.

o Feeder Current Data, hourly average current readings
taken at the feeder head-end, typically at the substation.
Feeder-level data readings provide the aggregated current
for the feeder; substation-level data readings provide the
aggregated current and power flow figures for all feeders
serviced at the substation.

« AMI tables provide average power delivered to, and
received from, individual premise meters at 15-minute
intervals. There are four complete years of this data for
a total of over 10.5 billion records. Only real power is
reported for residential premises; real power and apparent
power are reported for commercial customers..

o Property Records from the county property record
database provide data on each parcel, including assessed
value, number of rooms, house stories, etc.

o Census Block Group Data, available from the U.S. Cen-
sus Bureau, provide demographic information, including
breakdowns by age, race, and income.

o Transformer to Premise and Premise to Parcel map-
ping tables provide links between the system topology
data and the AMI data (indexed by premise) and Property
and Census data (indexed by parcel number).

The data provided to CSU is considered sensitive, as it
contains Personally Identifiable Information (PII) and data that
can be considered Critical Energy Infrastructure Information
(CEI) [11]. As such, it is covered by a Non-Disclosure Agree-
ment (NDA) between the two entities. Terms of the agreement
include restricting data access to approved personnel, physical
security of the server storing the data, and transfer of the data
from FCU to CSU through secure communication mechanisms
only.

Transformer To

System

~transformerName— . —premiselD— AMI
Topology Premise
feeder
Feeder Current Premise To " Property
—parcelNum—
Data Parcel Records

Mapping Tables

Census Data

Fig. 2: Data model overview. Blocks represent major data
components. White backgrounds indicate data from FCU,
shaded backgrounds represent data from external sources.

The data transfer process from FCU to CSU has three
distinct steps: raw data upload, data aggregation, and data
validation.

A. Raw Data Upload

Data transfer between FCU and CSU exchanges Comma
Separated Variable (CSV) files via secure FTP. CSV files are
used because they are a ubiquitous format, easily produced and
parsed. The process on the FCU side is automated, requiring
only manual initiation, in order to guarantee data consistency.
System Topology files change infrequently and are uploaded
every six months, while AMI data files are uploaded monthly.

At CSU, Python scripts import the CSV files into a Postgres
database. These scripts break the system topology files into a
core table which describes the elements that are electrically
connected and individual tables that contain data specific to
the element types (e.g. cable lengths). An example of the core
topology table is shown in Table I.

TABLE I: Sample Topology Data
Node Data

Node Node Type Parent
S1 SUBSTATION -
L1 UNDERGROUNDLINE | S1

T1 TRANSFORMER L1

Postgres supports partitioning large tables, where a logical
master table describes the data layout, and one or more
of the columns are used to specify physical tables which
actually store data. These physical tables are created and stored
separately, which aids data upload and maintenance. Queries
are made to the master table, and Postgres automatically
forwards the query to subtable(s) that overlap the range defined
in the query.
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The AMI raw data files are broken into separate files for
residential and commercial premises. These files are large —
10 GB per month for residential data and 0.5 GB per month
for commercial data. Because of the size of these files, the
Postgres tables for AMI readings are partitioned by month
(see Figure 3). Python code was written to stream the CSV file
contents to the DB partition subtable, as opposed to reading
the file into memory all at once. The partition scheme keeps
monthly data uploads independent of each other, and the
streaming implementation keeps computer resource usage (in
particular, RAM) to a minimum. This enables multiple AMI
data files to be uploaded in parallel. Once both the residential
and commercial CSV files are uploaded for a particular month,
indexes are created on both the premise ID and timestamps.

AMIReadings

premiselD

receivedkWh

[—From 1/1/2105 - 1/31/201! {

AMIReadings-JAN-2015

AMIReadings-FEB-2015 AMIReadings-MAR-2018

premiselD

w/ timezone (UTC)
deliveredkWh
receivedkWh

premiselD
i w/ timezone (UTC)
deliveredkWh
receivedkWh

premiselD

w/ timezone (UTC)
deliveredkWh
receivedkWh

Fig. 3: AMI table partitioning. Individual months are loaded
into separate physical tables (bottom of figure), and then
mapped into a logical table for unified queries.

One individual table of AMI readings, corresponding to one
month of data for both residential and commercial premises,
consumes about 22 GB of disk space, including space for
indices. To enhance retrieval speed, the entire AMI database
is stored on Solid State Disks. At the time of the writing of
this paper, a 2 TB enterprise quality SSD costs $1300, which
translates to a cost of $14 for storing one month of AMI data.

B. Data Aggregation

The basic structure of the AMI readings table is one reading
per premise at 15-minute intervals. Researchers often require
this data aggregated either by time or location (transformer or
feeder). Data aggregation creates summary tables, grouping by
convenient time intervals — 15-minute, 1 hour, and 1 day — and
by location — individual premise, transformer, and feeder.

C. Data Validation

Data from FCU is not scrubbed and requires data validation
processes to assure each table is internally consistent and
properly related to other tables. Two mechanisms are used.
The first is to use intrinsic properties of the data to check
consistency. An example, the nominal distribution topology
is radial — i.e. a tree structure with the substation connection
as the root node — and can be checked using standard tree
traversal algorithms: Every node is referenced in some path
from the root node and no paths are cyclic. The second

technique for data validation is to check the contents and keys
of one table versus another.

The system topology files provided by FCU are the files
used by the utilities as input into their analysis software. At
the start of the project, CSU had licenses to the same software.
Initial validation of the models was then performed by both
entities running models against the same load specifications
and ensuring identical results. As the models on the CSU side
were stored in the database first, then output in the software’s
input format, this ensured that the “round-trip” path through
the database introduced no errors. The database was then used
to generate OpenDSS models, which were again validated by
producing the same results for the same load specifications.

The model verification process spot-checks AMI data. In
addition, the authors validated the AMI data by comparing it
against monthly billing statements — data which are available
on-line. While this provides a first-order check for errors, addi-
tional inconsistencies and anomalies have been found through
regular use. The team is now implementing a systematic data
checking process. Identified errors will be corrected in the
AMI system itself, therefore improving future data quality
for all uses. This type of automated consistency checking is
one advantage of routinely accessing AMI data for internal
research purposes.

III. CASE STUDY — POWER FLOW ANALYSIS

In the spring of 2019, FCU performed a study to identify
and detail the distribution system impacts as a result of Photo-
Voltaic (PV) penetration. Three feeders with varied topology
were selected for the study. The first feeder did not have
any distributed generation (DG) assets; the second feeder had
the minimum amount of existing DG; and the third feeder
had the maximum amount of DG, exceeding limits set by a
previous study. Specific loads used for each feeder were the
minimum load days during daylight hours to record the impact
of added solar generation, and the peak solar generation day
(as determined by output from a municipal solar farm) for the
baseline for solar generation.

The FCU has defined conditions required to grant a permit
for connecting PV resources to their distribution grid. These
conditions, listed below, were evaluated in this study[12]:

« Bus voltage deviation due to PV generation of no more

than +5% from nominal.

o PV generation does not cause reverse power flow at the

substation feeder breaker.

« Impact on the feeder when PV generation exceeds 13.3%

of the feeder’s load rating.

« Impact on the feeder when total PV generation exceeds

50% of the existing annual minimum load on that feeder.

Methodology for the study was to import the feeder topol-
ogy into a commercially available utility analysis program,
import the appropriate load for the scenario, and perform
a power flow analysis. Then the days and percentage of
solar generation were varied to generate results for analysis.
Each variation was evaluated with respect to the interconnect
conditions.
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In total, this study took a two weeks to perform, and
included 3 feeders and 4 days of AMI data. A total of about
1000 scenario variations were run and examined, and the
results were used to create new criteria for the PV hosting
capacity on the feeders. Given practice, performing the study
again has been estimated to take a week.

A. Bulk Power Flow Analysis

As an example of data-drive system analysis, we performed
a time series power flow analysis for one of the feeders for
a full year using the full AMI data set to load the secondary
sides of all transformers. The process was:

1) Feeder topologies were exported one time in OpenDSS
format (‘Feeder’ in Table II), creating a single work unit.

2) A time-stamped load profile was exported for each
transformer on the feeder (‘Loads’ in Table II), creating
87601 x 4meas for 35,040 work units.

3) OpenDSS was run for each time stamp, using one feeder
topology and loads for each time stamp. Relevant results
are exported from OpenDSS and summarized for each
run (‘Scenario’ in Table II), creating 35,040 result sets.

4) Results across all runs were summarized (‘Summary’ in
Table II).

The results of the power flow analysis are given in Figure 4.
The figure shows the values for 2018 were well within +5%.
However, it is important to note the manual analysis would
not have identified the unusually low minimum voltages in
October 2018. Further investigation of these timestamps could
offer insights into system operation and/or future problems.
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Fig. 4: Daily power flow results for one feeder. Mean,
maximum and minimum p.u. voltages were extracted for all
timestamps for each day, and are plotted by calendar day.

B. Parallelization

The database queries and power flow analyses described
above require little communication between processes, making
them amenable for simple coarse-grained parallelization. Once
the phases in subsection III-A were broken into work units,
the Python multiprocessing module was used to create process
pools, and each work unit was dispatched by a controller to
an individual process in the pool. That process would run the
work item to completion, then take on another. For example,
inputs to the ‘Scenario’ work items were the feeder plus a

timestamped load file. The coordinator would dispatch the first
load file, say 1/1/2018 00:00:00 to the first process, the
next load (1/1/2018 00:15:00) to the second, etc. As
each process completes, the coordinator dispatches another
work item to the process, continuing until all work items are
complete. This simple form of parallelization is readily im-
plemented; more sophisticated parallelization schemes could
offer additional opportunities for performance improvement.

TABLE II: Performance — See III-A for description of Phases

Phase Runtime (s) Scaled

1 Proc. 1 2 5 10 20
Feeder 311 098 1.01 1.00 1.47
Loads 15772 | 1 051 021 0.12 0.12
Scenario 14760 | 1 050 0.20 0.12 0.10
Summary 7211 0.66 054 065 0.90
Total 30708 | 1 050 021 0.12 0.12
Ideal 1{1 050 020 0.10 0.05
g 150 Analysis stage o
v} — Feeder — summarize -
ga1as wos — otal ST
E - Scenanics ideal /
% 0.75
a
3 0.50
g 0.25
§ 0.00 .
s 2 5 10 20

Processes

Fig. 5: Performance Summary

Table II shows timing results for the power flow analysis
described above. Hardware used was a dual-processor 2.6
GHz system with 8 cores per processor, 32 GB RAM, 2
TB SSD (database), 1.2 TB fast hard drive (OS), and 6 TB
slow hard drive (bulk data). Running all work items took
more than 30,000 seconds (or 8.3 hours) on a single process.
The table also shows the performance for running on 1, 2,
5, 10, and 20 processes, with the values scaled to the single
process case. To get an indication of how well each task is
suited to parallelization, the theoretical maximum (“ideal”)
speedup is shown for each process count. Figure 5 shows a
graphical representation of the relative speedup vs. the number
of processes. These results show that the optimal number of
processes to allocate to running the power flow analysis on the
particular server used is 10. The actual total runtime for 10
processes is 3,674 seconds — slightly over 1 hour — indicating
that this analysis could be completed for all FCU feeders over
a weekend, on one computer, utilizing actual loads for an
entire year.

To tie back to the case study, FCU performed about 1000
scenarios for its PV distribution system impact study, looking
at 4 feeders and 3 production days, using an estimated week
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of engineering time each time. Given the techniques described
here, those same 1000 scenarios could be run in fewer than
two minutes. Alternatively, all feeders could be analyzed
on a regular basis using 2-3 days of run time. By setting
common-sense thresholds, the post processing could flag a
small number of specific scenarios (feeder/day/etc.) requiring
additional analysis.

IV. CONCLUSIONS

In this study, we make the argument that bringing the wealth
of knowledge embedded in AMI data inside utility operations
does not require excessive computing power, staff time, or
complex software. An intelligently designed data schema using
standard — indeed open source — data management tools sup-
ports fast, efficient, queries through billions of AMI records.
We also show that this work can be done on standard, single-
box, multi-core, server hardware that is well within the budget
and IT management capabilities of small-to-medium utilities.
Given these investments, questions can then be answered
utilizing actual data, rather than historical approximations that
neglect the heterogeneity inherent in modern utilities, where
increasing distributed generation and electric vehicle loads
are rapidly changing circuit loadings, impacting customer
programs, and potentially stressing equipment.

Ongoing, work using these data have shown the value of
tying AMI data into maintenance and operational analysis.
Ongoing investigations include:

o Developing and verifying privacy preserving methods
to anonymize AMI data, allowing it to be used more
widely within the utility, and potentially for externally-
visible uses which improve customer and community
engagement.

« Automating power flow analyses to cover all feeders in
Fort Collins (currently more than 80) and to include
scenarios with more aggressive PV and electric vehicle
penetrations.

« Automating techniques to systematically clean and verify
AMI data, and to verify simulation results.

ACKNOWLEDGEMENT

This work is supported by the NSF (SRN: Integrated Ur-
ban Infrastructure Solutions for Environmentally Sustainable,
Healthy and Livable Cities, award 1444745).

REFERENCES

[1] (). Nearly half of all U.S. electricity customers have
smart meters - Today in Energy - U.S. Energy Informa-
tion Administration (EIA), [Online]. Available: https:
//www.eia.gov/todayinenergy/detail . php ?id =34012
(visited on 08/05/2019).

[2] N. Yu, S. Shah, R. Johnson, R. Sherick, M. Hong, and
K. Loparo, “Big data analytics in power distribution
systems,” in 2015 IEEE Power Energy Society Innova-
tive Smart Grid Technologies Conference (ISGT), Feb.
2015, pp. 1-5. por: 10.1109/ISGT.2015.7131868.

(3]

(4]

[5]

(6]

(7]

(8]

[9]

[10]

[11]

[12]

D. Alahakoon and X. Yu, “Advanced analytics for
harnessing the power of smart meter big data,” in
2013 IEEE International Workshop on Inteligent Energy
Systems (IWIES), Nov. 2013, pp. 40-45. por: 10.1109/
IWIES.2013.6698559.

H. Daki, A. El Hannani, A. Aqqal, A. Haidine, and A.
Dahbi, “Big Data management in smart grid: Concepts,
requirements and implementation,” Journal of Big Data,
vol. 4, no. 1, p. 13, Apr. 28, 2017, 1SSN: 2196-1115.
DOI: 10.1186/s40537-017-0070-y. [Online]. Available:
https://doi.org/10.1186/s40537-017-0070-y (visited on
10/13/2019).

K.-l. Zhou, S.-1. Yang, and C. Shen, “A review of
electric load classification in smart grid environment,”
Renewable and Sustainable Energy Reviews, vol. 24,
pp- 103-110, Aug. 1, 2013, 1ssN: 1364-0321. poI:
10.1016/j.rser.2013.03.023. [Online]. Available:
http : // www . sciencedirect . com / science / article / pii /
S1364032113001822 (visited on 10/13/2019).

O. Ardakanian, N. Koochakzadeh, and R. P. Singh,
“Computing Electricity Consumption Profiles from
Household Smart Meter Data,” p. 8,

F. L. Quilumba, W. Lee, H. Huang, D. Y. Wang, and R.
Szabados, “An overview of AMI data preprocessing to
enhance the performance of load forecasting,” in 2014
IEEE Industry Application Society Annual Meeting,
Oct. 2014, pp. 1-7. DOT: 10.1109/1AS.2014.6978369.
P. Siano, “Demand response and smart grids—A sur-
vey,” Renewable and Sustainable Energy Reviews,
vol. 30, pp. 461-478, Feb. 1, 2014, 1SSN: 1364-0321.
DoIL: 10.1016/j.rser.2013.10.022. [Online]. Available:
http : // www . sciencedirect . com / science / article / pii /
S1364032113007211 (visited on 10/13/2019).

M. Baran and T. E. McDermott, “Distribution system
state estimation using AMI data,” in 2009 IEEE/PES
Power Systems Conference and Exposition, Mar. 2009,
pp. 1-3. po1: 10.1109/PSCE.2009.4840257.

J. Peppanen, J. Grimaldo, M. J. Reno, S. Grijalva, and
R. G. Harley, “Increasing distribution system model
accuracy with extensive deployment of smart meters,”
in 2014 IEEE PES General Meeting — Conference
Exposition, Jul. 2014, pp. 1-5. por: 10.1109/PESGM.
2014.6939840.

(). FERC: Critical Energy/Electric Infrastructure Infor-
mation (CEII), [Online]. Available: https://www.ferc.
gov/legal/ceii-foia/ceii.asp (visited on 10/12/2019).
City of Fort Collins Utility Services. (). Interconnection
Standards for Generating Facilities (GF) Connected to
the Fort Collins Distribution System, [Online]. Avail-
able: https : // www . fcgov. com / utilities / img / site_
specific/uploads/interconnection_standards.pdf (visited
on 12/29/2017).

Authorized licensed use limited to: COLORADO STATE UNIVERSITY. Downloaded on February 23,2023 at 15:12:08 UTC from IEEE Xplore. Restrictions apply.



Appendix B

Mechanistic Emissions Modeling

B.1 Methane Emissions from the Natural Gas Transmission

and Storage System in the United States

112



Downloaded via COLORADO STATE UNIV on July 22, 2019 at 20:38:52 (UTC).
See https://pubs.acs.org/sharingguidelines for options on how to legitimately share published articles.

This is an open access article published under an ACS AuthorChoice License, which permits
copying and redistribution of the article or any adaptations for non-commercial purposes.

ACS AuthorChoice

pubs.acs.org/est

Ience & lecnnoiogy

Methane Emissions from the Natural Gas Transmission and Storage
System in the United States
Daniel J. Zimmerle,*" Laurie L. Williams,* Timothy L. Vaughn,T Casey Quinn,” R. Subramanian,’

Gerald P. Duggan,Jr Brgan Willson,Jr Jean D. Opsomer,|I Anthony J. Marchese,Jr David M. Martinez,Jr
and Allen L. Robinson

Energy Institute and Department of Mechanical Engineering, Colorado State University, Fort Collins, Colorado 80524, United
States

1T.Departrnen'c of Physics and Engineering, Fort Lewis College, Durango, Colorado 81301, United States

$Center for Atmospheric Particle Studies (CAPS) and the Department of Mechanical Engineering, Carnegie Mellon University,
Pittsburgh, Pennsylvania 15213, United States

”Department of Statistics, Colorado State University, Fort Collins, Colorado 80524, United States

© Supporting Information

ABSTRACT: The recent growth in production and utilization of
natural gas offers potential climate benefits, but those benefits depend on
lifecycle emissions of methane, the primary component of natural gas
and a potent greenhouse gas. This study estimates methane emissions
from the transmission and storage (T&S) sector of the United States
natural gas industry using new data collected during 2012, including
2,292 onsite measurements, additional emissions data from 677 facilities
and activity data from 922 facilities. The largest emission sources were
fugitive emissions from certain compressor-related equipment and
“super-emitter” facilities. We estimate total methane emissions from the
T&S sector at 1,503 [1,220 to 1,950] Gg/yr (95% confidence interval)
compared to the 2012 Environmental Protection Agency’s Greenhouse
Gas Inventory (GHGI) estimate of 2,071 [1,680 to 2,690] Gg/yr. While
the overlap in confidence intervals indicates that the difference is not
statistically significant, this is the result of several significant, but offsetting, factors. Factors which reduce the study estimate
include a lower estimated facility count, a shift away from engines toward lower-emitting turbine and electric compressor drivers,
and reductions in the usage of gas-driven pneumatic devices. Factors that increase the study estimate relative to the GHGI
include updated emission rates in certain emission categories and explicit treatment of skewed emissions at both component and
facility levels. For T&S stations that are required to report to the EPA’s Greenhouse Gas Reporting Program (GHGRP), this
study estimates total emissions to be 260% [215% to 330%] of the reportable emissions for these stations, primarily due to the
inclusion of emission sources that are not reported under the GHGRP rules, updated emission factors, and super-emitter
emissions.

Bl INTRODUCTION segment of the natural gas industry,” accounting for about one-
third of methane emissions.

Recent top down studies using aircraft-, tower-, ground-based
sensing and atmospheric transport models®~” suggest that the
GHGI may underestimate methane emissions from the oil and
gas industry. However, attribution to particular sites or even
sectors can be challenging for top-down atmospheric studies,
while bottom-up estimates such as the GHGI are limited by

The recent dramatic growth in production and utilization of
natural gas creates potential economic, climate, energy security,
and public health benefits. However, climate benefits depend
critically on lifecycle emissions of methane, the primary
component of natural gas and a potent greenhouse gas.1
Methane emissions for the Unites States natural gas system
have been estimated using both top-down and bottom-up

approaches. Currently, the most complete bottom-up inventory sample size, possible sa.mplg bias, and measurement limitations.
of natural gas system emissions is the 2012 U.S. Environmental Additionally, Brandt et al.” argue that bottom-up inventories
Protection Agency’s (EPA) Greenhouse Gas Inventory

(GHGI).? It estimates an overall system-wide methane loss Received: April 2, 2015

rate of 6.2 Tg/yr of methane, or 1.3% of methane transported Revised:  July 1, 2015

(Supporting Information (SI), Section 16) and that the Accepted:  July 2, 2015

transmission and storage sector (T&S) is the largest emitting Published: July 21, 2015
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Figure 1. Schematic of an emission submodel (rod packing vent emissions for reciprocating compressors in operating mode for partner facilities) to
illustrate the overall modeling approach. This model is based on cumulative distribution functions (a) containing 44 emission rate measurements
from the field measurement campaign and (b) showing operating mode hours, from partner data, for the 1,850 reciprocating compressors in this
portion of the model. On each Monte Carlo iteration, an emission rate is drawn from (a) for each compressor and multiplied by the operating hours
for that compressor, as shown by the arrows, and to produce (c), a distribution of emissions per compressor. Following each of the 50,000 Monte
Carlo iterations, population emissions are computed by summing simulated emissions for all compressors to produce a distribution of emissions as

shown in (d).

consistently underestimate methane emissions and that a small
number of “super-emitters” could be responsible for a large
fraction of the emissions. Recent measurement studies have
also found significantly skewed distributions for component-
level emissions, including detailed surveys of exploration and
production well sites,” pneumatic controllers,'”'" liquid
unloaclings,12 and distribution facilities."> Additional studies,
using local atmospheric measurements, have identified super-
emitters at both well sites'*and gathering facilities."®

Quantifying the contribution of large emission sources at the
component or facility level requires substantial data to define
both the proportion of components or facilities with high
emissions and the magnitude of those emissions. Existing
emissions inventories (e.g, EPA GHGI) are often based on
relatively small data sets, e.g., the GHGI for T&S is based on
emissions data from only 15 compressor stations, less than 1%
of the total station population. Recently, large new emissions
and activity data sets have become available for T&S, including
field measurements'® and extensive data from the EPA’s
Greenhouse Gas Reporting Program (GHGRP),"” but these
data have not yet been incorporated into national estimates like
the GHGIL
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This study defines the T&S sector as the natural gas system
infrastructure between two custody transfer points—the receipt
meter between the gathering and processing sector and the
transmission system, and the delivery meter between the
transmission system and the distribution system (commonly
called a “city gate”) or industrial end user (SI, Section 3). The
T&S sector contains both interstate and intrastate infra-
structure, including compressor stations, pressurized pipeline
networks, metering and regulation stations, and supporting
equipment. This study estimates emissions from compressor
stations associated with the T&S sector and connected to
underground storage fields. These facilities can be equipped
with gas scrubbers, separators, after-coolers, dehydrators,
storage tanks, gas-driven pneumatic devices, valves, and
connectors.

The GHGI” estimate for the T&S sector is largely based on
activity and emissions data collected in the early 1990s. For
example, many of the emission factors are from the 1996 study
by the Gas Research Institute,"® with updates of centrifugal
compressor emissions and activity from a 2010 study by ICE."
GHGI estimates transmission station and compressor counts
based upon ratios of stations and compressors to pipeline miles
from 1992 data, the baseline year, which are then scaled using
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current pipeline miles.”® There have been substantial changes
to the United States natural gas system over the past decade
due to the development of shale gas and other factors, raising
questions about the representativeness of the data sets
underlying the GHGIL

This study develops a new estimate of T&S methane
emissions based upon new data for emissions, equipment
census, and operations. Results are compared to the GHGI and
the GHGRP. For T&S, stations which emit more than 25,000 t
of CO, equivalent annually are required to report to the
GHGRP.

B METHOD

This study utilized probabilistic emission and activity models
and Monte Carlo methods, as in Ross,* to estimate emissions
and associated uncertainty. These methods propagate the
variability of input emissions and activity data through to a
distribution of methane emission estimates that we term the
“study model estimate” (SME) for the T&S sector.

The emission modeling approach is described in Figure 1,
using rod packing emissions for reciprocating compressors in
operating mode as an example. Each emission category was
modeled using empirical cumulative distribution functions
(CDFs) constructed with emissions and activity data obtained
in a field measurement campaign,'® data from six partner
companies who are major T&S operators, and public data from
the GHGRP program. In total, the model is based on new
emissions data for 677 facilities and activity data from 922
facilities (SI, Table S6-b), representing more than one-third of
all United States T&S facilities. None of these data, to our
knowledge, have been used in previous national estimates.
Emissions categories are based on those defined by the
GHGRP and include compressor isolation and blowdown
valves, seal vents, and rod packing vents; pneumatic devices;
component leaks; and tanks (SI, Section 4). Facilities are
divided into multiple groups for simulation (SI, Section 6). For
each emission category in each group of facilities, each Monte
Carlo iteration provides a single emission estimate obtained by
drawing an emissions rate(s) from the appropriate emission
CDEF(s) and combining it—typically multiplying—with the
appropriate activity data (e.g, number of compressors). This
process was repeated 50,000 times, and these iterations were
combined to develop a distribution of emissions estimates for
each category for each group of facilities. These estimates were
then combined using Monte Carlo methods to develop a
distribution of estimates for the entire sector.

Emissions Models. Seventeen emissions models (in
addition to super-emitter and exhaust models, below) were
developed from 2,292 new onsite measurements of individual
emission sources. Of these, 1,279 measurements were collected
during a six month field measurement campaign at 45 T&S
facilities operated by six partner companies,16 and the
remaining 1,013 measurements were made during 2012 by
three of the partner companies as part of their greenhouse gas
reporting activities, using instruments and protocols aligned
with the project measurement protocols described by
Subramanian et al.'® Emission categories are detailed in the
SI, Section 4, and the origin of all measurements is documented
in CDFMasterxlsx in the SI zipped file.

A detailed analysis of the field measurement study data can
be found in a recent paper published by the authors,'® but key
results are included here. A crucial question is whether onsite
measurements accurately represent facility emissions. To
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address this, the field study simultaneously measured methane
emissions using two established, independent techniques —
comprehensive onsite measurements and downwind tracer
flux—to verify that the comprehensive onsite surveys captured
all major sources. In addition to measuring sources included in
the GHGREP, the onsite protocol also required measurements in
all compressor operating modes (e.g, “not operating
pressurized”) and sources (e.g, dry seal vents) that are not
included in the GHGRP, restricted the type of measurement
instruments that could be utilized, and used engineering
estimation for unmeasured emission sources. Tracer flux
methods estimate the facility level emission rate by comparing
the downwind concentrations of methane to those of tracer
gases released from the facility at a known rate.”

For 38 facilities with paired onsite and tracer flux
measurements, onsite and tracer flux measurements agreed to
within the experimental uncertainty. The agreement between
these two independent methods creates confidence that the
onsite measurements captured most methane emissions and
therefore allows emissions at T&S facilities to be modeled in
detail using the category-specific activity and emission data.
Category-specific modeling supports detailed understanding of
the drivers behind emissions, and differences between this
study, the GHGI, and the GHGRP. Two facilities with paired
onsite and tracer flux measurements were identified by the
tracer flux technique as having emissions greater than 200
standard cubic feet per minute (SCFM) and are treated as
super-emitters in the model (see below). Standard conditions
are defined as 60 °F and 1 atm.

The equipment-level emission data are highly skewed. Figure
2 presents cumulative distribution functions (CDFs) of the
emissions data for the 17 emission models developed from field
study and partner data (SI, Table S7-b). A long tail is readily
evident in most models. In 12 of the 17 models, the maximum
measured emission rate is at least double the 97.5% fractile of
the distribution. The inset plot shows the fraction of aggregate
measured emissions in each model attributable to the largest
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Figure 2. Normalized cumulative distributions of the 17 emission
models developed from data collected in this study (SI, Section 7).
Inset illustrates the fraction of all measured emissions due to the
largest 5% of measurements. Green lines/symbols indicate models
with substantial “long tail” behavior, where 5% of measurements are
responsible for >30% of total measured emissions. Blue models are
substantially less skewed. The orange model exhibits other behavior,
namely, a high zero offset present in field measurement data. Inset
illustrates that skewed behavior is detected in all models containing
more than 90 observations and detected in no model containing less
than 40 observations.
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5% of measurements. In 13 models, 5% of measurements
account for at least 30% of total emissions, and in 8 models,
more than 50% of total emissions. The inset illustrates that the
highly skewed character is in every model containing more than
90 observations but in no model containing less than 40
observations. This highlights the importance of large data sets,
such as the one used here, to accurately characterize the long
tail on emissions distributions. Conversely, for the four models
which do not exhibit a long tail, these models may under-
estimate emissions. These models include rod packing vents in
one operating mode, wet and dry seal vents, and tank vents.

Since the GHGRP specifies measurement and reporting
methods all reporters must use, the mean of reported emissions
in each emissions category should be approximately equal
between large subpopulations of facilities. However, an
examination of data reported to the GHGRP indicated that
reported emissions from nonpartner facilities were, on average,
approximately 1.4 times larger than that those reported by
partner facilities (SI, Table S8-a). Differences were particularly
pronounced in categories where the GHGRP requires direct
measurement, such as reciprocating compressor venting (1.8
times larger), tank vents (4.6 times larger), and centrifugal
compressor venting (7.7 times larger). A difference in reported
emissions suggests emissions are impacted by differences in
equipment, operational methods, or maintenance practices
between partner and nonpartner facilities. Therefore, SME
emission models used to analyze nonpartner facilities were
modified to account for the reported emission differences, using
scaling and differential methods described in the SI, Section 8.
Similarly, different models for pneumatic device counts were
developed for partner and nonpartner facilities to capture
significant  differences in pneumatic device utilization (SI,
Section 9).

Models for engine and turbine exhaust methane emissions
were based upon data underlying EPA standard Compilation of
Air Pollutant Emission Factors (AP-42)*> and additional
measurements provided by the study partners. AP-42 source
data were filtered to include only measurements with complete
machine type information and direct measurements of
methane. These were combined with partner measurements,
particularly for four-stroke, rich burn engines, to develop
exhaust emission factors (SI, Section 10).

Finally, when insufficient data existed to develop new models
for an emission category, emission factors from the GHGRP
were utilized (e.g., intermittent bleed pneumatics and wellhead
components, see SI, Section 7).

Activity Models. Activity models are based on data from
922 T&S facilities, including detailed site configuration data for
the 686 T&S facilities operated by the six partner companies,
and data for 236 nonpartner facilities reporting to the GHGRP.
The partner company transmission facilities represent ~56% of
the interstate transmission facilities reported to the U.S. Federal
Energy Regulatory Commission (FERC) under Form 2.2
Study partner activity data included facility counts, compressor
and prime mover descriptions, compressor operating hours in
three operating modes (operating/ not operating pressurized/
not operating depressurized), and component counts for
pneumatics and storage wells. Compressor and paired prime
mover descriptions determine compressor fugitive and exhaust
methane emissions, which contribute a major portion of
emissions in the T&S segment.”

Differing levels of activity information were available for
different facilities, ranging from comprehensive data for many
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study partner facilities to essentially no information for
nonpartner facilities not reported to the GHGRP. To account
for differing information detail, the model divided the T&S
sector into five activity data sets, termed Lanes, and a hierarchy
of models was developed to estimate emissions for each lane.
For partner facilities with complete activity data—including
compressor type, operating hours, pneumatic device counts,
etc.—activity data were used directly in the model, as shown in
Figure 1. Where activity data were incomplete, ambiguous, or
absent, activity data were estimated from activity data for
similar facilities with known data.

Super-Emitter Emissions. In addition to the equipment-
level emissions models, this study also explicitly modeled
facility-level “super-emitters”. During the field measurement
campaign, two facilities were classified as super-emitters due to
elevated emissions observed by tracer flux methods which were
not measured using onsite measurements or were inaccurately
measured with portable acoustic meters. At these facilities,
onsite observers indicated that venting was likely due to an
anomalous condition, such as gas leaking through a faulty
isolation valve. Due to the difficulties in measuring these types
of sources with onsite surveys, they are not fully captured in the
long tails of equipment-level emissions distributions. To
account for these emissions, this study modeled super-emitter
emissions at the facility level, utilizing an emissions distribution
developed from tracer flux measurements and a frequency
model representing the probability of identifying a super-
emitter within a small sample population. These models are
shown in Figure 3 and in the SI, Section 14. The frequency
model was developed by simulating the sampling process used
in the field study, i.e., simulating the probability of finding one
super-emitter in a random sample of 45 facilities from the
available study population of 686 partner facilities. This process
produces a probability distribution and confidence interval
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Figure 3. Super-emitter model. Outer plot illustrates the frequency
distribution model for super-emitters based upon the probability of
finding one super-emitter in 45 randomly sampled facilities from a
population of 686 facilities. The mode of the distribution (red line) lies
at the probability observed in the field measurement campaign (2.2%).
The mean of the distribution is at 4.1%, indicating that approximately
1 in 25 facilities exhibits super-emitter emissions during any given hour
of the year. Inset figure illustrates the emission rate model utilized to
model super-emitters. The mean of the emission distribution is 496
SCFM. Additional details are provided in the SI, Section 14.
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similar to the Wilson score interval®® but applied to a finite
population size. The mode of the distribution matches the
frequency seen in the field study (2.2%). However, the
distribution has a positive skew and a mean of 4.1%; in other
words, on average about 1 in 25 facilities is estimated to be a
super-emitter at any one time. On each iteration of the Monte
Carlo model, the number of facilities simulated as super-
emitters is drawn from the frequency distribution in Figure 3.
An emissions rate is then drawn for each super-emitter facility
from the emissions model shown in the inset of Figure 3 and
multiplied by 8,784, the number of hours in 2012. While no
one facility may emit at a super-emitter rate for the entire year,
the SME assumes that the modeled frequency is representative
of the entire T&S sector during any given hour of the year. This
method directly represents the uncertainty inherent in
observing an infrequent event in a small sample drawn from
a larger population.

Comparing to GHGI. The SME includes emission
categories that contribute ~87% of the total emissions in the
T&S GHGI. However, sufficient data were not available to
estimate emissions from liquefied natural gas (LNG)
operations, metering and regulation stations, storage wellheads,
pipeline venting, pipeline leaks, and other minor categories (SI,
Section 15). In total, the GHGI estimates that these excluded
categories emit 266 Gg/yr of methane. These emissions were
added, without adjustment, to the SME to estimate the total
emissions for the entire T&S sector.

Uncertainty Estimation. Uncertainty was defined empiri-
cally as the 2.5% and 97.5% fractiles of each computed
distribution to produce a 95% confidence interval (CI). The
reported CI includes the impact of variability in the emission
and activity models, the frequency uncertainty described for the
super-emitter frequency model, and uncertainty in facility
count. An additional sensitivity analysis was also performed for
transmission station count. The GHGI provides a CI for
methane emissions from entire the natural gas system of
[+30%/—19%]* but does not provide a CI for individual
sectors, such as T&S. In this study, we apply the overall GHGI
CI to the T&S sector on the assumption that uncertainty in
T&S is similar to that of entire natural gas system. Since no CI
is provided for subsets of the T&S sector, comparisons for
individual emissions categories use the mean value reported in
the GHGL

B RESULTS AND DISCUSSION

Study Model Estimate. Figure 4 summarizes the predicted
methane emissions from the Monte Carlo simulation and
comparison to the GHGI and GHGRP. The mean SME is
1,237 Gg/yr [+36%/—23%] for the categories explicitly
included in our model. Adding unmodeled categories, total
T&S emissions are estimated as 1,503 Gg/yr [+30%/—19%],
corresponding to a methane loss rate of 0.35% [0.28% to
0.45%] of the methane transported by the T&S sector in 2012
(based upon 434 Tg of methane contained in a natural gas
throughput of 23.8 X 10'2 scf, SI, Section 16).>°

On a per station basis, the mean emission rate from
compressor stations associated with underground storage
facilities (847 Mg/station/yr [+53%/—35%]) is higher than
transmission stations (670 Mg/station/yr [+52%/—34%]).
Underlying drivers include a higher proportion of engine-
driven compressors at storage facilities and a larger number of
gas-driven pneumatic devices (see below). Both of these
equipment differences result, in part, from operational
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Figure 4. Estimated emissions from the SME for both transmission
station count models compared with the 2012 GHGI, including 266
Gg/yr of emissions not modeled in this study (“Not Modeled” bars).
Overlapping CI for the GHGI and SME with base station count
indicates the two estimates are not statistically different. The GHGI
falls within the CI using the alternative station count model, which
models 16% more transmission stations and total emissions ~10%
higher than the baseline SME. The bottom bar represents the
emissions reported to the GHGRP for T&S facilities, including
wellhead components. The SME estimate for the same facilities (495
[+26%/—17%] Gg/yr, the black portions of the SME bars) represents
260% [215% to 330%] of methane emissions reported the GHGRP. In
total, emissions reported to the GHGRP (191 Gg/yr) are 15% [11%
to 20%] of the SME emissions estimate (1237 Gg/yr) and 11% of the
GHGI (1805 Gg/yr) for the modeled emission categories.

requirements of underground storage facilities, including the
high pressures required for injecting gas into the storage field
and additional equipment for processing gas extracted from the
field. However, despite lower emissions per station, 75% of
SME emissions for the T&S sector are from transmission
stations, due to the much larger station count.

Figure 5 breaks down the SME by station and emission type
for major emission categories. Figure 6 illustrates the major
components of the SME results. Fugitive emissions account for
75% of the total SME, and the balance is from pneumatics,
engine exhaust, and station venting. Fugitive emissions are
unintended emissions from components such as connectors,
valves, meters, compressor equipment (seals, isolation, and
blowdown valves, etc.), and similar. The SME breaks fugitive
emissions into two parts: First, the SME uses equipment-level
emissions, which are characterized using empirical distributions
of both emissions and activity data that explicitly accounts for
the influence of high emitters on equipment-level emissions.
Second, super-emitters are characterized by a separate facility-
level model which is independent of all equipment categories.

Approximately 50% of the fugitive emissions are from major
compressor equipment, including seal vents, unit isolation and
blowdown valves, and rod packing vents (SI, Table S17-a). The
next largest category of fugitives is super-emitters, which
contribute 39% [24% to 48%] of transmission fugitives and
36% [10% to $4%] of storage station fugitives. Finally, leaks
from smaller compressor and noncompressor components
(open-ended lines, connectors, etc.) contribute 12—13% of
fugitive emissions.

Comparisons between SME and GHGI. Figures 4 and 5
compare the SME to the GHGI estimate for the T&S sector.
Considering only the source categories explicitly included in our
model, the overlapping CI of the SME (1,237 [950 to 1,680]
Gg/yr) and the GHGI (1,805 [1,460 to 2,350] Gg/yr) indicate
that the difference is not statistically significant. However, this
statistical similarity obscures the many significant differences in
individual emission categories, often in both activity and
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major categories (transmission and storage stations and compressor exhaust) and outside the CI for pneumatic devices and station venting. Inset pie
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Figure 6. Breakdown of SME emissions by source category. Although
emissions per station are higher for storage, 75% of all emissions
originate in transmission facilities, due to the much higher station
count. Fugitive emissions account for 75% of all emissions. The bar
graph further decomposes fugitive emissions. Major compressor
equipment, such as isolation and blowdown valve vents and
compressor seals, account for approximately 50% of all fugitive
emissions, followed by 36—39% modeled at the station level as super-
emitters. The remainder is due to other component leaks and tank
vents.

emission estimates (SI, Table S17-b). Approximately two-thirds
of the difference is in transmission fugitives, followed by 25%
for pneumatic devices and 10% in station venting. These
differences are driven by three primary factors—the reduced
estimate of transmission station count, a significant change in
compressor technology mix, and differences in the type and
number of gas-driven pneumatic devices. We discuss each of
these drivers in turn and then touch on other emission
categories.

Station Count. The SME estimates a total of 1,758 [+27%/
—19%)] stations versus 2,143 in the GHGI (which is based on
extrapolation of 1992 data). Controlling for other factors,
emissions largely scale with station count, and the reduced
station count therefore reduces the overall emissions estimate.
Since no complete national data exists for T&S stations, station
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count was estimated from available data (SI, Section 11). The
count of underground storage compressor stations (382 [+9%/
—9%]) was estimated from an EIA inventory of underground
storage fields*” and the ratio of storage stations to storage fields
for the 72 storage stations operated by the study partners. The
GHGI estimates 344 storage stations.

Two approaches were used to estimate the national count of
transmission compressor stations. First, a bootstrap method
was utilized, based on the transmission stations operated by the
study partners and nonpartner facilities reported to the
GHGRP. This approach estimates there are 1,375
[+329%/—22%] transmission stations. While the transmission
station count is smaller than the GHGI (1,799 stations), the
total compressor power of this estimate is very similar to the
GHGI estimate due to changes in compressor technology,
discussed below. However, since study partner assets are
concentrated in the interstate pipeline network, this estimate
may not fully account for smaller stations located on intrastate
pipeline networks. Therefore, an alternative transmission
station count estimate was developed utilizing FERC Form 2
data and scaling by pipeline miles, similar to methods utilized
for the GHGI estimate. This method results in a mean estimate
of 1,595 [+45%/—25%] transmission stations.

A sensitivity analysis was performed to compare the effect of
these two station count estimates on total emissions and is
included in Figure 4 as “SME + Alt. Station Count.” The
alternative estimate of station count is 16% higher than the
mean SME estimate. These additional stations are modeled in
the SME as smaller facilities similar to nonreporting trans-
mission stations, resulting in a 13% increase in compressor
count and a 10% increase in methane emissions to 1,633 Gg/yr
[+34%/—21%]. The alternate station emissions estimate
corresponds to 76% [57% to 106%] of the mean GHGI
estimate for modeled emissions categories and a methane loss
rate of 0.38% [0.30% to 0.50%] of methane transported in the
T&S sector in 2012. The CI of the SME with the alternative
station counts overlaps with both the baseline SME estimate
and the GHGI, indicating that differences are not statistically
significant.
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Figure 7. Analysis of compressor technology. (a) The SME, based upon analysis of partner and GHGRP data, indicates substantially more use of
centrifugal compressors in transmission (29% [+27%/—19%] of compressors) than the GHGI (9% of compressors). The data also suggest that over
50% of all centrifugal compressors utilize dry seals where the GHGI estimates only 10% dry seals. In contrast, for storage stations, the mix of
compressors is similar: GHGI (9% centrifugal) and SME (8% centrifugal). (b) Based upon analysis of partner data, centrifugal compressors,
particularly those with dry seals, tend to be significantly larger than reciprocating compressors. (c) The GHGI and the SME (using the base station
count estimate) predict similar total compressor power of ~20 GW. However, the SME indicates that substantially more power is implemented
using fewer, larger, centrifugal compressors.
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Figure 8. Publicly reported data about partner and nonpartner facilities shows pneumatic devices are unevenly deployed across T&S. Partner
facilities utilize substantially fewer gas-driven pneumatic devices. Transmission stations utilize about 33% of the pneumatics per station as storage and
a higher proportion of lower-emitting intermittent devices. For transmission stations, SME emissions (35 Gg/yr [+49%/—34%]) are 17% of the
GHGI estimate (207 Gg/yr) due to the change in device count, device mix, and a 24% lower station count. For storage, SME emissions (67 Gg/yr
[+21%/—18%]) are 190% of the GHGI estimate (36 Gg/yr) due to an increase in devices per station and an 11% larger station count estimate.

Compressor Technology Mix. Partner and GHGRP data storage compression capacity. Turbine- and electrically driven
indicate a substantial shift in T&S facility configurations relative units are larger than engine-driven units. Partner data indicate a
to the 1992 baseline utilized by the GHGI, with the biggest mean of 5.9 MW/unit for turbines and 9 MW/unit for electric
change in compressor technology for transmission stations. drives versus 1.7 MW/unit for engines. Using average
This shift, illustrated in Figure 7, has a substantial impact on compressor sizes derived from study partner data, the SME
methane emissions. Study activity data indicate that 29% predicts a sector total compression capacity of 20.3 GW
[+27%/—19%] of transmission compressors are centrifugal [+25%/—18%], using the base station count, versus 19.5 GW
compressors, more than three times the GHGI estimate. for the GHGI and (coincidentally) 20.3 GW estimated by
Further, study data indicate that over 50% of all centrifugal scaling FERC Form 2 data, a difference of less than 5% (SI,
compressors utilize dry seals, compared with only ~10% in the Section 13). We also predict similar overall compressor usage,
GHGL (74 X 10° HP - h [+16%/—13%]) compared to the GHGI (69

The shift in compressor type also influences how compressor X 10° HP - h), with similar transmission utilization (102% [90%
capacity is implemented. Detailed descriptions from 461 to 118%] of GHGI) and higher underground storage utilization
transmission stations (3,006 compressors) indicate that 96% (156% [124% to 194%] of GHGI). Therefore, our new data
of centrifugal compressors are powered by combustion turbines reveal a similar aggregate capacity and capacity utilization as the
or electric drives while 98% of reciprocating compressors are GHGI but suggests a substantial shift in the implementation of
powered by internal combustion (IC) engines. The GHGI does that capacity toward fewer, larger, centrifugal compressor units.
not separately identify electrically driven compressors, which This shift has two impacts that result in lower emissions: First,
our data indicate represent 9% of transmission and 15% of methane emissions from turbine exhaust are 2 orders of
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magnitude lower on a per-power basis than engine exhaust.
Second, centrifugal compressors with dry seals exhibit
approximately 33% less fugitive emissions than either
reciprocating compressors or centrifugal compressors with
wet seals.

Pneumatic Device Emissions. The SME estimates sub-
stantially lower methane emissions from pneumatic devices
than the GHGI (42% [32% to 55%] of the GHGI estimate),
which accounts for 25% of the total difference between the
mean SME and GHGI. Gas-driven pneumatic devices are
mechanical actuators operated by compressed natural gas
typically drawn from pressurized pipelines. Emissions data from
this study indicate an emission rate of 3.5 Mg/device/yr
[+13%/—12%] for continuous bleed devices (combining both
high and low-bleed types) and uses the GHGRP emission
factor of 0.40 Mg/device/yr to model intermittent-bleed
devices.

Activity models for the SME are based on pneumatic device
counts—a reporting requirement of the GHGRP—from 498
partner and nonpartner facilities reporting to the GHGRP.
These data indicate a substantially lower utilization of gas-
driven pneumatics in transmission (24 devices/station [+49%/
—33%]) compared to storage (85 devices/station [+17%/—
15%]). In contrast, the GHGI assumes 39 devices/station at all
facilities and does not distinguish between intermittent- and
continuous-bleed devices. As indicated in Figure 8, usage of gas
pneumatics is uneven across the sector. Partner facilities utilize
fewer continuous bleed devices in transmission (2.4 devices/
station) compared to nonpartner facilities (7.4 devices/station).
The difference in storage facilities was even more pronounced,
with nonpartner facilities utilizing 7.3 times as many continuous
bleed devices (53.7 versus 7.4 devices/facility). These differ-
ences are modeled in the SME (SI, Section 9). Data also
indicate a much higher proportion of intermittent-bleed devices
in transmission (81% of devices) than in underground storage
(51% of devices). These complex interactions lead to three
results. First, a lower aggregate emission factor for transmission
stations (1.0 Mg/device/yr) than the GHGI; second, lower
emissions for transmission (17% [11% to 25%] of the GHGI
estimate) due to the combination of fewer stations and fewer
devices per station coupled with a larger proportion of
intermittent devices; and third, an increase in pneumatic device
emissions for storage sites, where the larger device count per
station (239% [203% to 279%] of GHGI) more than offsets the
decrease in emission factor from 2.7 to 2.1 Mg/device/yr.

Station and Compressor Fugitive Emissions. The treatment
of fugitive emissions in the SME differs from that in the GHGI
in several respects. First, as described earlier, super-emitters are
explicitly modeled as a separate facility-level emissions category.
Second, driven by available data and observations from the field
measurement campaign, the SME includes all component leaks
in station fugitives, whereas the GHGI splits component leaks
into compressor- and noncompressor component types. In our
model, compressor fugitive emissions are restricted to
emissions from major compressor equipment (unit isolation
valves, blowdown valves, shaft seals, and rod packing vents).

The GHGI divides centrifugal compressors into two
categories by seal type and utilizes emission factors updated
in a 2010 ICF study.19 The underlying emission factors from
the ICF study indicate an emission rate from wet seals (48
SCFM/compressor) that is eight times that of dry seals (6
SCFM/compressor), while emission rates measured in this
study indicate an emission rate of wet seals (16 SCFM/
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compressor) approximately three times that of dry seals (S
SCFM/compressor). While this study indicated similar
emission rates for dry seals, emission rates for wet seals were
significantly lower than utilized for the GHGI (SI, CDFMas-
terxls). These results indicate that the emission advantages of
dry seals may be overestimated in current literature and may
warrant additional study. Annualized emissions are also
influenced by the time compressors spend in each operating
mode, since seal emissions vary significantly with operating
mode. Including these effects, the SME indicates a similar ratio
of emissions between wet and dry seal types (1.6 for GHGI
versus 1.7 for SME); however, the SME indicates that 22% of
emissions for dry-seal compressors are due to seal vents, versus
8% for GHGI.

Compressor Exhaust. Exhaust from both the engines and
turbines used to drive compressors contains unburned
methane. Methane emission rates in engine exhaust are 2
orders of magnitude higher than in turbine exhaust and
therefore dominate exhaust emissions. For engines, the GHGI
utilizes an emission factor from the EPA/GRI study of 4.6 g/
hp-h. However, total engine emissions are adjusted downward
by 124 Gg/yr due to “voluntary reductions,” producing a net
emission factor of 2.4 g/hp-h (SI, Section 1S5). The SME
derived a completely independent emission factor of 3.7 g/hp-h
that is 1.6 times the GHGI emission factor (SI, Table S17-a).
Therefore, the voluntary reduction included in the GHGI
appears to overestimate actual reductions in exhaust methane
emissions.

Station Venting. Station venting includes intentional
releases of gas to depressurize equipment, which are also
known as “blowdowns.” The GHGI estimates station venting
using emission factors from the 1996 EPA/GRI study18 based
upon engineering estimates of both the frequency and volume
of blowdowns for 15 compressor stations. The SME utilized
logged blowdown events from 617 transmission facilities and
driven by GHGRP rules, includes all blowdowns larger than 50
it occurring within station boundaries (SI, Section 4). Based
upon these data, the SME estimates lower transmission station
venting emissions, 54 Mg/station/yr versus 72 Mg/station/yr,
for the GHGI. Since no data were available for underground
storage stations, storage stations were modeled using trans-
mission station data weighted by the number of compressors at
the facility. This model indicates a smaller emission factor for
underground storage stations of 43 Mg/station/yr. As with
facility counts, more comprehensive reporting of blowdowns
would reduce the uncertainty in these estimates.

Comparison to the GHGRP. Approximately 40% [37% to
43%] of the SME emissions are attributed to the 498 partner
and nonpartner facilities that reported to the GHGRP in 2012.
These facilities represent 28% of the mean SME facility count
for the T&S sector. For this subpopulation of facilities, the
SME emissions are 495 Gg/yr [+26%/—17%] versus 191 Gg/
yr reported to the GHGRP using GHGRP rules and emission
factors (black bars in Figure 4). Three-quarters of the difference
between the SME and GHGRP is driven by three emission
areas: (a) facility-level super-emitter emissions not included in
the GHGRP (33%), (b) methane in engine exhaust estimated
using emissions factors based up AP-42 rather than the
GHGRP’s Subpart C emissions factors (27%), and (c) rod
packing vent emissions in not operating, pressurized mode, an
emission source omitted from the GHGRP (15%). The
remaining difference is due to other sources omitted from the
GHGRP, updated emission factors, and differences between
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GHGRP measurement methods and those allowed in the study
protocol (SI, Table S18-b).

Due to these factors and the reporting threshold for T&S
facilities (25,000 mtCO2e in 2012), the 191 Gg/yr reported
under GHGRP represents 15% [11% to 20%] of the 1,237 Gg/
yr methane emissions in the SME-modeled portion of the T&S
sector. This under-reporting is due to the requirements of the
GHGRP rules, not noncompliance by industry.

The GHGREP is a significant new source of greenhouse gas
emissions data, covering approximately 25% of T&S facilities,
and providing new and valuable activity data, particularly for
pneumatic devices, component leaks and compressor equip-
ment, and new emission data in certain reporting categories.
However, emissions reported to the GHGRP significantly
underestimate emissions from reporting facilities, and need to
be interpreted carefully.

Impact of Long Tails in Emissions Distributions. The
empirical emissions distributions utilized in the SME allow the
impact of long tail emissions to be assessed for fugitive
emissions at the component level and for super-emitter
emissions at the facility level:

o Impact of “Long Tail” on Fugitive Emissions: As illustrated
in Figure 2, the “body” of most fugitive emissions
distributions represents at least 95% of all measurements
(SI, Section 7). These emissions occur in many
components and therefore scale with activity levels,
such as equipment counts and operating hours, and are
characterized by the count and choice of equipment. In
contrast, the long tails in Figure 2 indicate emissions that
are significantly higher than average are likely in most
emission categories and are likely due to equipment or
control malfunctions. These emissions, and by extension
a substantial proportion of total emissions, would likely
be effectively reduced by reducing the frequency at which
malfunctions occur and/or reducing the emission rate
should a malfunction occur. For 11 of the 17 emission
models in Figure 2, the largest 5% of measurements
account for 40—75% of measured emissions. Assuming a
conservative 40% of emissions in each of these categories
could be identified and eliminated, total emissions would
be reduced by 14—15%.

Impact of Super-Emitters on T&S Emissions: The paired
onsite and tracer measurements made in this study'®
indicate that most emissions may be characterized by
comprehensive onsite measurements, but some large
facility-level super-emitters are not readily measured by
onsite methods. Qualitative observations made during
this study indicate that these super-emitter emissions do
not scale with equipment counts except at the coarsest
level (e.g, facilities) and are better modeled as a
frequency of occurrence within a population of facilities.
Facility-level super-emitters account for 23% [9 to 39%]
of the SME for modeled categories. The model presented
here provides a systematic treatment of these emitters.
However, the wide uncertainty in the estimate indicates
that additional data on both frequency and magnitude
would improve national emission estimates.

Together these two forms of skewed emissions distributions
account for nearly 40% of the SME emissions. Attention to
these emissions categories could have significant impact on
overall emissions from the T&S sector.
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Considerations for Inventory Development. Although our
analysis indicates that the GHGI agrees, within statistical
uncertainty, with our estimate of overall emissions from the
T&S sector, there are significant differences in a number of key
drivers of these emissions. These detailed differences matter if
the GHGI is used to assess, for example, the targets and costs of
potential emission reduction stra’cegies.28 Our extensive new
data revealed errors in the GHGI activity data (both counts and
technology mix) that have an impact on overall emissions
similar in magnitude to changes in emission rates, including
facility-level super-emitters (SI, Table S17-b). Our analysis
suggests that a limitation of the GHGI for the T&S sector may
not be gaps in understanding emissions but instead what many
would consider to be more fundamental, “easy to get” data:
counts of facilities and major equipment at those facilities.
From an inventory development perspective, one of the most
valuable aspects of the GHGRP as it is currently constructed is
that it provides this information for the estimated 28% of sites
that report to GHGRP. Comprehensive reporting of activity
data, including intrastate systems, even if unaccompanied by
emissions measurement, would substantially improve inventory
completeness and reduce uncertainty.
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B.2 A Methane Emission Estimation Tool (MEET) for predic-
tions of emissions from midstream gas compressor stations
with fine scale temporal and spatial resolution.

Supplementary Information

B.2.1 Compressor Station Equipment

Traditionally, the midstream natural gas supply chain has been divided into two sectors: G&P
and T&S. The compressor stations in these sectors compress gas for transport between facili-
ties in the natural gas supply chain. The MEET model includes models and data for gathering,
transmission, and storage stations. Compressors at gas processing plants are often similar to those
in transmission or gathering stations [23]. The model does not include the other equipment at

processing plants, such as gas fractionation systems.

A compressor station is a physically proximate group of equipment, typically surrounded by
a fence or similar outer marker, which receives gas from one or more pipelines from well pads or
other stations, compresses and often upgrades the gas, and injects the gas into another pipeline.
In upstream and storage applications, stations often include equipment that upgrades gas quality,
including dehydrators and acid gas removal units (AGRU), and often host equipment to support

connected pipelines, such as pig launchers and receivers, or metering equipment.

The equipment model utilizes a hierarchy of station-unit-component, which matches well with
available emission and activity data. Equipment groups utilized in this work are shown in Figure
B.1. A station contains major equipment units (dark outlines in figure). Each unit contains various
types and numbers of components (lighter or dotted lines). Figure B.2 shows an aerial view of a

compressor station with key equipment marked.
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Figure B.1: Compressor station equipment included in the model. Major equipment units are shown in dark
lines, while constituent components of each unit are shown in lighter or dotted lines. Not all equipment is
present at every station.
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Figure B.2: Aerial view of a large compressor station that includes both compression and dehydration,
pipeline pig launchers and receivers for incoming and outgoing pipelines, and metering for delivered gas.
This station is connected to well pads upstream via gathering pipelines and connects to a nearby transmission
line to deliver gas.

Common emissions inventory practice, such as the U.S. EPA Greenhouse Gas Inventory (GHGI),
tracks gas-driven pneumatic controllers (PCs) at the station level, rather than the major equipment
units on which they are deployed. Therefore, PCs may need to be aggregated to the station level if

counts per major equipment unit are not available.
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In keeping with common practice, we distinguish between station-level separators and unit
separators. Station separators are typically larger separators installed at the inlet of the station to
capture liquids entrained in the incoming gas. Unit separators are included on the skids of individ-
ual equipment units, such as inlet and interstage separators on compressor skids, dropout tanks on
dehydrators, etc. Station separators are modeled as separate major equipment units. Component

counts for unit separators must be included in the component counts for major equipment units.

Figure B.3 shows the principal components of a single compressor, including support compo-
nents which are outside the compressor skid itself. Every compressor has three principal valves:
suction and discharge isolation valves and a blowdown valve. (Some compressors also have a by-
pass valve which connects the suction to discharge to bypass the compressor; these are not modeled
in this revision of MEET.) These three valves are in different states for each of the compressor’s

operating modes, as shown in Table B.2.
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Figure B.3: Simplified single compressor schematic. The compressor is shown with a gas-powered starter;
many compressors use air or electric starters, which do not have direct emissions. Typical compressor drivers
— engines and turbines — also have exhaust emissions, not shown. The fuel gas system provides combustion
fuel throughout the station and may also provide gas for gas-driven PCs. Some stations have multiple fuel
gas systems.
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Figure B.4 illustrates a single compressor in more detail, without the driver, starter, or fuel

gas system. In addition to the major valves in Figure B.3, additional vents and associated valves

are shown. A key emission source is rod packing or centrifugal compressor seal vents, which

are typically routed to the atmosphere through vent lines on the compressor, or into a combined

vent stack for the compressor station or compressor house. For this model, we include dog house

(distance piece) vents in rod packing, as these emissions originate with gas movement through the

rod packing seals [33, 71, 62]. Compressors may also have additional vents which are also routed

to the atmosphere, but are used infrequently, (e.g. pocket vents, which vent gas when the pocket

size is being adjusted, a rare, and typically manual, operation).
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Figure B.4: Compressor schematic for a multi-stage compressor. Interstage separators are often located on
the compressor skid for smaller compressors (<2000 HP) typical of gathering stations, and as separate yard

equipment for larger compressors typical of transmission stations.
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Modeled Emission Sources

Eight component categories are included in the model for each unit of major equipment, based
upon data from two recent studies of compressor stations [61, 33]. Emissions from these compo-

nents are always fugitive emissions (Section B.2.5):

* Threaded connectors

* Open Ended Lines (OELSs)

* Valves

* Meters

e Pressure Reducer Valves (PRVs)

* Flanged connectors

* Regulators

* Gauges

A final component type, gas-driven PCs, are modeled similarly, but emissions are classified
differently. PCs vent gas when operating; the rate depends upon the type of PC. In addition, these
devices may malfunction and either vent excessive gas or leak gas when emissions should be zero.
Current emission factors, based upon data collected in field studies, co-mingle these emissions.

Therefore, all PC emissions from continuous bleed controllers are currently classified as venting,

but may include some fugitive emissions.

For intermittent controllers, the compressor station model includes emissions behavior taken
from Luck et al. [56, 55], that includes both vented and fugitive emissions from periods where
the controller is malfunctioning. Actuation timing was also extracted from these data. Therefore,

simulation results used for this study include highly variable emissions characteristics typical of
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controllers on gathering compressor stations, and those emissions are dynamically assigned to
either vented or fugitive classifications; when an intermittent pneumatic controller is behaving
normally, all emissions are categorized as “vented”; when the controller is behaving abnormally

all emissions are categorized as “fugitive”

Finally, special consideration is required for PC attached to compressor units. For this study,
we assume all PC assigned to compressors are attached to operating components of the compres-
sor, including pressure regulators, separator dumps, and other control and safety valves. PCs on
fuel systems and other supporting equipment are included in the yard piping category. For the PCs
on compressors, the operational state when the compressor is pressurized but not operating (NOP
mode) is ambiguous, as some controllers may still be active (e.g. continuous bleed pressure regu-
lators), while others (e.g. dump valve controllers) are likely to be inactive. Therefore, to simplify

the operational behavior, the current model assumes:
* All gas PCs are active whenever the compressor is pressurized — that is, in NOP and OP
modes.
* All gas pneumatics controllers are depressurized and inactive when the compressor depres-

surized — NOD mode.

Working from Figure B.3 and B.4, all compressors are assumed to have the following additional

‘major’ components:

* One ‘single unit’ vent, as defined in Zimmerle et al. [71], and multiple vents are assumed to

be plumbed into this vent. Emissions from this vent are fugitive emissions (Section B.2.5).

* One rod packing or seal vent that includes emissions from all compressor cylinders (Section

B.2.7)

* One blowdown valve, which has the potential for both fugitive and vented emissions as

defined in Table B.2. (Section B.2.6)
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* One starter valve, which has the potential for both fugitive and vented emissions as defined

in Table B.2. (Section B.2.6)

* Two isolation valves (suction and discharge). Emissions are treated as leaks, Section B.2.5,

but only occur in specific operating modes, defined in Table B.2.

* One pocket vent per cylinder; emissions from pocket vents are always considered fugitive

emissions, as venting only occurs when the pocket size is being changed. (Section B.2.5)

Sources with No Models or Simplified Models

In addition to the emissions included in the model, several emission types are not included or
are modeled in a simplified fashion. First, considering vented emissions, two vent types have not

been discussed:

 Unlike production sites in the MEET model, tank flash emissions are not modeled, due to
a lack of data for the composition of fluids in compressor station tanks. Fugitive emissions

from other tank components are included in yard piping, as in Zimmerle et al. [71]

* Full or partial station blowdowns are not modeled. These events are rare, but potentially

large. However, little data for timing or frequency exists; see Section B.2.6.

Second, there are several additional combustion emission sources on compressor stations:

* Combustion exhaust emissions from AGRU steam heaters or dehydrator reboilers are not
modeled; these are not included in GHGRP models and little empirical data is available for

use in models.

¢ The model assumes that AGRU vents are routed to on-site flares, and those emissions are

included in flare emissions.
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Table B.1: Valve states for compressor operating modes

Valve (0] NOP NOD START BLOWDOWN
Unit isolation | Open  Assume Closed' Closed Open Closed
Blowdown Closed Closed Assume Open?| Closed Open
Starter Closed Closed Closed Open Closed

' Both open or closed positions are valid; model assumes closed.
2 Some operators close the blowdown valve after blowing down, others do not. The model assumes open, i.e. not
leaking.

 Since little data exists for operating states of dehydrators, dehydrator reboilers vents are
modeled by drawing random samples from GHGRP reports. This same method is used for

flare exhaust emissions.

Major Valves States by Operating Modes

Compressor operating modes are defined in the main paper. In each state, the major valves in
Figure B.4 change position, as shown in Table B.1. When the valve is closed, it may be leaking —
i.e. the valve is not sealing properly. When a valve is open it is not leaking through the valve seal
but may still leak through valve stem packing. Valve stem emissions are always considered leaks,
and are included in component emissions, category ‘valve, while valve seal leaks are modeled

with separate emission factors for specific valves.

Emitter States in Each Compressor Operating Mode

The model tracks the state of the compressor and suspends/restarts emissions from mode-
dependent leaks when the compressor is in a different mode. For example, venting from rod
packing only occurs in OP and NOP modes, and is rare in NOD mode. In all cases, both the fre-
quency and emission rate are set by the emission factors selected for the model. Emissions from the
gas starter are vented during the starting operation. Emissions at other times are leaks. Similarly,

emissions through the blowdown valve are classified as vented emissions when the compressor is
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actively in the process of blowing down; emissions through this valve are considered leaks at any

other time, as no gas should be emitted from this valve when the compressor is not blowing down.

Table B.2 shows all emission types included in the current compressor station model, with
conditions noted in the table legend. All component leaks are modeled by type of component, and
assumed to be quasi-steady state; their emissions do not vary over time, except in cases where the

operating mode of the compressor changes the leak between active and inactive.

Table B.2: Emitter states by compressor mode

Emitter | OP  NOP NOD | START BLOWDOWN

Components
Connector (flanged) | F F F F
Connector (threaded) | F F F F
Gauges | F F F F
Meter | F F F F
OEL | F F F F
PRV | F F F F
Regulator | F F F F
Valve | F F F F
Pocket vent | F F F F
Gas pneumatics* vd v \Y% A
Major Valves
Blowdown valve | F F F V!
Isolation valve F F F
Starter valve | F F F v! F

Centrifugal seals and rod packing
Rod packing | V? F? F?3
Dryseal | V
Wetseal | V

Combined vents and stacks
Single unit vent | F F F
Combustion exhaust | C

Key: F indicates a fugitive emission, V indicates a vented emission, C in-
dicates combustion exhaust emissions, and blank indicates the emitter is
inactive.

Vented emissions are episodic, see Section B.2.6.

Rod packing emission rates are available for each compressor operating mode.

Rod packing vents occasionally emit gas which enters the compressor through leaking valves in NOD
mode.

The intermittent PCs emission model may produce either fugitive and vented emissions.

W
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B.2.2 Operating Mode Timing

Two possibilities exist to model the time series of compressor operating states. In rare cases,
start and stop times, and blowdown events, may be acquired directly from SCADA records. In the
more common case when these data are not available, the primary activity data driving emissions is
an estimate of the run time of the compressor over the simulation period, the uptime ratio, defined
as the fraction of time the compressor is operating. Transmission, storage and gas processing
stations that exceed reporting thresholds report hours in OP/NOP/NOD modes to the GHGRP. For
other sectors, public annual data is not available, but uptime can often be estimated from SCADA

or maintenance records.

To model runtimes, we use two steps: probability distributions for the time in each state (Figure
2, main paper) and a transition matrix to define the probability that the unit will transition between
the current mode and all other possible modes. When a compressor enters a mode, the time in that
mode is randomly drawn from an appropriate distribution. When the time in-mode expires, the

model uses the transition matrix to move to the next state.

The transition matrix defines the probability of transitioning from one state to another whenever
there is a choice in possible destination states, as shown in in Table B.3. Probabilities in each row
sum to 1. Diagonal values are zero, because we are drawing duration from duration probability
distributions to determine how long we are in each state. We also assume that transitions from
NOD to NOP are very rare (II ~ 0), or short; if a depressurized compressor is pressurized, it will

also be started.
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Table B.3: Transition matrix for compressor states

Future State’
Current
State OP NOP NOD Constraint
OP 0 llopnor | Hopnop | Hopnop +opnop =1
NOP | IInopropr 0 IIvop,nop | Unorop + lIvopnop =1
NOD | Ilyop.or ~ 0? 0 Hyop,op =1

T Short-term episodic states in Figure 2 of the main paper are not included in the
table because they are episodic transitions between the OP, NOP, and NOD states.
2 Probability is zero because the model assumes that pressurizing the compressor

will always be followed by an attempt to start the compressor.

Duration probability distributions determine the distribution of time the compressor spends in
each state. For each time, ¢,z = OP, NOP, NOD, there is an assigned probability distribution,
‘P.., that defines the duration in each state, derived from data analysis and/or engineering judgment.
Reasonable defaults are provided in the sample input files. In many cases, only the uptime fraction

of the compressor is known or can be estimated. Uptime is defined as:

t
- or (B.1)
top +tnop + tnoD

and top +tyop +tnop 18 typically the total time in the recording period, such as annual hours.
From this type of record, often only ¢,f f = tnyop + tyop is known, and some estimate must be
made for the fraction of time a unit spends in NOP versus NOD mode. In this case, transition
probabilities and the mean values of duration distributions (P,) must jointly produce the correct
uptime for the compressor. We are given the uptime fraction, u, and want to find the scale factor,
f, to apply to P, to produce the uptime factor during the simulation, i.e. t,fs = ftop. uis defined

as:
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Hop
w= —Hor (B.2)
pop + frop

Rearranging:

f=—-1 (B.3)

U
Because there are multiple downtime modes, we need to scale downtimes to consider the means
and the fraction in each mode. First, we assume mean times in NOD and NOP mode; only the ratio

is important because absolute values will be calculated later. The mean time in off mode is then:

tors = Hopnorlnororiinor + HopnopInop.orlinon B.4)

+lopnorUnorNopiinop + Lopvopllnvop,noriinop

where the caret indicates an estimated value. The total on time is tpp. To produce the desired
uptime, the mean of the duration distributions, Pyop and Pyop, must be scaled by the scaling

factor:

top 1

B.5
topsu—1 (5

Example code is:
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totalOff= transMatrix (OP,NOP) xtransMatrix (NOP, OP) *nopTime.Mean
+ transMatrix (OP,NOD) xtransMatrix (NOD, OP) *xnodTime.Mean

+ transMatrix (OP,NOP) *transMatrix (NOP,NOD) *nodTime.Mean

+ transMatrix (OP,NOD) *transMatrix (NOD, NOP) xnopTime.Mean;
totalOn=opTime.Mean;

g=totalOn/totalOffx (1/uptime-1);

nodTime.Mean=nodTime.Meanxg;

nopTime.Mean=nopTime.Meanx*g;

B.2.3 Gas Composition

Emitted gas composition varies between equipment upstream and downstream of gas upgrading
equipment (dehydrators and AGRUs), and gas emitted from tanks likely has a different gas com-
position from other locations on the station. However, in keeping with common industry practice,
the current model assumes one gas composition for all emission locations at the station, with the
exception of combustion sources (engine exhaust, flares and combustors), which use other models

(e.g. GHGRP or AP-42 models) to calculate emissions.

B.2.4 Sources of Emissions and Activity Data

Reasonable default data is provided in the input files for compressor stations in gathering,
transmission, and storage. Transmission or gathering compressor models are likely appropriate
for most gas processing plant compressors, depending upon size. Each primary data source is
discussed in a subsection below. In general, if the user provides user-specific data, that data is
used. If the user does not provide data for an element of the model, the provided input data provides
reasonable defaults for these values, which are varied via probability distributions between Monte

Carlo iterations. Three default cases are currently in the input data set:
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* Gathering Emission Factor (GEF) Study.[71]

* Transmission and Storage (T&S) Study.[33]

* EPA Greenhouse Gas Reporting Program (GHGRP) [129]

Note that there is no model for gathering or transmission pipelines, and default data for pipelines

1s not included.

Gathering Emission Factor (GEF) Study

The Gathering Emission Factor (GEF) study [62, 71] provides data on the compressor driver
types, sizes, cylinder counts, and fuel consumption from a representative sample of 435 com-
pressors and related equipment on 180 gathering compressor stations. Data is reported by major
equipment unit: AGRUs, compressors, dehydrators, separators, yard piping, and tanks. Yard pip-

ing includes all components not on the skids of other major equipment types.

Activity data includes counts of components using the GHGRP classifications from the trans-
mission and storage sector: gas PCs, threaded and flanged connectors, open-ended lines (OELs),
valves, meters, pressure relief valves (PRVs), regulators, and gauges. For each type of major

equipment, data includes a distribution of component counts in each component category.

Emissions data are divided into compressor and non-compressor components, e.g. there are
separate emission measurements for PRVs on compressor skids and PRVs on non-compressor
equipment, such as dehydrators, separators, yard piping, etc. Data includes the number of com-
ponents screened and measured for each component category, the number of leaks found, and an
emission rate distribution for measurements. Since the GEF study includes both the (counted and
estimated) number of components screened, a leak probability can be calculated for each compo-

nent emission factor —i.e. compressor and non-compressor components of each type.
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As is typical of gathering stations, 95% of compressors screened were driven by four-stroke
reciprocating engine drivers and 90% of compressors were reciprocating. Therefore component
counts are strong for those type of compressors and drivers, and relatively weaker for centrifugal
or screw compressors, and for turbine or two-stroke compressor drivers. The GEF study has no
data on compressor uptime, and this data is not reported for gathering to GHGRP. If the user does
not specify operating hours 95% uptime is assumed, with off time equally split between NOP and

NOD. Default values are found in:

input/CompressorModelData/GatheringCompressorDefaultHours. json

Combustion emissions are calculated using EPA AP-42 or EPA Subpart C emission factors.

Transmission and Storage Study

The Transmission and Storage (T&S) measured 36 transmission and 9 storage stations [28,
33]. Activity data does not include a count of components per unit of major equipment. Since
component counts are needed to determine leak probabilities, GEF data is used to estimate both
component counts. Emissions data is reported for compressor and non-compressor components,

for the same components as identified for the GEF study above.

T&S includes OP/NOP and NOD hours for compressors for stations which report to the GH-
GRP augmented by some partner data collected by the study. Utilization varies substantially be-
tween compressor and driver types. Additional up-time data for T&S is updated annually by review

of the GHGRP reports for reporting stations.

The study included more centrifugal compressors, compressors with turbine drivers, and com-
pressors with two-stroke reciprocating engine drivers. Therefore, it is recommended that T&S data

be used if the compressor being modeled falls into any of these categories.
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As with GEF, combustion emissions are calculated using EPA AP-42 or EPA Subpart C emis-

sion factors.

EPA Greenhouse Gas Reporting Program (GHGRP)

The third source of data for compressor models is the EPA Greenhouse Gas Reporting Pro-
gram (GHGRP). While these data are included in the current revision of the model, they are not
recommended for use on compressor stations; the GEF and T&S data are more specific and better
support dynamic compressor models. However, GHGRP reports provide some additional informa-
tion that may be of interest to users. For the production and gathering sectors, the only information
reported under GHGRP Subpart W is: number of compressors per basin (by sector), total vented
carbon dioxide per basin, and total vented methane per basin. The vented CO2 and CH4 are re-
ported at an emission rate defined in the Code of Federal Regulations (CFR) §98.233(0)(10) and
§98.233(p)(10). The limited GHGRP information for compressors operating in these sectors lacks
data to develop dynamic or time-variant models. Therefore, compressors in the production sector,
when modeled using GHGRP data, are treated as constant emitters, i.e. uptime of 100%. In gen-
eral, users should utilize GEF or T&S data choices for compressors, rather than GHGRP settings.

However, default values from the GHGRP may be more appropriate for well-pad compressors.

As noted previously, GHGRP reports the total number of hours per year in OP, NOP, and
NOD modes for compressors at T&S stations which report to the GHGRP. These data can be used
to update uptime models, if desired. GHGRP also reports driver rated output (in horsepower)
in Subpart W, and rated fuel consumption (in mmBTU/hr) in Subpart C, which can be used to

populate engine size and determine combustion emissions.

For compressors operating in sectors other than production and gathering, GHGRP mandates
measurements of blowdown valves on compressors in OP and NOP modes, and isolation valves
on compressors in NOD mode. Rod packing emissions are only measured in OP mode. The

compressors are not measured in all modes each reporting year, but are measured in every mode
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at least once in three years. Wet seal oil degassing vents must also be measured and reported in
OP mode. Notably absent are dry seals; no data exists for dry seal emissions in the data reported
under Subpart W. In general, measurements reported in GHGRP could be used to update emission
factors, but should be treated with caution, as some approved methods of emissions estimation for

valves (e.g. portable acoustic meters) may have large errors [33].

GHGRP reports data separately for reciprocating and centrifugal compressors. However, no
data is reported about the driver types. Generally, models assume all centrifugal compressors are
driven by turbines, and all reciprocating compressors are driven by reciprocating engines — an
assumption which is true in the vast majority of compressors. The specific type of reciprocating
engine (two-stroke or four-stroke, lean burn or rich burn) is not reported, and can have substantial
impact on combustion emissions. Therefore, if a user does not specify the specific engine type,
combustion emissions can only be calculated using Subpart C, which lists a set of emission factors
that is not dependent on engine type. Therefore, analysts using the model should acquire other data

and properly populate the compressor data to match actual circumstances.

User Specified

If users would prefer to draw from a distribution(s) that more closely resembles their own
equipment or equipment in a specific region, this can be accomplished by choosing ‘User speci-
fied’ for the compressor data source. A template Excel workbook showing how the data must be

formatted for use by the model is provided in:

DES1/input/CompressorModelData/UserCompressorDataDistributions.xlsx

In order to use this template, it must first be copied and renamed; the new file must remain in
the same directory as the template. Enter the name of the renamed file into the field ‘Filename

for User Specified Data Source’ on the input spreadsheet. User specified data set requires the
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use of user-specified leak data. Because of the unique characteristics of compressors, they inherit
their leak model from the compressor model that was specified, rather than the leak model that
is defined at the facility level. Therefore, if a user does not have adequate leak survey data for
compressors, compressors generated using user specified data may not have representative leaks.
Note that for the purposes of the model, certain vents (e.g. reciprocating compressor rod packing
vents and centrifugal compressor wet seal vents) utilize the leak model because functionally these
vents behave as leaks. Therefore, rod packing and wet seal vents may be absent from compressors
initialized using user specified data if there is insufficient data to generate them. This model will

be replaced in future revisions.

B.2.5 Leak Emissions

This subsection discussions the modeling of fugitive emissions, i.e. leaks.

Leak Model

One leak model is used for all facility types in the MEET, and requires three sets of information:

1. Distributions of component counts for each component category, per unit of major equipment

type; typically from field data.

2. The fraction of each component category that is leaking; typically from field data.

3. Distribution of emission rates for leaking components, commonly called a ‘leaker factor’ or
‘leaker distribution.” Note that leaker data is not the same as average or population emission

factors.

Empirical distributions are used for both component counts and emission rate measurements

for leaking components.
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Component Counts: For a given unit of major equipment (e.g. a compressor), the model ran-
domly assigns component counts for each component type. For one component category (e.g.
threaded connectors), each unit of major equipment, k, in each Monte Carlo iteration, m, is as-
signed n. i, components drawn from an empirical distribution of component counts for that type

of major equipment.

Component count distributions are derived from published field studies that counted compo-
nents for facilities or units of major equipment or from similar sources of data. If component
counts are not available for a sector, counts are assumed from studies of other sectors (see Sections

B.2.5 through B.2.5).

Leak Initialization: At the start of the simulation run, the model assumes that the fraction of
components leaking in each component category equals the fraction seen leaking in field data used
by the model. A typical field study screened n; components in one component category, and found
n; leaking (or emitting). Screening may have been performed on one type of major equipment (e.g.
‘compressors’) or on a classification of major equipment that includes multiple major equipment

types (e.g. ‘non-compressor’ equipment).

Therefore, field data estimates the leak probability as:

Pr=— (B.6)

ny
Leaks are created by drawing a vector of uniform random numbers, r = {r;,i = 1... % pm }
and comparing it to the leak probability. For each unit, on each Monte Carlo simulation, the

number of simulated leaks is:

Ne,km

Nopm = Y _ (ri < Py) (B.7)

i=1

141



where the expression in angle brackets is zero if false, and one if true, and Py is the appropriate
leak probability for the major equipment type of k. Over M Monte Carlo simulations and K units
of major equipment, the algorithm assures that the probability of a component leaking converges

to that seen in the field data. For each component category, the number of leaking components is:

K
No=)"> Nakm (B.8)

k=

1=

and the total number of simulated components is

M K
Nc - Z Z Ne ke (B9)

m=1 k=1

and the simulated leak probability is

N
P, = . (B.10)

Over sufficiently large value of M - N, the algorithm converges to the leak probability target,
that is, P, — Py as M - N — oo. In practice, this assignment converges to acceptable error
differences when M - N exceeds 10,000, although practical results are produced by as little as

M- N > 1,000.

Each leaking component is assigned a leak rate by drawing randomly from an empirical distri-
bution of leak rates. There is no variation in the leak rate with simulation time; a leaking compo-

nent’s emission factor will remain the same until the leak has been repaired.

Component count distributions (i.e. activity) and emission distributions must correspond to the
same definition of activity. For example, multiple PRVs on a compressor may be vented separately
or may be plumbed into a single vent line. Studies may vary on whether all vents on a single
compressor are treated as one leaking component (i.e. the ‘component’ is the combined vent line)
or as individual PRVs. Therefore, the emission rate distribution must correspond to the activity

definition — either ‘emissions per compressor’ with one ‘component’ per compressor, or as ‘emis-
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sions per PRV on a compressor’ with (potentially) multiple PRV components instantiated on each

COmMpressor.

Leak Generation and Repair: Additional leaks will occur after the start of the simulation.
These leaks are generated when the simulated units for the Monte Carlo run are instantiated. At
the start of the simulation, these leaks are in a non-leaking state, and are set to switch states to

‘leaking’ at some later time.

To simulate these leaks, an assumption must be made on the frequency at which leaks appear on
the simulated equipment. Most public data originates from field campaigns that screened for leaks
at many field locations, and in the future, these may be augmented by company LDAR records.
Operators and facilities may differ in how often leak surveys are performed. Therefore, the leak

generation rate seen in the field campaign is a function of:

1. The failure rate of each component category screened.

2. Frequency of surveys and/or the time since the last survey when the field measurements were

conducted.

3. The fraction of leaks detected in a survey which are fixed before the next survey.

In general, these qualifying data are not available for published field campaigns. Therefore, the

model makes several assumptions to produce a realistic leak generation rate.

First, the model assumes the field study facilities were subject to periodic LDAR surveys, and
that all detected leaks were fixed shortly after they were detected, and were definitely fixed prior
to the next survey. Leaks detected during any survey therefore reflects the number of leaks which

have appeared during the survey period.

Since most field campaigns screen and measure facilities at an arbitrary time during the year, on

average the field campaign encountered the facility halfway between periodic screens. Therefore,
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if regular leak surveys have been performed on the study locations, the field campaign sees the
leaks which started in % of the survey interval. If there are no regular surveys, the field campaign

sees the long-term ‘stable’ leak frequency.

Unfortunately, data about leak survey frequency for studied facilities is not typically published
with field studies. Therefore, the model assumes that the leak frequency encountered in the field
study is equivalent to the new leak generation rate on an annual basis — i.e. additional leaks are
generated at the rate of Py per simulation year. Future model revisions may allow survey frequency

to be adjusted, for example, if operator LDAR data is available.

Second, in the default case, where leak repair actions are not independently simulated, the
repair action identified above must also be simulated. As a default, the model assumes that leaks
are repaired at the same rate as they are generated, i.e. at a frequency of P; per simulation year.
Since repair actions are independent of leak-start actions, the number of leaks will rise and fall, but

will, in general, average out to P, — Py over a multi-year, multi-iteration, Monte Carlo simulation.

Leak Initiation Process Summary: Leaks are modeled using the following steps:

1. Create all compressor stations in the simulation
2. Populate all major equipment units on each station

3. Create initial leak population; all leak emitters are actively emitting (in the appropriate com-
pressor operating state(s)) when created
(a) Estimate component count for each component category from activity distributions
(b) Draw number of emitters for the component count
(c) For each emitter, draw emission rate from appropriate emission distribution

(d) Randomly assign the emitters to major equipment units
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4. Create additional leak population, i.e. leaks which will start later, as described in the leak

model.

Individual components are not tracked. For example, if a compressor has 10 valves, each valve
is not instantiated and tracked through the simulation. However, if 2 of the valves are initially
leaking, 2 valve leaks are generated and tracked with separate IDs. During a simulation, one valve
leak could be repaired, the other valve leak left unrepaired, and, a probability exists that a third

valve could start leaking at some later point during the simulation.

With this implementation, it is possible for a single component to leak, be repaired, and begin
leaking again, potentially multiple times depending on the length of the simulation and the com-
ponent’s likelihood of developing a leak. In this case, the component will randomly draw a new
emission rate every time it begins leaking, and this emission rate will remain constant until the leak

has been repaired.

All leaks are assumed to be steady state once started. For leaks on compressors, each com-
ponent category is assigned to specific operating modes and are emitting in some modes and not

emitting in other modes, as shown in Table B.2.

The following subsubsections describe the data available from the primary studies used in the
model. Different studies publish different subsets of these data. For compressor stations, the
GEF study provides all three components, while the T&S provides only the leaker emission rate
distribution. The data source for compressor station leaks is specified by the ‘Leak Emission Data
Source’ parameter on the Facility_List sheet of the data input spreadsheet. Since compressor
leaks tend have different leak probabilities and emission factors compared to non-compressor leak
behavior is defined by the Data Source’ parameter on the Compressor sheet. This may or may not

be the same as the data source used for all other leaks at the facility.
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Gathering Emission Factor (GEF) Study

The study defines six categories major equipment:

Acid Gas Removal Units (AGRUs)

* Compressors

Dehydrators

Separators

* Yard piping

Tanks

The study provides a distribution of counts for each major equipment category, based upon
component counts collected during the field campaign (AGRUs had very small sample size). Com-
ponent counts are drawn from this distribution for each unit of major equipment instantiated in the

model.

The GEF data also reported the number of screened components and the number of detected
emissions for each component category. For common component categories, emission distribu-
tions are divided into compressor and non-compressor distributions; in general, the frequency of

leaks and the size of leaks is higher for compressor-mounted components.

Two component categories had no reported leaks in the GEF study: gauges and meters. There-
fore, while gauges and meters are assigned to units of major equipment, their failed fraction is zero

(number of detected emissions was zero), and therefore cannot develop leaks.
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Transmission and Storage Study

The study provides leak measurements organized into leaker distributions, with both com-
pressor and non-compressor component classifications. Neither component counts nor number of

screened components are provided; the model uses GEF data for these distributions.

The model uses the GEF component categories. For component categories that are missing in
T&S, emission rates are taken from the GEF emissions data. T&S did not distinguish between
threaded and flanged connectors; therefore, both connector types use the same emission distribu-
tion. Similarly, meters and PRVs were combined in T&S, and use the same emission distribution.
However, since the leak frequency is set by GEF study data, and GEF found no meter leaks, no
leaks will be generated on meters when using the default GEF or T&S leak models. Emissions
from leaks on regulators were not measured or reported in T&S; therefore, regulator leaks use

GEF leaker emission factors.

EPA Greenhouse Gas Reporting Program (GHGRP)

In general, GHGRP emission and activity factors are not encouraged, as they have been super-
seded by more recent studies. However, they are included in the current model for comparison.
Table W-1B to Subpart W of Part 98 defines default average component counts for major equip-
ment applied to onshore natural gas production and gathering sectors. These data originated in a
1996 study that counted components on well pads and a few units of midstream equipment. The
GHGRP program then applied these counts to the gathering and boosting sector. Table W-1B

defines counts for the major equipment categories:

¢ Wellheads

 Separators

* Meters/piping
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* Compressors

¢ In-line heaters

* Dehydrators

Four component categories have counts in Table W-1B:

Valves

¢ Connectors

Open-ended lines

Pressure relief valves

Only these component categories will generate leaks when using GHGRP data. Only mean values
are provided; there is no distribution of counts or emission rates. GHGRP reports include leak
counts. However, these data need to be screened to select only reports which include reporter leak
survey data, and exclude those reports where the leak count was determined using the defined leak

fractions. This varies by sector (T&S requires surveys, gathering does not).

User Specified

The final data source for leaks is user defined. This option is provided for users that wish to
use their own leak survey data to determine failed fraction and leaker emission factors, rather than
relying on one of the previously described models. Note that at present, this method does not allow
the user to specify component counts for major equipment. If a user specified leak model is used,
Table W-1B is used to assign component counts. This limits the model to the major equipment and

component categories included in Table W-1B.
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A Microsoft Excel template for providing user defined leak data is provided. The filename for

the template is:

DES1/inputs/LeakModelData/UserInput_ProductionLeaks.xlsx

Instructions for using the template can be found on the first sheet, titled ‘READ ME’, of this
workbook. If users are planning to provide their own leak data, it is recommended that this file be
copied and renamed before editing. The newly created file must remain in the same directory. To
use this data, select ‘User specified’ as the Leak Emission Data Source for the appropriate facil-
ity(ies), and enter the name of the newly created spreadsheet under ‘Filename for User Specified

Leaks’ onthe Facility_List sheet of the input data workbook.

B.2.6 Start and Blowdown Episodic Venting

Emissions from gas starters and unit or station blowdowns occur episodically during transi-
tions between operating modes (Figure 2, main paper), and are typically high-rate, short-duration,
emissions. Timing of these episodic events is included in the compressor transition matrix (Sec-
tion B.2.2). An emission quantity — either rate or total emissions — and duration of the release is

required for a time-domain simulation.

Gas starters: A gas starter uses an expansion turbine to crank an engine. The turbine operates
on the pressure of the gas supply and does not burn the gas, and gas is directly vented to atmosphere
through an open-ended line. None of the studies measured emissions from gas starters when ac-
tively starting a compressor. Therefore, engineering estimates based upon gas starter specification

sheets have been used for the default data set. The default distributions are:
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Table B.4: Gas starter default distributions

Gas Starter Vents Distribution Type Lower Mean Upper
Duration (s) Triangular 5 30 50
Total gas release during start (scf) Triangular 500 3,800 5,000
Mean emission rate (scfh) N/A 600 7,600 60,000

The emission rate is assumed constant for the duration, and is defined as total emissions divided
by duration. Gas composition is the composition assigned to the station. A random duration and
total gas release are drawn for each compressor at instantiation. The same compressor will emit

the same total volume of gas every time it transitions into OP mode.

In practice, several tries may be required to start an engine (dotted lines in Figure 2, main
paper). However, since no data is available for ‘failed starts,” and these are not included in the

current model.

Unit and station blowdowns: For compressor stations, compressor unit blowdowns occur every
time the compressor transitions into NOD mode, which occurs at intervals ranging from hours to

weeks. Partial or complete station blowdowns occur infrequently for maintenance activities.

For processing, transmission, storage, and gathering sectors, the total number of blowdowns
and total emissions from blowdowns are reported annually in Table I.1 and Table 1.2 of the GHGRP
[123]. These data provide estimates for CO, and CH, per blowdown for these sectors. However,
the data do not clearly define the reason for the blowdown (e.g. compressor unit, station, or some
other subset of equipment at the station). As a result, blowdown frequency and size are not well

documented for station piping or other pressurized major equipment units (separators, dehydrators,

AGRUs).

Based upon the available data, unit blowdowns are included in the current model. These blow-

downs are relatively frequent and are coordinated with other compressor operations. Station and
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other equipment blowdowns are not included; these blowdowns are less frequent and solid data for

timing and size of these emissions is not readily available.

In practice, blowdown emissions are typically estimated using starting and ending pressures
and the volume of piping and vessels blown down. In order to be used as part of a time domain
simulation, both the size and duration of the blowdown must be modeled. Since blowdown dura-
tions are not recorded in any of the available data sources, example data uses engineering estimates
and the study team’s observations of blowdowns while on site. If no data is provided, the model

defaults to data from the GHGRP table “EF_W_BLOWDOWN_STACKS_UNITS”.

The default distributions are listed below. Generally, an estimate of the total gas release (scf)
should be developed by the analyst from the size of the blowdown volume and typical operating

pressure of the unit.

Table B.5: Compressor blowdown default distributions

Compressor Unit Blowdowns Distribution Type Lower Mean Upper
Duration (s) Triangular 30 450 1,800
Total gas release during start (scf) Triangular 1,500 2,200 2,900

As with gas starters, a random duration is drawn for each compressor, and the total gas release
is taken from user input or drawn from the default distribution when the compressor instantiated.
The same compressor will emit the same total volume of gas every time it transitions into NOD
mode. The blowdown rate is assumed constant in the current model; the rate is the total emission

divided by the duration.

Any of these underlying assumptions can be modified be editing the file:

input/CompressorModelData/Start_and_blowdown_parameters. json
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B.2.7 Non-Episodic Vented Emissions

Non-episodic compressor vented emissions include rod packing and centrifugal compressor
seals as well as PCs, which were discussed earlier (Section B.2.1). Rod packing and seals vent
only in OP mode and are taken from prior studies or the GHGRP and are assumed steady state per

compressor. In other modes, emissions are considered leaks (Table B.2).

Compressors vary in how rod packing and seal vents are connected to vent stacks, and are often
plumbed together before routing to a vent stack. In both the GEF and T&S studies, when there
were multiple vents on a compressor unit they were combined to generate a single emission rate
for the unit. Therefore, the emission distribution is for one vent of these types on each compressor.
In contrast, pocket vents (reciprocating compressors only) are typically not plumbed together, and

are tracked separately based upon the count of compressor cylinders.

As with other categories, the availability of data depends upon the sector:

e T&S: Zimmerle et al. [33] provides emission distributions for both wet and dry seals and for

rod packing.

* Gathering: Emission factors for reciprocating compressors are available from the GEF study
[61, 62]. Too few centrifugal units were measured to update emission distributions for those

compressors; emissions are modeled using data from the T&S study [33].

* Processing plants: No updated values are available; current model uses GHGRP factors.

For rod packing, separate emission distributions are available for emissions in OP, NOP and
NOD modes. Rod packing emissions for each mode are drawn when the compressor is instantiated,
and are the same each time a compressor is in that mode. However, like all leaks, rod packing
may begin the simulation with no leak and then, at some point during the simulation, transition

to leaking, after which the emission rate is constant for the remainder of the simulation. Mode-
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dependent data is not available for centrifugal compressor seals; these are modeled to emit only in

OP mode.

B.2.8 Compressor Driver Combustion Emissions

Exhaust gas composition is modeled using either AP-42 or Subpart C emission factors. Emis-
sions are computed as in Zimmerle et al. [33] and Vaughn et al. [45]. In brief, the loading of
each compressor is drawn from a distribution (see input data files) and used to compute the energy
content of the fuel burned in the compressor. The discrete event simulator outputs this value to
intermediate files. After time simulation, the model combines fuel gas composition and AP-42 (or
Subpart C) factors to compute exhaust emissions. Required input data is described in the guide to

input spreadsheets.

AP-42 provides emission factors for 2-stroke and 4-stroke, rich and lean burn, internal com-
bustion engines and turbines. Subpart C has a single set of emission factors regardless of engine

type, and is therefore less accurate than AP-42 for engines.

Combustion emissions are determined based on driver efficiency, driver size, and the driver

loading.

Driver loading is chosen randomly from a distribution each time the compressor enters the OP
state. This load level, as a percent of rated power, is assumed to be constant for the entire duration
that the compressor is in the OP state. If loading is not specified by the user, default values are
selected based on industry sector. Loading is specified in ‘per unit’ (p.u.) values, which is the ratio

of operating load divided by rated power, and expressed as a percent:

P,
P = P (B.11)

where P, is the actual power output of the engine and P, is the rated power.
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Default values vary by sector. For production and processing, compressors are assumed to be
operated at rated capacity (100%). For gathering, loading is estimated to be normally distributed
with a mean of 83% of rated load and a standard deviation of +/-8.9% rated load, based upon the
GEF study. For the transmission sector, the default loading is assumed to be normally distributed
with a mean of 90% and a standard deviation of 4+/-1% rated load. The default loading values can

be changed by modifying the file:

input/CompressorModelData/DefaultLoading. json

The actual fuel flow for reciprocating engine drivers is calculated based on the loading and the

rated fuel flow at full load:

~0.4P,,, +135)Q, B, <0.75
Q, = ( ! ) g (B.12)
(=0.2B,, +1.20)Q, P, >0.75

Where (), is the actual fuel flow rate, P, ,, is the relative driver loading as defined above, and
@, is the rated fuel flow at full rated load. Using data from the EPA GHGREP, fuel rates, (), and
@, are expressed in BTU/bhp-hr.

For compressors with turbine drivers, the fuel flow rate is determined using the following equa-

tions.

—1.12P,,. + 1.98)Q, P,.. <0.75
0, = ( » )Qr B B.13)
(—0.56P,... + 1.56)Q, Py.. > 0.75

For a known loading, the energy input rate can be computed using the loading, fuel rate, and

rated power, and then converted to kJ/s or kW:
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1.055kJ  hr

F=PF .
BTU  3600s

p.u. 'Pr'Qa' (B14)

EPA AP-42 emission factors are given in rates of pounds per million BTU (Ib/mmBTU), and
EPA Subpart C combustion emission factors are given in rates of kg/mmBTU. These are converted
into rates of kilograms per kilojoule (kg/kJ), and multiplied by the fuel input rate, F', to compute

emissions.

B.2.9 Simulation Examples

This subsection discusses the simulation examples utilized in the main paper.

Station Characteristics

The test data set consists of 8 stations modeled after equipment seen in a recent basin-scale
study [45], and data from a recent national measurement campaign at gathering stations [71].
While compressor size and drivers are taken from the study, operating characteristics of the stations

were modified to provide a range of different conditions, shown in Table B.6.

Table B.6: Key characteristics of stations in test data set

Typical
Number of
Number of  Compressors Compressor

ID Sector!| Description Compressors Offline Size (HP)

1 T Small station, typical operating hours 2 NA? 4890

2 G Low average loads per compressor 8 1 4-1340, 4-1775
3 G High loads, typical downtime 5 0 1775

4 G Small, very high loads, low downtime? 2 0 1775

5 G Small, very low loads, low downtime? 2 1 1775

6 G Large, all 90% avg load, mixed downtime 24 4 4-1340, 20-1775
7 G Small, no engines ever run 2 2 1340

8 G Typical size, typical downtime 7 3 4-1340, 4-1775

' T indicates transmission, G indicates gathering.
2 Simulations use default annual hours from T&S study[33]
3 Stations 4 & 5 have the same typical annual operating hours.
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Table B.7 summarizes all sources utilized in the simulation. The table notes the name of the
source, as it appears in the data files, charts, and other tables, and the classification of emissions
from that source. See notes in the table for sources which may be either fugitive or vented emis-

sions.

Table B.7: All sources modeled in simulations

Emission Category
Source | Combusted Fugitive Vented

Combustion Sources
Driver Exhaust Y
Still Vent Y

Component Leaks
Connector Flanged
Connector Threaded
OEL
PRV
Pocket Vent
Regulator
Valve

LI

Major Component Leaks and Vents
Blowdown Valve Leak
Isolation Valve Leak
Rod Packing!

Single Unit Vent
Starter Valve Leak
Thief Hatch Leak

R

Episodic Vents
Blowdown or Start Y

Pneumatic Controllers
High Bleed PC Y
Intermittent PC? Y Y
Low Bleed PC Y

' Rod packing emissions are classified as vents when the compressor is operating (OP
mode), and as fugitive emissions when it is not (NOP and NOD modes).

2 The intermittent PC model used in this study simulates both properly functioning
and abnormally functioning controllers. Each controller is randomly assigned a
profile, and will transition between normal and abnormal operations randomly.
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Simulation Runs and Timing

To illustrate behavior of the model only a small number of Monte Carlo iterations — 20 —
are included in the simulation. After simulation, results were summarized at the daily level for
the entire year (365 time steps), and at one-minute resolution for 26 random, half-day, periods

throughout the year, as shown in Table B.8.

Table B.8: Timing of 1-minute Extracts

Set Day
1 15
2 23
3 37
4 59
5 o4
6 70
7 71
8 80
9 147
10 159
11 170
12 182
13 198
14 208
15 222
16 225
17 246
18 248
19 251
20 253
21 263
22 287
23 302
24 306
25 327
26 339
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Inserting Large Emitters

Exceptionally large emitters seen in field campaigns — commonly called ‘super-emitters’ — are
not included in the emission distributions from the GEF or T&S studies. The intent is for these
emitters to be handled as a separate category. As they are rare, there is anecdotal evidence that
they have a different life cycle than smaller emissions, and appear randomly on various component
types. Since it was desirable to have these emitters visible in some simulations, particularly for the
gas composition simulations, the GEF distributions were modified to cause large emitters to occur

at frequencies seen in the GEF field campaign.

In the GEF field campaign, the 435 compressors that were screened and measured exhibited
5 large emitters (1.1%), 6 large emitters of 251 screened and measured tanks (2.3%), and 3 large
emitters on other equipment on the 176 stations (1.7%). Frequencies are given in Tables S3-36 and
S3-37 and the emitter size is estimated in Table S3-38 of Zimmerle et al. [62]. Only the distribution

for single-unit vent was utilized to extend distributions for the example problem.

For tanks, the distribution was extended to include a 1.4% probability of leak with a mean
of 3675 scth whole gas, while for compressors the distribution was extended to include a 1.1%

probability of a leak with a mean of 2451 scth whole gas.

The large emitters resulting from the above modifications, and other similarly sized emitters,

are summarized in Table B.9, which shows all emitters with THC emissions >10 kg/h whole gas
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Table B.9: Fugitive Emitters In Sample Iterations with Emissions >10 kg/h THC

Major Monte Maximum

Station | Equipment Source Carlo Start  End Emission

D Type Type Iteration ~ Day  Day | Rate (kg/h)
2 Tank Single Unit Vent 11 137 364 182
6 Compressor Starter Valve Leak 8 1 364 125
2 Compressor Starter Valve Leak 6 1 54 116
6 Compressor Starter Valve Leak 20 1 57 114
6 Tank Single Unit Vent 11 62 364 103
8 Compressor Starter Valve Leak 4 30 249 103
2 Compressor Starter Valve Leak 17 72 162 99.9
2 Tank Single Unit Vent 1 130 364 76.8
4 Tank Single Unit Vent 8 128 364 48.9
2 Compressor Valve 1 7 115 17.4
6 Compressor Valve 20 1 325 17.1
1 Compressor  Isolation Valve Leak 1 1 145 16.8
8 Compressor Valve 5 226 283 16.7
6 Compressor Valve 2 1 229 15.8
5 Compressor Valve 4 1 249 14.7
2 Compressor Valve 12 1 35 14.5
8 Compressor Valve 6 22 332 14.5
1 Tank Single Unit Vent 18 1 276 14.1
1 Tank Single Unit Vent 19 1 364 14.1
1 Tank Single Unit Vent 14 343 364 14.1
1 Tank Single Unit Vent 1 1 342 11.5
1 Tank Single Unit Vent 14 1 109 11.5
1 Tank Single Unit Vent 17 201 364 11.5
6 Compressor PRV 16 293 364 11.3
2 Compressor Valve 20 356 364 11.3
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Tracer Simulation

The tracer method, described briefly in the main paper, makes several transects downwind of
a facility, during which time high-resolution concentration measurements are made of the target
analyte (methane and ethane in this case), and the tracer gas(es) being emitted on site at known rates
(nitrous oxide and acetylene are often used). Each downwind transect consists of a time series of
concentration measurements starting at approximately background conditions, extending through
the downwind plume of emissions from the site, and ending when the concentrations again revert
to background levels. Using various techniques [27, 30], the concentration profiles are utilized to

estimate an emission rate at the site, commonly called a plume.

All of the complexity of a tracer flux measurement [27] cannot be captured in the simulation
performed here. However, it is possible to capture the essential dynamics of the method. The

simulation utilized the following assumptions:

* Emissions are estimated at each site, for each MC iteration, using 2 to 8 plumes, uniformly

distributed.

* Each plume is the average of 3 minutes of total emissions from the site. This is longer than
an actual plume transect, but accounts for the smoothing effect of dispersion and mixing

between the site and the transect.

* A gap of 5 to 15 minutes between plumes, uniformly distributed. In field conditions, this
time is required to drive the measurement unit to safely reposition the measurement unit be-
fore making another transect. Additionally, since some plume are unsuccessful, the spacing

between plumes is variable.

* The standard deviation of the error in each plume estimate is 15% taken from field testing

of the tracer method [27, 30].
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The simulation completed 500 MC iterations focusing only on methane emissions. For each

iterations, the process was:

1. Draw random start time for the tracer measurement (i.e. an offset into the 1-minute emissions

time series for the site).

2. Draw the number of successful transects —i.e. the transects with that meet acceptance criteria

and can be classified as ‘plumes’ — uniformly distributed on range of 2 to 8 transects.
3. Randomly select which transects were successful plumes.

4. Draw uniform random starting time offsets, relative to the start time in (1), for each transect.

This offset is uniformly distributed over 5 to 15 minutes.
5. Compute average emissions over 3 minutes for each transect.
6. Discard all unsuccessful transects using vector generated in (3).

7. Apply random errors using the standard deviation of errors for each successful transect. The

result is a set of 2 to 8 plumes with normally distributed errors.

8. Compute mean of plume estimates as the measurement estimate.

The result was a family of 500 tracer estimates for each % day of 1-minute data samples, for
each station. Table B.10 summarizes the confidence intervals and mean error for these estimates by
station. Center columns identify the fraction of tracer estimates which were outside the confidence
interval of emissions for the station, using daily total emissions for an entire year. Note that the
set of compressor stations simulated here are not representative of the national mix of compressor

stations (see Section B.2.9), and may not represent method accuracy on a regional or national basis.
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Table B.10: Tracer Simulation Results

Fraction  Fraction

Fraction  Above Below Mean
Station | Outside Upper Lower Tracer
ID Daily CI Daily CI Daily CI | Error
1 38% 11% 27% 0.31%
2 29% 3.6% 25% 0.46%
3 36% 7.8% 28% 0.55%
4 24% 3.6% 20% -0.3%
5 30% 5.9% 24% -0.92%
6 34% 3.6% 31% -0.84%
7 11% 3.8% 6.8% 0.9%
8 36% 3% 33% 2%
All 28% 7% 21% -0.5%

Continuous Monitoring Simulation

Continuous monitoring solutions were simulated utilizing a simplistic model that includes
knowledge of both total emissions (fugitive + combusted + vented) and and estimate of vented
+ combusted emissions. We assume the monitoring solution makes some type of measurement of
facility emissions each minute (emissions were extracted at 1-minute resolution). The solution also
computes the current vented emission rate of the station. In actual practice, both calculations have
error — often substantial. Autonomous downwind emission measurements often have measurement

errors in excess of +50%, while it is difficult to quantify vented or combusted emissions over a

I-minute period.
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(a) Emissions time series for Station 6. Left panel: Time series at 1 minute res-
olution. Blue is the sum of all vented and combusted emissions while purple is
fugitive emissions, barely visible at bottom of plot. Lighter lines represent individ-
ual Monte Carlo iterations; dark is the mean across all iterations, at each time step,
for both types of emissions. Right panel: Histogram of 1-minute emissions for the
same time period with the same color coding.
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(b) Ratio of fugitive to total emissions for Station 6. Left panel: Time series at
1 minute resolution. Lighter color represents individual Monte Carlo iterations;
dark is the mean across all iterations, at each time step. Right panel: Histogram of
I-minute ratios for the same time period with the same color coding.

Figure B.5: Continuous monitoring simulation for Station 6. Panel (a) displays simulated emissions, while
panel (b) displays the ratio fugitive to total emissions. Station 6 is large station where one or more com-
pressors operates at all times. Fugitive emissions are a small fraction of total emissions, and while the mean
ratio hovers around 0.15, the mean is dominated by two Monte Carlo iterations with large fugitive emissions,
while remaining iterations exhibit fugitive emissions that are low relative to combustion slip.
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(a) Emissions time series for Station 7. Left panel: Time series at 1 minute reso-
lution. Purple is fugitive emissions while blue is the sum of all vented and com-
busted emissions, barely visible at bottom of plot. Lighter lines represent individ-
ual Monte Carlo iterations; dark is the mean across all iterations, at each time step,
for both types of emissions. Right panel: Histogram of 1-minute emissions for the
same time period with the same color coding.
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(b) Ratio of fugitive to total emissions for Station 7. Left panel: Time series at
1 minute resolution. Lighter color represents individual Monte Carlo iterations;
dark is the mean across all iterations, at each time step. Right panel: Histogram of
I-minute ratios for the same time period with the same color coding.

Figure B.6: Continuous monitoring simulation for Station 7. Panel (a) displays simulated emissions, while
panel (b) displays the ratio fugitive to total emissions. Station 7 has no operating compressors. Since
remaining gas pneumatic emissions make up the bulk of vented emissions, fugitive emissions represent a
large fraction of total emissions.
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(b) Detection pattern for station 7

Figure B.7: Detection pattern for Stations 6 & 7, for a continuous monitor capable of detecting fugitive
emissions in excess of 20% of total emissions. These two stations represent extremes of detectability with
continuous monitors. Right panel shows a composite of all 1-minute simulation periods. Left shows the
fraction of time, as a probability, that fugitive emissions are detected. Positive detection periods for Station
6 correspond to MC iterations where the station has large emitters (see Table B.9) with emissions larger than
100 kg/h.
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Appendix C

Real-Time Distributed Simulation

C.1 Precision Timing on Linux Microcomputers
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Precision Timing on Low-Cost Linux
Microcomputers

Gerald P. Duggan
Electrical and Computer Engineering
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Abstract—Recent years have seen a significant number of low-
cost (sub-$100) Linux-based microcontroller systems introduced
to the market. Initially targeted to the educational and hobbyist
markets, the low cost, small physical package, low power con-
sumption and high compute capability of these microcontrollers
has made them interesting to research and technical communities.
Many of the applications these platforms are being used for
require precise timing to measure physical phenomena and
coordinate with other computers.

This paper examines the timing characteristics of these sys-
tems. Jitter for a periodic task is defined as the difference between
the desired time interval for the task and the time the task
actually took. The jitter of a sleep task is examined under a
number of system variables, including system type, load average,
and desired target interval.

The paper then uses a feedback control algorithm to improve
jitter using a Proportional-Integral (PI) controller. Results show
the jitter reducing from 90 p seconds to just under 5 pu
seconds using this controller on a typical low-cost Linux-based
microcontroller.

I. MOTIVATION

There has been a dramatic proliferation of low-cost Linux
microcontrollers in recent years, including the Raspberry Pi
[5], the Beaglebone series [1], and the Pcduino [8]. Initially
targeted at educational use, these platforms are making inroads
into Wireless Sensor Networks (WSN) and other cyberphysical
systems. Low system cost, compact physical design, and mini-
mal power consumption are three reasons why these platforms
are of interest to the technical community.

Precision timing, the ability to perform periodic computa-
tions on a regular basis with small variations in the time period,
is critical for many WSN applications. Measuring physical
phenomena often needs high speed sensing with predictable
error margins. Similarly, real-time simulations require precise
time measurements. A common technique to extend the battery
life of sensor nodes in a WSN is to have the nodes sleep
for most of their duty cycle, waking periodically to perform
measurements and communicate with other nodes. Improving
the precision of timing on such nodes will increase the
accuracy of their measurements and improve their ability to
extend batter life.

A. Related Work

Linux has had real-time capabilities since at least 2007
[9], and jitter in the Linux RT patch has been examined by
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[7]. Real-time scheduling using modern feedback controller
theory is proposed in [6]. A variation of this approach was
examined in [4], where a user-space jitter control system was
proposed. This work builds on [4], implementing a user-space
jitter control algorithm on low-cost Linux microcontrollers,
using modern Linux high-resolution timing primitives.

II. RESULTS

The target platform for this experiment is a Beaglebone
Black, available for approximately $55.00 at many locations
on line [1]. For comparison, the experiment was also run on
a server class machine. Details for the platforms is shown in
table 1.

TABLE I
TEST PLATFORMS
Platform Processor | Memory | Cores Clock Cost
Speed Resolution
Beaglebone | 1.0 GHz 512KB 1 1 ns $55
Server 2.0 GHz 16 GB 6 I ns $4500

A high level block diagram of the control system is pre-
sented in figure 1. Algorithm 1 is the method used to calculate
jitter. The algorithm uses high resolution timers available in
Linux to get the current time and sleep to the clock resolution
of the machine, 1 nanosecond [3]. Adjustment of the load
average is performed using the Linux stress utility [2].

Pi Controlier Jitter

. ' ‘

—targetinteval

—adustedinterva -

tuzlinterva

Fig. 1. Block Diagram of Control System
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Algorithm 1 Jitter calculation algorithm
function JITTER(interval)

> Specified in ns

1:

2 tg < current time in ns
3 nanosleep(interval)

4 t1 < current time in ns
5 actualInterval < t; — tg
6 return actuallnterval

7. end function

A baseline was established by running the jitter algorithm
with no correction factor for 600 data points, increasing the
load average by one every 100 points. The results are shown
in figure 2. The Beaglebone has significantly more variability
and a higher average jitter than the server. One surprise was
the high jitter at O load displayed by both the Beaglebone and
the Server. Speculation is that the operating system is putting
the processor into a power saving mode at low load averages,
and coming out of this mode causes a slight delay.

The baseline data show a base jitter of approximately 90,000
nanoseconds for the Beaglebone. To compensate for this,
the project team implemented a simple PI control algorithm,
shown in Algorithm 2. A smoothing version of this controller,
which took a rolling average of the previous 10 jitter values
was also implemented.

Algorithm 2 PI feedback control

static integral <~ 0 > maintains value across calls
error < actualInterval — targetInterval
integral < integral + error
adjustment < K, x error + K; x integral
adjustedInterval < targetInterval — adjustment
return adjustedInterval

end function

AN A S o e
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III. CONCLUSION

Results of this implementation, run at a load average of
1 and a target interval of 100,000 ns is shown in figure 3
(K, = K; = .01). After approximately 320 milliseconds, the
PI algorithm has reached its steady state, while the smoothed
PI run has reached steady state after approximately 150
milliseconds. Table II shows the jitter values across various
platforms and algorithms. The values for the server platform
baseline show a fairly low mean of 54885 ns, and, more
importantly, a very small standard deviation which suggests a
low variability on this platform. The Beaglebone has a higher
mean jitter and a significantly higher standard deviation.

TABLE II
TEST RESULTS, LOAD AVERAGE = |

Jitter (ns)

Platform Algorithm Mean Min Max .
Server Baseline 54885 | 53792 66211 1324
Beaglebone Baseline 90957 | 86583 | 519209 | 19231
Beaglebone PI 9047 -4583 92667 19355
Beaglebone | Smoothed PI | 4566 -6168 | 297667 | 17956

Ultimately, the baseline mean values provide a minimum
value for precision timing intervals, because the adjustment
factors are subtracted from the target intervals. With a mean
value of close to 55 useconds, the server platform can provide
more precise timing than the Beaglebone mean value of 91
pseconds. However, considering that the Beaglebone platform
osts almost one-hundredth of the server platform, this can be
a reasonable tradeoff for many applications.

A. Future Work

The K, and K; parameters to the PI control loop were
obtained by trial and error. A more rigorous derivation of these
values could provide a better response.

There are a number of other low-cost Linux platforms
available. Trials could be run on these platforms to see how



they behave. In particular, the Pcduino3 [8] provides a dual-
core system, which could provide tighter timing intervals.

One of the driving motivations for using a low-cost micro-
controller is for wide deployment of sensor nodes. These type
of nodes are often run on batteries, and thus power consump-
tion is a critical design consideration. It would be interesting
to evaluate the precision timing algorithms described in this
paper with regard to their power consumption.
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Mitigating Communication Delays in Remotely
Connected Hardware-in-the-Loop Experiments

James L. Cale
Emiliano Dall’Anese
Poorva A. Bedge

Abstraci—This paper introduces a potential approach
for mitigating the effects of communication delays between
multiple, closed-loop hardware-in-the-loop experiments
which are virtually connected, yet physically separated.
The approach consists of an analytical procedure for
the compensation of communication delays, along with
the supporting computational and communication in-
frastructure. The control design leverages tools for the
design of observers for the compensation of measurement
errors in systems with time-varying delays. The proposed
methodology is validated through computer simulation and
hardware experimentation connecting hardware-in-the-loop
experiments conducted between laboratories separated by
a distance of over 100 km.

Index Terms—Delay compensation, drift observability,
hardware-in-the-loop (HIL).

|. INTRODUCTION

YSTEM emulation using hardware-in-the-loop (HIL) is a

frequently used research and validation tool because it en-
ables dynamic cosimulation of models with physical hardware
in real time, see [1]-[7]. Several national laboratories, univer-
sities, and industrial companies are now pursuing approaches
in forming virtually connected simulation testbeds, whereby in-
dividual HIL experiments (representing subsystems) at distant
locations share state information through communication links
to emulate larger, virtually connected systems. Motivation for
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this research is driven largely by the possibility of sharing exper-
imental resources across large geographical distances without
the need for physical relocation of (potentially scarce, sensitive,
or massive) research equipment.

Previous research has been performed in connecting geo-
graphically separated testbeds in real time, with broad applica-
tions. For instance, in [8], a power system for a hybrid electric
vehicle using a driver-in-the-loop motion simulator located in
Michigan was connected in real time to a hybrid power train in
California. To support naval power systems research, the work
in [9] used (software-only) simulation of a shipboard power sys-
tem where components were geographically dispersed and the
simulation communicated between laboratories in Mississippi
and South Carolina.

To evaluate distributed energy penetration on the U.S. elec-
tric grid, a joint experiment analyzing high penetration pho-
tovoltaics (PV) on an electrical distribution feeder was per-
formed between two U.S. national laboratories using remote
HIL, wherein a large-scale grid simulation (software-only) at a
laboratory in Washington was virtually connected with a set of
physical, residential PV inverters operating at another laboratory
in Colorado [10].

More recently, real-time (software only) simulation of two
large ac power systems connected through an HVdc link was
performed between laboratories in Norway and Germany [11]
and between Germany and South Carolina [12]. Researchers at a
national laboratory in Australia performed a closed-loop, remote
HIL with a national laboratory in Colorado, where a power
network simulator and a physical PV+battery inverter system
in the U.S. were virtually connected to a physical PV inverter
in Australia to demonstrate coordinated solar PV firming on
electrical distribution feeders [13].

However, previous research has not adequately addressed
strategies for mitigating communication latencies specific to
remotely connected HIL experimentation. As the complexity,
number, and physical distances between remotely connected
HIL systems increase, it is expected that communication delays
will begin to adversely impact the time resolutions possible in
multisystem(location) HIL experiments. In particular, commu-
nication sampling times between remotely located processors
place a fundamental limitation on the effective bandwidth of
the combined experiment due to the Nyquist frequency cutoff.
Moreover, communication latencies from network traffic and
security firewalls at potential host locations can be a significant

0278-0046 © 2018 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission.
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Fig. 1. Configuration for a single HIL experiment.

source of delay. Advanced methods for mitigating communi-
cation latencies are needed to enable larger and more complex
virtually connected testbeds.

This paper describes a potential control methodology, compu-
tational and communications architecture for helping to mitigate
the effects of communication delays between remote HIL exper-
iments, and validates the method on an example system through
simulation and hardware demonstration.

Key contributions of this paper are: 1) introducing concepts
from the control of drift-observable, time-delayed systems as a
potential framework and approach for mitigating communica-
tion delays in remotely connected HIL systems; and 2) demon-
strating the approach in simulation and hardware.

The remainder of this paper is as follows. Section II provides a
brief background on HIL and previous research in relevant delay
compensation methods, with particular emphasis on observers
for time-varying delay systems. This is followed in Section III
by a description of the design approach introduced in this paper.
The approach is demonstrated on an example system in Sec-
tion IV. Section V demonstrates a validation of the concept in
hardware. This paper concludes with a summary of findings and
suggestions for future research in Section VI.

Il. BACKGROUND
A. Brief Overview of HIL Simulation

HIL platforms enable realistic evaluation of physical hard-
ware in the context of a modeled system. Using real-time simu-
lators, models are executed and exchange signals with a physical
device under test (DUT) in a closed-loop fashion; an example
configuration is depicted in Fig. 1.

In Fig. 1, the supply simulator is a controllable power sup-
ply, which is physically connected to the DUT. The real-time
simulator computes the response of the simulated circuit (bub-
bled area in Fig. 1) and provides control signals to the supply
simulator. Measurements from the experiment are fed back to
the circuit model on the real-time simulator, thus “closing the
loop.” In this way, the dynamic response of the DUT inside the
model is simulated, i.e., the DUT appears to be inside the circuit
model (depicted by gray box in Fig. 1).

Single location real-time HIL, including controller HIL and
power HIL, have been developed extensively for closed-loop
simulations. Examples include the simulation of physical
controllers and power devices [1], [2] and for investigating
demand-side management techniques for providing grid ancil-
lary services [3]. These simulations have included multiphysics
domains as well, e.g., see [4] and [5].

Closed-loop remote HIL consists of two or more of the indi-
vidual HIL systems depicted in Fig. |, which are physically sep-
arated, yet exchange state information through communication
links to provide a virtually connected, closed-loop simulation.
However, communication latencies between HIL instances are a
critical factor in ensuring that the desired bandwidth of the em-
ulated experiment is met. The following sections describe prior
research in delay compensation techniques for time-varying de-
lay control systems, which, as will be proposed, provides a basis
for a method to mitigate communication latencies in remotely
connected HIL systems.

B. Delay Compensation Methods in HIL Simulation

Prior research has been performed on delay compensation
for single location HIL simulations. In [14], current filters were
incorporated in the feedback path to improve the stability of
the closed-loop software <+ hardware simulation. Additional
approaches to prevent instabilities of the resultant closed-loop
system were proposed in [15]. However, the approaches in [14]-
[23] focused on single HIL testbeds, and did not address the issue
of connecting remote systems through HIL.

The real-time simulation platform developed in [24] was uti-
lized to emulate the operation of cyber-physical energy systems,
where control signals for energy resources were dispatched and
exchanged through a communication network. The platform
combined real-time simulations of dynamic electric models and
communication systems, with the goals of assessing the im-
pact of noninstantaneous communications on distributed con-
trol tasks and evaluating reconfiguration strategies for the com-
munication systems. Communication protocols were emulated
within the HIL platform, but remote communication between
HIL instances was not considered.

Communication and processing delays in wide area control
systems were evaluated in [25]. Communication delays were
estimated from empirical measurements from a transmission
system; operational delays were then estimated and assessed
via (single location) HIL.

The work in [26] considered remote access to HIL simulators
to control a dynamical system. The framework was demon-
strated for remote control of a robotic arm. The main objective
was to provide control and simulation capabilities without phys-
ical existence of the equipment in the laboratory. The framework
was close in spirit to the method presented in this paper; how-
ever, the work in [26] did not consider utilizing HIL for testing
and emulating remote HIL systems or assess the impact of com-
munication delays on the control and emulation tasks.

Focusing on general (non)linear dynamical systems, an ap-
proach for the construction of a state observer for nonlinear sys-
tems when the output measurements have nonnegligible time
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delays was proposed in [27]. Algorithms for estimating the sys-
tem state in the presence of different communication delays were
proposed, and conditions ensuring global exponential conver-
gence to zero of the estimation error for any given value of the
delay in the measurements were derived. Closely related work
in [28]-[30] described the design of observers that are guar-
anteed to asymptotically converge to the values of the actual
(nondelayed) system output.

As described in the following sections, the theory for observer
design for systems with time-varying delays described in [27]—
[30] provides a potential building block for mitigating the effect
of communication delays between remote HIL experiments, as
described in this paper. Combined with a cyber-physical archi-
tecture for the HIL configuration(s), design, and selective place-
ment of embedded observers, the proposed approach leverages
the theory in [27]-[30] to provide a framework for compen-
sating delays between remotely connected HIL simulations to
produce a system simulation that appears virtually connected
(i.e., colocated).

C. Observers for Time-Varying Delay Systems

This section provides a condensed summary of key research
findings on observer design for systems with time-varying de-
lays described in [27]-[30], which will be referred to in subse-
quent sections.

Notation: Upper-case (lower-case) boldface letters will be
used for matrices (column vectors); (-)7 denotes transposition;
| - | denotes the absolute value of a number or cardinality of a
set; V stands for the gradient operator; (x,y) denotes the inner
product of vectors x and y. For a given NV x 1 vector x € R",
x; denotes its ith component, and ||x||s := vVxTx. C> denotes
the field of infinitely differentiable functions.

Consider the following dynamical system describing the evo-
lution of a state vector x(¢) € R":

x(t) = £ (x(t)) + g(x(t), u(t))
y(t) = h(x(t - (1))

(1a)
(1b)

where u(t) € R™ is a known input vector, functions f : R" —
R™",g:R" x R™ — R",and h : R" — R are in C*°, and §(¢)
represents a measurement of the delayed state vector x at time
t — &(t). Particularly, (t) € [0, A], Vt represents a known,
time-varying and bounded measurement delay. The objective
of [27]-[30] is to design an observer to predict x(¢) by process-
ing the delayed measurement 7(t).

Let £ : R" — R be an infinitely differentiable function, and
consider a vector field v: S — R", & C R". Suppose that
v(x) € C*. The Lie derivative of the function £(x) along the
vector field v is defined as follows:

L0600 = (900,v(x)) = 30 20

The kth Lie derivative of £(x), denoted L ¢(x), is obtained by
k-times repeated iteration of Ly &(x) and LY&(x) == £(x).

Consider the following mapping associated with functions

f(-) and h(-) in (1):

®(x) = [h(x) Leh(x) a3

System (1) is said to be globally drift-observable if ®(x) is
a diffeomorphism on R". Drift-observability of (1) implies that
the Jacobian J(x) associated with ®(x) is nonsingular for all
x € R", in which case the mapping z = ®(x) defines a global
change of coordinates.

Suppose that system (1) is globally drift-observable, and has
the following additional properties: (P1) The triple (f, g, h)
has uniform observation degree at least equal to n defined as
follows:

LgLEh(x) = 0,
Le L7 h(x) #0,

k=0,....n—2,VxeR" @)

for some x € R" (5)
in which case, the following function is well-defined
p(z.w) = (L{h(x) + LeLi ' h(x)u) 4o, (©6)

(P2) Function p(z, u) in (6) is globally uniformly Lipschitz con-
tinuous with respect to z, and the Lipschitz coefficient (||ul|)
is a nondecreasing function of |jul]; i.e., for any z;,z, € R", it
holds that

Ip(z1,0) = p(z2, W[l < ([lul)llz1 — 2| - )

If (1) is globally uniformly Lipschitz drift-observable
(GULDO) with properties (P1) and (P2), then the following
observer associated with system (1) can be constructed

x(t) = £ (X(1)) + g (X(t)u(t))

+ 71 (x(t)ks [5(t) — h(x(t = 6()))], t>0 (8a)
k; = e ko (8b)
where vector kg € R" and scalar p > 0 are design parameters.
Theorem 1 in [28] asserts that if input ||u(t)|| < uas for some
constant u);, then for a decay rate p > 0 and bounded delay

0(t) € [0, A] there exists a vector kg € R" such that
[x(t) = %(t)| < ce™, t>0 ©

for some constant ¢, i.e, X(t) asymptotically converges to the
ideal (nondelayed) system state x(¢). Furthermore, the theorem
states that if vector k satisfies the matrix inequality

(An - k() Cn)TP + P(An, - k(] Cn)
+(2p+ B+ K)P + 73 (B PB,)L, ., <0

where (A,,,B,, C, ) are a Brunowski triple of order n, v,/ is
the Lipschitz coefficient associated with uy;, 8 > 0and k > 1
design parameters, and P is symmetric positive definite, then
exponential-decay state tracking [cf., (9)] is guaranteed for

8
2+ (ki Pko)[P1[(1 + p* + CTki)r
Remark: it is important to note that the theory derived in
[271-[30] and summarized in (1)—(11) assumes control of a
single system. While we use the structure of the observer design

10)

A<A:= an
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Fig. 2. Conceptual model of ODC architecture for two HIL systems connected via a communication link.

in (8) as a guide for the design of observers for remote HIL
applications (with justification explained in the next section),
convergence for multiple HIL systems must be verified in sim-
ulation until the convergence guarantee in (11) is extended and
rigorously proven for multiple HIL instances; this an objective
of future research.

IIl. EMBEDDED OBSERVERS FOR REMOTE
HIL APPLICATIONS

This section explains how the theory in the previous section
can be adapted to help mitigate communication delays in remote
HIL applications, hereafter referred to as the observer delay
compensation (ODC) approach. The central concept is depicted
in Fig. 2. As shown in Fig. 2, the mathematical description of
System A(B) is a function of both locally obtained (measured or
computed) state information x, ;) and estimates of remote states
Zy(q)- Estimates for remote states occurring at System A(B)
are computed in observers located at System B(A). In control
theory, observers are commonly used to estimate actual state
variables based on known information, such as measurements
[31]. The notation O, _,, denotes an observer at System X that
estimates delayed states received from System Y; J,._,,, denotes
the communication delay between System X and System Y.

In Fig. 2, delayed measurements from the remote system(s)
along with knowledge of its mathematical representation are
used to provide an estimate of the nondelayed remote states,
through the use of embedded observers. Errors in the predicted
states are then dynamically corrected as new information is
obtained from the remote system(s). For simplicity, we assume
herein that locally measured signals do not contain delay; only
communication between remote systems is considered.

Lacking a formal convergence guarantee for multiple HIL
instances corresponding to [27]-[30] at the time of the ex-
perimental work, the observer designs were performed quasi-
heuristically with (1)—(8) as a guide. In particular, we assumed
that if: 1) Systems A and B in Fig. 2 could both be shown to
be GULDO and possess properties (P1) and (P2); 2) observers
for the system were constructed using (8) (which is always

possible if the first condition is satisfied); and 3) the upper bound
on the communication delay between the two systems could
be estimated with reasonable certainty. Then, design parameter
ko in (8) may exist such that all states in the complete sys-
tem converged asymptotically, which we could validate through
computer simulation before hardware implementation.

The assumptions above were based on the following rea-
soning. When designing observers to estimate the state vec-
tors x € RN, N < n at each location for an n-dimensional total
system, drift-observability of each subsystem ensures the Jaco-
bian J(x) in (8) is nonsingular for all x € RY, the guarantee
of observation degree > n ensures the subsystems are observ-
able, and global uniform Lipschitz continuity ensures adjust-
ment (i.e., feedback control) of states occurs along smooth and
well-defined trajectories.

Guided by this reasoning, the design approach for construct-
ing embedded observers to implement the ODC method consists
of the following steps.

1) Derivation of the mathematical description of the virtu-
ally connected subsystems.

2) Check of GULDO and properties (P1) and (P2) for each
subsystem.

3) Construction of observers using (8) and selection of k
for each location.

4) Validation of system convergence (e.g., in simulation).

What follows is a demonstration of the above steps on an
example system partitioned into two subsystems.

IV. DESIGN EXAMPLE
A. Mathematical Description

Consider the electrical circuit shown in Fig. 3 containing two
current sources i1 () in parallel with shunt capacitors C' 2y, and
connected through a series RL impedance.

The equation describing each of the k € {1, 2} sources is

diy, B .
— =Mk (vk: - ek) + a1y

dt (12)
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i1

Fig. 3. Example electrical circuit (ideal).

System A System

Fig. 4.
lines).

Partitioned system (partition boundaries shown as dashed

where it is assumed that the sources represent composite current
supplies which include externally connected voltage sources
downstream; this is used to introduce transient inputs to the
simulation. Here, e, represents connected (and potentially time-
varying) voltage input signals, 7, are voltage error gains, and
oy, < 0 are damping factors.

This system can be represented in state-space form

d
d—’t‘ — Ax+Bu (13)
where the vector of states x = [il 19 V1 Vo i]T
ay 0 m 0 0 0
0 (a7 0 2 0 0 -
A=Y 0 0 0 G| B=| 02
0 1/Cy 0 0 1/Cy 0 o
0 0 1/L -1/L —R/L
(14)

and the input vector u = [e} e3]7.

Suppose we wish to partition the system in Fig. 3 so portions
can be simulated remotely, yet remain coupled through mutual
exchange of state information. First, consider a partitioning of
the system into two (sub)systems, referred to herein as “System
A” and “System B,” as shown in Fig. 4.

Next, consider the physical separation and control of Systems
A and B where each is controlled in the following manner. First,
replace System B in Fig. 4 with a controllable current source
that injects estimated input current 25 into System A, as shown
in the left of Fig. 5. Then, replace System A in Fig. 4 with a
controllable voltage source that provides estimated voltage 0o
to System B as shown on right of Fig. 5.

System A in Fig. 5 can be described in state-space as

dx,

i =A,x, +B,u,

15)

Fig. 5. Systems A and B with remote inputs 75 and @, respectively.

where the vector of states x, = [41 v1 i va |7

q m 0 0 —m 0
/G, 0 -1/ 0 0 0
«=1 0o 1L —r/L —1/L|'B =0 o
0 0 1/C 0 0 1/Cs
(16)

and the input vector u, = [e{ %Q}T. The nominal output of
System A at System A is vy(t), the delayed output g,(t) =
vg(t — &(t)) in (1), is obtained by defining matrix C, as

Vao(t) = Cox,(t — (1))
= [0001]x,(t—6(t))
= vy(t—5(1)). an
For System B, the state-space representation is
d
% = Ayx, + By, (18)
where the state vector x;, = [i2 |
Ay =[az], By = [~ m2] (19)

and the input vector u;, = [e§ U ]T The nominal output of
System B at System B is i5(t), so matrix Cy, is defined as

yu(t) = Coxp(t — (1))

[1][2(t = 6(2))]
= 1z(t = 4(t)).

For System A note from comparison of (1) and (15)—(17)

(20)

£(x(t)) = Auxaq(t) Q1)
g(x(t))u(t) = [~mei(t) 00 0]" 22)
h(x(t = 8(t))) = Caxa(t — 3(t)) = va(t = 3(t)).  (23)

The mapping z, = ®(x,) for System A, with n = 4 is

0 0 0 1
001G 0

()= 100, —R/LC, —1/LC, | Xe = BeXe
o1 02 o3 04

(24)
where g1 = I/LC] CQ, 09 = *1/LC102 - R/LQCQ, 03 =
—R?/L*Cy —1/LC3, and 04 = R/L?>C,. Note that the map-
ping ®(x, ) is diffeomorphic if A, defined in (24) is invertible,

Authorized licensed use limited to: COLORADO STATE UNIVERSITY. Downloaded on August 27,2023 at 12:38:44 UTC from IEEE Xplore. Restrictions apply.



9744

IEEE TRANSACTIONS ON INDUSTRIAL ELECTRONICS, VOL. 65, NO. 12, DECEMBER 2018

which is determined by the values of the circuit parameters.
From (24)

00 0 1
0o o0 1/Cy 0
Ja a) = = Aa
=10 1Lc, —rRiLC, —1/L0
o1 o9 o3 g4
(25)

which is indeed nonzero for all x, € R*. For property (P1), it is
easy to verify that Ly Lfh(x) =0 for k =0,...,n — 2, Vx €
R"™. The second condition in (P1) holds since Ly Lih(x,) =
Tg(x(t))u(t) where ' :=[¢1 s2 53 4], 51 = 1/LC1Cy, o =
7R/L202, g3 = (*1/LC] Cy + RQ/L2CQ — 1/L202), G =
R/L*Cy. Therefore, Ly LEh(x,) = —ni61€;(t) # 0 for some
X, € R4, in particular whenever the signal ej(¢) # 0. As ex-
pected, p(z,, u,) is well-defined

(L‘flh(x(,) + LgL?h(xa)uu)

P(2a,0,) = Xo=% " (2,)

I'x, — msi(ef(t))?
I‘A;lza - 7]1§1(Ci(t))2~

(26)

Considering property (P2) for System A, note that p(z,, u,)
is globally uniformly Lipschitz continuous with respect to z,;
its derivative with respect to this variable is equal to (constant)
I‘Agl. The Lipschitz coefficient can be determined from (7)
to derive the requirement that v > ||[T'A, || and is therefore
nondecreasing in ||u,||.

For System B, note from comparison of (1) and (18) and (20),

£(x(t) = Apxp(t) = ania(t) N
g(x()u(t) = —nze5(t) (28)
h(x(t = 4(t))) = Cyxy(t = 6(1)) = ia(t = 6()). (29

The mapping z, = ®(x;) for System B with n = 1 is
D(x;) =xp = is(t). (30)

Functions of the form ®(z) = z, x € R are diffeomorphic
and ®(x;) is a diffeomorphism for x;, € R. The Jacobian for
System B

Jb(xb) =1 (31)

which is indeed nonzero for all x;, € R.

‘We now examine whether System B possesses properties (P1)
and (P2). For the first property, note that the first condition in
(6) doesn’t apply since n = 1. The second condition is true
since Ly LIh(x;) = —moe;(t) # 0, for some x;, € R, in par-
ticular whenever e;(t) # 0. Note the function

p(zo,w) = (L¥h(x,) + LgL}L’lh(x;,)u;,))q’:q),l(Zh>
= oz, — m(es(t))? (32)

is indeed well-defined. Considering property (P2) for System B,
note that p(z, u,) is globally uniformly Lipschitz continuous
with respect to zy; its derivative with respect to z;, is equal to
constant ap for all z; € R. The Lipschitz coefficient can be

determined from the inequality

llozlllzs,1 — zp,2 ||
< y(llwlDllzo,1 — 22|l (33)

from which we derive that v > ||az||, and is therefore nonde-
creasing in ||uy .

p(zo,1, W) — p(zs.2, W)

N

B. Observer Construction and Parameter Selection

The observer O,_,;, estimates input current 52 at System A
based on measurements of signal i3 (t — 05, ()) received from
System B and is constructed as

dia(t) _

It Ayia () + Byuy, + I, (12 (1)) kope P

(i2(t = 8mal®) = 02t = 010 (®)) . (34

The observer Oj_,, estimates voltage 0 (¢) based on mea-
surements of signal vy (¢ — 0y, (t)) received from System A
and is constructed as

dx,

dt

= Aafia (t) + BlL u, + J(Zl ('ill (f)) kOG e*f)ﬁu "
5a~>b (t)) - @2 (t - 5a~>b(t)))

where %X, = [41 ©1 1 0o ]T. In (35) and (36), ko, (») denotes
the parameter kg in (8) for the observer that estimates states
physically located at System A(B).

A reasonable guess for selecting suitable k) (which must
be validated, as shown in the next subsection) is to compute
the feedback vector for the so-called Luenberger observer [32]
corresponding to each of the subsystems. This is the method
that was used in this work, where the MathWorks place com-
mand was used to place closed-loop poles at desired locations
to yield satisfactory total system response. Note that it is always
possible to obtain these feedback vectors since the subsystems
are confirmed to be observable in step B) of the design process.

(va(t — (35)

C. Validation in Simulation

The delay compensation technique was applied to the par-
titioned circuit in Fig. 4 using the parameter values shown in
Table I. [Note that these parameters are not intended to represent
a specific system—they were chosen only to clearly visualize the
difference in the compensated and uncompensated responses. ]
The simulations were performed in MathWorks SimPowerSys-
tems toolbox, version 5.7 [33].

The passive circuit elements, error gains and damping factors
in Table I were chosen arbitrarily, except that A, in (25) was
validated to be invertible. The communication delay 7,; was
chosen to be several times greater than the empirically measured
network delay (approximately 30 ms per round trip, as described
in Section V). The update rate 7, was chosen to be an order
of magnitude greater than 7y; the desired convergence rate p
was arbitrarily chosen to visually observe the response. The
vector ko, was calculated as [4.06 6.18 4.18 1.06]7 for poles
placed at [—1.00 —1.01 —1.02 —1.03]7. Similarly, ko, was
calculated as [ 1.0] for a pole placed at [ —1.0 ]. The selection of
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TABLE | 5
SIMULATION PARAMETERS Z 0 f/\NW_
o-5
Parameter ‘ Value ~10 L L L ! ! |
- 0 10 20 30 40 50 60
Capacitances, C1, C2 1.0 [F] ¢ s]
Resistance, R 0.5 (2]
Inductance, L 1.0 [H] f [
Voltage Error Gain, 71 -1.0 Q171 < 0 m/\A/\V\%\/\/M/\A
Voltage Error Gain, 72 -1.0 st <$:; [ ) ) | | | |
Damping Factor, oy -1.0 [s]7 1 0 10 20 30 40 50 60
Damping Factor, ap -1.0 [s]7t t[s]
Communication Delay, T 0.20 [s : ) . .
Y. 2d (<] Fig. 8. Errors in iy with (upper) and without (lower) delay
External Command Update Rate, 7, 2.0 [s] compensation.
Observer Convergence Rate, p 4.0 [ms]

8
6
4
2
0 1 1 1 1 |
0 10 20 30 40 50 60
t [s]
Fig. 6.  Signal representing external sources.
10 [~
<5
a 0
-5 1 1 1 | | |
0 10 20 30 40 50 60
t [s]
10 -
> 5
80
-5 I I I 1 ]
0 10 20 30 40 50 60
t [s]
Fig. 7. Simulation results from example partitioned system. Blue lines

signify the ideal response (from the ideal circuit in Fig. 3), green lines
the uncompensated response, and red lines the observer output.

poles was chosen only to ensure that the full system simulation
would be stable and the dynamics would be visible for the
choice of system parameters; exploration of system stability
with various system and observer parameters choices is a topic
of future research.

For simplicity, the input signals e (¢) and e} (¢) representing
externally connected sources in (12) were both set equal to
the waveform e*(¢) depicted in Fig. 6. This function held a
(randomly sampled) constant value which was updated every
time interval 7, after the start of the simulation.

The resulting simulation waveforms are shown in Fig. 7. In
Fig. 7, the blue lines signify the ideal response (from the ideal
circuit in Fig. 3), green lines the uncompensated response, and
red lines the observer output. As can be seen, the ideal and
observer based (“compensated”) signals converge for both volt-
age and current, despite continued changes in the input signals
€;(t) = e3(t) = e*(t) throughout the simulation.

C Closed-
DAQ loop
W

115
t fesurr I_ . _|NREL IT

coMm | network [ network

DAQ
/

o

CoM

OPAL-RT OPAL-RT

Fig. 9. Hardware in remote Sys A < Sys B HIL demonstration.

Errors between compensated and uncompensated responses
are plotted in Fig. 8 (for current 75). In particular, ¢(¢) is defined
as the difference between the compensated and ideal response
(blue and red lines in Fig. 7, upper); ¢(t) is the difference
between the uncompensated and ideal response (green and red
lines in Fig. 7, upper).

As shown in Fig. 8, the error in the compensated current
signal decreases exponentially to zero, as predicted by (9). Re-
markably, once the controller error converges to zero it stays
at zero even after the external inputs ej(t), e5(¢) continue to
change. Note that continued convergence to zero in the com-
pensated systems, despite changing external input signals, are
likely possible in this example because models for the full and
partitioned systems were known exactly.

V. HARDWARE RESULTS

This section describes experimental validation of the ODC
method in hardware. During this experiment, a closed-loop,
remote HIL experiment emulating the system shown in Fig. 5,
employing the architecture shown in Fig. 2, was performed. This
experiment provided a virtual connection of equipment physi-
cally located at Colorado State University (CSU), Fort Collins,
CO, USA, with equipment located remotely at the National Re-
newable Energy Laboratory (NREL), Golden, CO, USA. The
physical separation between these locations was approximately
115 km. A depiction of the overall experiment is shown in Fig. 9.

In Fig. 9, the System A (“Sys A”) and System B (“Sys B”)
portions of the electrical circuit in Fig. 4 were simulated on
OPAL-RT real-time digital simulators [34] at CSU and NREL,
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10 ODC Enabled
> 5 <
5 5
® 10 | | | | | J
10 07 20 40 60 80 100 120
NV WA s S VAV AW
o 0
< 5 | | | | | J
10 [L 20 40 60 80 100 120
= s
Z G h
o 2
it | | | | | J
0 20 40 60 80 100 120
t [s]

Fig. 10. Measurements from hardware validation of ODC method:
compensated signals (red); ideal signals (black); and external input sig-
nals (blue).

respectively. The observers for both systems were executed on
Arduino EtherDUE [35] at each location. The EtherDUE mi-
crocontrollers had a built-in Ethernet port in addition to analog
and digital I/O channels.

The observer calculations were executed on the microcon-
troller boards rather than on the real-time simulators in order
to isolate the electrical simulations from the observer computa-
tions. This approach provided the following advantages:

1) software for network packet manipulation and time func-
tions were accessible through standard libraries readily
installed on the microcontroller boards;

2) processing network signals externally to the real-time
simulators eliminated the need for using limited memory
and computational resources on the real-time simulators;

3) isolation of the electrical simulation and observers made
the architecture more maintainable, since components of
the system could be modified and tested independently.

Measurements and observer values were passed between
colocated OPAL-RT and Arduino microcontrollers using dig-
ital and analog I/O channels. State information was passed be-
tween remote locations through the EtherDUE boards using
TCP/IP communication. Synchronization between systems was
implemented using algorithms on the Arduino boards in a mas-
ter/slave, hand-shaking configuration.

As mentioned in Section IV, selection of observer parame-
ters and stability analysis for this experiment required an es-
timate of the network delay between Systems A and B. Since
network delays between two systems are generally dependent
on many factors (e.g., network load and routing algorithms),
the estimated delay was determined experimentally using re-
peated ping algorithms on the microcontrollers. The sample
mean of the round-trip communication delay was found to be
~30 ms.

Measurements obtained during the experiment are shown in
Fig. 10. The compensation algorithms were activated at each lo-
cation at approximately ¢ = 57 s. The measurements show that
the compensated currents and voltages (red lines) converged
to the ideal response signals (black lines) with little error af-
ter the delay compensation algorithms converged. Note that as
predicted in simulation, once the observer-based delay compen-
sators converged, the error remained near zero even when the
external input signal continued to change.

V1. CONCLUSION AND FUTURE RESEARCH

This paper introduced a potential method and architecture for
helping to mitigate communication delays between remotely
connected HIL experiments. Motivation for this paper was
the desire to connect geographically distant software/hardware
testbeds while minimizing the loss of experimental fidelity aris-
ing from communication latencies. The approach was validated
through computer simulation and a remote HIL experiment
where the subsystems were separated by a physical distance of
115 km and communication delay of 30 ms. However, we note
that the convergence results shown in this paper assumed perfect
knowledge of the underlying system models. Primary challenges
in implementing the method are generating sufficiently accurate
mathematical descriptions of the subsystems and determining
controller parameters. Automated state-model generation or av-
erage value models can possibly be used for more complex
systems to address the first challenge. Theoretical development
to extend the convergence guarantee for drift-observable, time-
delayed observer design for multiple remote systems and design
guidelines for optimal parameter selection are needed to resolve
the second challenge. Additional future research topics include
the addition of robust control techniques to account for potential
parameter variations and imperfect system knowledge.
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Appendix D

Data Validation Taxonomy

It is very common to use spreadsheets or Comma Separated Variable (CSV) files to exchange
data between groups. Tools for creating and editing these files are very common and easy to use.
However, this ease of use means that it is very easy to introduce data errors, as there are typically
no data validation features built-in. This section lists some of the common data errors found when

using these files.

Some of the issues below are dependent on the language used to implement the solutions. In

this case, it will refer to Python using Pandas [140].

* Missing or reordered fields. When a person is editing a spreadsheet, even if they are sup-
plied a template, it is very common for them to delete columns that are not relevant to them,
or to reorder the columns to make them more usable for their purposes. Software that is read-
ing these files should be flexible for reordered columns, and should handle missing columns

by either providing default values or throwing an error.

* Column name mismatch. If a person has to enter the column names on their own, or decides
to edit them for some reason, it is very easy to get the column names wrong — even if this
includes differences in capitalization. In this case, the processing software should signal an
error that describes the expected name of the column and the column name that was actually

used.

* Spaces at the end of column names or data values. It is very easy to inadvertently add a

space to the end of a column name or a data value, which causes column name mismatches or
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other data interpretation issues. This error is surprisingly difficult to detect — it often requires

writing code to read the data in and explicitly check for improper spaces included.

Types of data fields & empty data values. When pandas reads a file into a dataframe, it
will by default infer the types of the fields, which means reading them in as integers, floats,
or strings. If all the values in a column are of the same type, this behaves as expected. If they
are of mixed types (e.g. strings intermixed with integers), pandas will read each individual
field as its inferred type. If the software expects them to be a single type, it will have to

convert them manually.

When pandas reads in a column with empty data values, the default action will be to read
it in as a floating point Not a Number (NaN) value. This can cause surprising behavior,
particularly if the software reading the dataframe attempts to convert the column to a string
or integer. In the former case, the cell will contain the string literal value 'nan’, and the latter

case will raise an exception as NaN cannot be converted into an integer.

Key value mismatch. It is common to have mismatches on key values relating rows from
one dataframe to another, particularly if the keys are manually entered. One way to check
this is to use set arithmetic, where one set is the keys from the first dataframe and another set
is the keys from the second dataframe. By using set differencing operations, it is possible to

determine keys which have no referent, and thus address simple formatting issues.

Date and time. Handling dates and times can be very problematic because of difference in
formatting (e.g. MM/DD/YYYY vs DD/MM/YY, etc.), timezones, leap years, and daylight
savings / standard time shifts. A rule of thumb for performing calculations on these values
18 to never write routines to do them — instead, use built-in libraries to do so. These built-in

libraries will handle the many, many special cases that arise in these calculations.

Another rule of thumb is to immediately convert any date / time values read in to its equiv-

alent value in Coordinated Universal Time (UTC), then perform all calculations in the stan-
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dard value. This completely sidesteps the special cases described above. If necessary, con-

vert to local time only when needed for display or other output (graphs, etc.).

Values out of range. Some range errors can be easy to detect, for example, empty values,
negative values, or values that are orders of magnitude above legal or expected limits. Other
types of errors are much more difficult to detect, and require either domain knowledge or
statistical techniques. An issue with statistical techniques is that it is difficult to determine
whether an aberrant data value is an error or a true outlier. In the former case, the value
should be rejected. In the latter case, it should be kept in the analysis data set. Techniques
for statistical outlier detection include z-scores [133], interquartile range [132] or Statistical

Process Control [114].

Units. It is important that the units for data values be clearly understood, otherwise calcula-
tion errors are extremely likely. Techniques for specifying the units include entries in a data
dictionary, augmenting the column header with unit information, or including a column in

the input data specifying the units.
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