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ABSTRACT 

LOW POWER BIOSENSOR AND DECIMATOR DESIGN 

 This paper examines the use of low power circuits applied to biosensors used to observe 

neurotransmission. The term “biosensors” in the broadest sense describes many devices which 

are used to measure a biological state e.g. neural signal acquisition. The methods for developing 

biosensors are just as diverse, but one common thread is that many biomedical devices are 

battery operated and require low power for mobility. As biosensors become more complex they 

also require more functions such as data storage, digital signal processing, RF transmission etc. 

The more functions a sensor needs, the tighter the constraint for power consumption on a battery 

operated device becomes. In order to solve this problem, biosensors are increasingly being 

designed for low power consumption while weighing tradeoffs for performance and noise. 

Designers accomplish this by lowering the supply voltage, which reduces the overall size, and 

thus the load, of the devices. The amount of individual components will also be reduced, 

allowing for a smaller, faster device.  

 Biosensors are important because they grant the ability for scientists to better understand 

complex biological systems. While many other methods exist for observing biological systems, 

electrochemistry is a practical method for measuring redox reaction because it senses chemical 

reactions on the surface of an electrode. The reaction will create a current, which can be 

interpreted via electronics. With the use of electrochemistry, scientist can cheaply and practically 

observe changes occurring between cells. On the engineering side, modern silicon processes 

provide small, tightly packed microelectrodes for high spatial resolution. This allows scientists to 

detect minute changes over a small spatial range. With an array of electrodes on the scale of 
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1000s, electrochemistry can be used to record data from a sizable cellular sample. Such an array 

could be used to identify several biological functions such as communication between cells.  

 By combining known electrochemistry methods with low power circuit designs, we can 

create a biosensor that can further advance the understanding of the operation of cells, such as 

neurotransmission. The goal of our project is to create a device that uses electrochemistry to 

detect a redox reaction between a chemical, such as nitric oxide, and an electrode. The device 

needs to be battery operated for mobility and it must contain all needed electronics on chip, 

including amplification, digital signal processing, data transmission etc. This requires a surface 

of electrodes on chip that can handle the environment needed for a living tissue such as: specific 

temperature, pH and humidity. In addition, it requires a chip that is low power and which 

produces little heat. 

This thesis describes two separate designs, both of which are part of a final biosensor 

design that will be used for the detection of nitric oxide. The first design is a biosensor 

microelectrode array. The array will be used along with electrochemistry to detect the release of 

nitric oxide from a living tissue sample. The electrodes are connected to a chain of electronics 

for on chip signal processing. The design runs at a voltage of 3V in a 0.6µm CMOS process. The 

final layout for the microelectrodes measured approximately 4.84mm
2
 with a total of 8,192 

electrodes and consumed 0.310mW/channel.  

The second design is a low power decimator for a sigma-delta analog to digital converter 

designed for biomedical applications. The ADC will be used along with a chain of amplifying 

electronics to interpret the signals received from the microelectrode array. The design runs at a 

voltage of 0.9V in a 0.18µm CMOS process. Its final layout measured approximately 0.0158mm
2
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and consumed 3.3uW of power. The ADC and microelectrode array were designed and 

fabricated separately to ensure their validity as standalone designs.   
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CHAPTER 1: INTRODUCTION 

 The world of biosensors is as diverse as it is complex, providing many different sensors 

for the detection of numerous biological states. Glucose monitoring, DNA detection, and 

analysis of living tissue are a few examples of the range of biosensing technologies [1] [2] [3]. 

The analysis of living tissue has special significance, having varied applications in both the 

scientific and medical communities. One such application involves observing the release of nitric 

oxide (NO) from cells, which is known to have an important role in biological systems such as 

signal transduction in neurotransmitters, regulation of blood pressure and cystostatic agents, such 

that NO can suppress cell growth and division [4]. Though NO is known to play a part in these 

systems, questions remain as to what impact NO has on them as well as how NO could be used 

to affect them.  

NO is a reactive oxygen species (ROS) meaning that it contains one or more unpaired 

electrons, causing it to be chemically unstable [5].  NO is electrochemically active and reacts 

quickly in oxygen, having a half-life of two to six seconds [4]. As a result, NO is difficult to 

measure, requiring expensive equipment, costly reagents and time consuming techniques or 

indirect methods of detection. In addition, to effectively measure NO as it affects biological 

systems an in situ method is required, which is not always feasible. 

 As a signal transducer, NO release has been observed to play a role in the release of 

neurotransmitters [6]. In the classic picture of neurotransmission via chemicals, information is 

transferred between neurons in one direction via discrete synapses [7]. With NO as a 

neurotransmitter signal transducer, rapid three-dimensional diffusion occurs. In addition, the 

concentration of NO reduces slowly. When observing NO 20µm from the source, the 

concentration will be reduced by 10%, assuming a 5 second half-life. Even with a half-life of 



2 

 

fewer than 5 seconds, NO can theoretically influence function within a diameter of 

approximately 300µm. This makes microelectrodes ideal for studying NO and its effect on 

neurotransmission as they can provide spatial resolution of 30µm and they can cover millimeters 

of area which in turn permits an observer to monitor NO on an appropriate scale as it diffuses 

through the tissue.  

 One standard method of NO detection is chemiluminescence [8]. This method relies on 

the detection of photons created when NO reacts with ozone (O3) to create NO2. 

Chemiluminescence has the advantages of being a well established method with high selectivity 

and sensitivity, but it is also expensive and time consuming. In addition, the method involves 

mixing a stream of NO gas with ozone in front of a photomultiplier which increases noise in the 

signal and is thus not applicable for in situ measurements. Another method, fluorometry, uses a 

fluorescent indicator that reacts with NO to signal its presence. As with chemiluminescence, 

fluorometry is time consuming, and has a high dependence on pH and pure commercial reagents, 

all of which makes the method expensive.  

To skirt the issue of time consumption, one could use electron paramagnetic resonance 

(EPR) spectroscopy which can detect a molecule with unpaired electrons, such as NO [9]. EPR 

uses the interaction of an external magnetic field with the unpaired electron to detect the 

presence of a molecule. This method has the advantage of allowing in situ measurements. 

However, EPR is insensitive at detecting NO in its liquid phase which is essential for studying its 

affects in living tissues. Thus, EPR can only be used for indirect detection of liquid NO, 

requiring NO traps to form an EPR-detectable product.   
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The above problems can be solved using modern silicon technologies and 

electrochemistry. Electrochemistry, which can detect a reaction between NO and an electrode, is 

the most practical method for detection of NO in situ [8]. Silicon technology offers the ability to 

construct a large array of microelectrodes that allows great spatial resolution as well as fast 

detection. The spatial resolution provided by such an array is especially important to being able 

to detect how NO moves in all directions and how it contributes to communication between cells.  

Electrochemistry allows the detection of a NO reaction based on electron exchange between the 

chemical and the electrode [4]. This makes electrochemistry detection of NO both simple and 

low cost with minimal to no reagents required for detection. It does have some drawbacks such 

as tedious calibration, high temperature dependence and the need for frequent cleaning to prevent 

fouling.  

For the reasons outlined above, we chose to develop a biosensor array design. This design 

incorporates the use of electrodes and electrochemistry to detect a redox reaction from a 

chemical such as NO. Not only does this make the detection rather simple, but it also offers 

spatial resolution that is not often seen even in current electrode array designs. Many of the 

designs only include a few electrodes, with the larger array containing 100 electrodes [10]. Even 

with this high of density, the chip only has a spatial resolution of 400µm. Diffusion of NO could 

be detected just 20µm from the source, so a higher resolution, such as the 30µm offered by this 

design, is highly desirable. 

All biosensors, regardless of their detection methods, are being developed to be more 

diverse, effective and power efficient. Power efficiency is the goal of many biosensors as they 

are often required to be battery operated for mobility and versatility of monitoring. Glucose 

monitors, for example, must be attached to a person, making battery operation paramount. These 
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types of devices require excellent battery life so that a person can freely go about his or her 

business. In addition, these devices require added functionality such ADCs and RF transmission 

so that the information can be transmitted to an external source. Thus, power efficiency is one of 

the greatest goals of many biosensor devices.   

 There are many approaches to reducing the power consumption of any given device. 

Given that power equals voltage times current, reducing the size and number of elements in a 

design is the easiest way to reduce power consumption. This reduces the load of the circuit, thus 

reducing the amount of current drawn. In addition, lowering the supply voltage, and having 

circuits that can function at lower voltages will also reduce the overall power consumption.  

 A decrease in power consumption does, however come at a cost. The performance of the 

design can decrease when the power is lowered since an increase in frequency will increase the 

power consumption [10]. Leakage power also becomes a bigger factor as the supply voltage, and 

thus the threshold voltage of the transistors, is scaled down. Additionally, the lowered supply 

voltage can increase noise observed in the measurement.  

 This thesis presents two separate designs to achieve the end goal of detecting a reaction 

between NO and an electrode in situ with low power consumption. While the end goal is to 

detect NO specifically, the current setup allows us only to see if there is a redox reaction at the 

electrode. The first step in creating this device is to create an electrode array with adequate 

spatial resolution. A microelectrode array was created consisting of 128x64 electrodes in a 

0.6µm CMOS process which provides a spatial resolution of 30µm. The design also requires 

several electronic components. The first of these is a potentiostat. The potentiostat’s function is 

to hold the electrodes at a specific potential, creating a known amount of current. Thus, when a 
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change on the electrodes such as redox reaction occurs, the potential between electrodes changes, 

thus changing the amount of current produced. The potentiostat created for this chip provides up 

to 10,000 V/s cyclic voltammetry. This means that the potentiostat can detect a change of up 

10,000V in a single second allowing the circuit to measure rapid potential changes. 

 This circuit design also includes a transimpedance amplifier (TIA) and main amplifier for 

amplification of the electrode signal. The TIA is designed to receive a current input and translate 

it to a voltage output. The TIA input is directly connected to an electrode so that it can receive 

the appropriate current. The main amplifier is a simple amplification device that is necessary due 

to the small amount of voltage produced by the TIA. Finally, the design includes a non-

overlapping clock generator to control the switches in both the TIA and the main amp. The 

clocks must not overlap so that no two switches are closed at the same time when they should not 

be. The final design has 128 on-chip read channels, operates on a 3V power supply and 

consumes 39.65mW of power.  

 The second design is part of a larger back-end electronics design for signal processing. 

These electronics include the potentiostat, TIA, main amplifier, an ADC and digital signal 

processing. For this design, a sigma-delta modulator combined with a decimator is used for the 

analog to digital conversion. The modulator design will receive an analog signal from the main 

amp. It will then translate the signal into a digital stream of ones and zeros. 0V in produces all 

zeros and 0.9V in produces all ones, with varying amounts of ones and zeros depending on how 

close the signal is to the extreme. The decimator side receives this string of numbers and filters 

it, creating a digital decimal value to represent the analog input. The decimator was designed 

with a bit-serial architecture, sacrificing the speed that can be gained with a bit-parallel 

architecture in favor of the low power consumption and small size offered by a bit-serial design. 
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The decimator design, which is currently separate from the electrode array design, operates on a 

0.9V power supply in a 0.18µm CMOS process and consumes 3.3µW of power.  

 Both of these designs are part of the larger goal of creating a biosensor to observe NO in 

situ. The electrodes have been designed to have one section of 128 electrodes active at any given 

time, allowing the user to switch between active electrode regions freely. The active region 

measures approximately 230x255µm so that the user can easily observe certain areas of a given 

tissue sample. Each of the electrodes is connected internally to a TIA and main amp created in 

the 0.6µm processes. Additionally, the electrodes have been connected directly to external pins 

so that they can be tested with new TIA designs as the designs are modified. This gives the 

designers freedom to change and adapt their individual circuit design without having to recreate 

the electrodes, which are costly to manufacture. Once the TIA, main and ADC components are 

verified and perfected, they can be added to the electrodes to create a final biosensor product for 

the observation of a redox reaction at the electrodes. Once the device is created, it will allow 

scientists to more accurately, cheaply and quickly observe this reaction. 
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CHAPTER 2: EXISTING RESEARCH 

 There are many designs available for both sigma delta ADCs and integrated biosensor 

arrays. Each design has its trade-offs in power, size, and speed. Some of the designs require high 

performance and will often result in higher power consumption. However, since low power 

consumption is desired, speed can be sacrificed and the size of the design reduced to achieve the 

power consumption goal.  This design runs at a clock speed of 1MHz or 1,000,000 samples per 

second. Given that the biological components decay at a half-life of seconds, a 1MHz clock 

speed is more than adequate.  

2.1: POTENTIOSTATS, TIAs AND EXISTING BIOSENSORS DESIGNS 

 Biosensors designs have useful applications for signal recording and tissue stimulation. 

Often this is accomplished through the use of electrochemistry and electrode arrays on chip for 

the ability to cheaply and quickly detect and record changes. For signal recording, an array of 

electrodes can be fabricated and covered by a tissue sample. The electrodes are designed to 

produce a constant current when a reaction occurs between them and the tissue. This is done with 

the use of an external bias and a potentiostat. The potentiostat is connected between a reference 

electrode (RE) and counter electrode (CE) on either side of an array of working electrodes (WE), 

as seen in Figure 1. The potentiostat maintains a constant current via the external bias voltage, 

Vbias. Release of a chemical, such as NO, from the tissue sample creates an oxidation reaction 

on the electrodes which will cause a change in current. A TIA connected to the electrodes can 

detect this current change and translate it to a voltage which can later be amplified and read out.  
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Figure 1: A top level model of the TIA and potentiostat interacting with the electrodes 

 

The TIA is an amplifier that has been configured specifically to translate a current to a 

voltage. The easiest way to do this is to connect a resistor in a feedback loop as shown in Figure 

2. All of the input current will flow through the resistor and thus the voltage will follow Ohm’s 

law such that  

          .  (5) 

However, for this application the input will be in the range of hundreds of pA with an output that 

should have a magnitude in mV. According to equation (5) we would then need a resistor in the 

MΩ range to accomplish this which is impractical to manufacture in a CMOS process. Since this 

chip is designed to have no external electronic components, a different method is required to 

accomplish the conversion from current to voltage.  
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Figure 2: The simplest form of TIA made of a single amplifier combined with a resistor. 

 

To circumvent the resistor problem, a switched capacitor can be used in place of the 

resistor, as seen in the first part of Figure 3 [11]. The equivalent resistance is modeled as 

  
 

   
. (6) 

In this case, f is the frequency at which the switches are closed with non-overlapping clocks so 

that neither is closed at the same time. According to equation (6) if we wanted a 1MΩ resistor 

and had a switching frequency of 1MHz, we would need a capacitance value of 1pF, which is 

practical for CMOS manufacturing. The switched capacitor principle can easily be applied to the 

simple TIA op amp to create a feasible circuit, as seen in the second part of Figure 3. 

 
Figure 3: A simple switched capacitor that will act as resistor both by itself and in a TIA. 
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The TIA and potentiostat are some of the fundamental building blocks for interpreting 

and controlling the signals from the electrodes and are thus necessary for the design as a whole. 

The main emphasis for this thesis, however, is the design of the electrode array. Many electrode 

arrays currently in use for biology include only a few electrodes allowing detection of substances 

like NO but not permitting much precision as to how fast and where a chemical is diffusing 

through a sample. The larger scale arrays will number between 60 and 100 electrodes [12] [13].  

In addition, the electrodes can be fairly large, measuring as much as 80µm in diameter with up to 

a 400µm pitch. These sizes can be sufficient for measuring certain reactions from a biological 

sample. Greater spatial resolution is required, however, for detecting NO as it moves through a 

system because in just 20µm its concentration will have already reduced by 10%.  

Many other groups have created integrated sensor arrays, including microelectrodes and 

some electronics. One such group created a device for cortical monitoring with the goal of 

integrating up to 1000 multiplexed channels [14]. The power budget for the device given 6 

channels was 40mW [15]. The power consumption of 6.67mW per channel is high and an 

expansion to 1000 channels is not practical. With 1000 channels active concurrently, the chip 

would burn over 6W of power. Although not all channels would actually be on concurrently, the 

overall power consumption is high for a battery operated device. In the end this amount of power 

consumption would result in a reduced battery life, and could produce undesired amounts of 

heat, which would be detrimental to the biological tissue that is being monitored.   

Another group designed a system for neural signal acquisition from the central/peripheral 

nervous system and included 32 read channels and on chip ADCs [16]. The chip also included a 

multiplexer to connect the 32 channels to two ADCs.  Overall the chip consumed 22mW, 10mW 

of which was consumed by the ADC. Since each of the channels is multiplexed through one of 
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the ADCs, this gives a power consumption of just over 10mW per channel for this design. 

Furthermore, this design did not include on-chip electronics such as a potentiostat and on-chip 

electrodes which would be required for a standalone device.  

A final design is meant to observe neuron activity in the brain. This design had 100 

available read channels, which is much more than any of the other designs and much closer to 

the number available in our design [13]. Since this design was made for an implant, it had an 

acceptable amount of power consumption, 0.135mW/channel, which is several orders of 

magnitude smaller than the other designs. However, because of the constraints for the 

application, it does not include on-chip electrodes or the electronics that would be used to govern 

the electrodes such as the potentiostat. This makes a direct comparison between their work and 

the design presented in this thesis difficult. Each of these designs is compared in Table 1.  

Table 1: A comparison of power consumption for previous biosensor designs 

Number of read 

Channels 
Total Power Power per Channel Process Used 

6 [15] 40mW 6.67mW/channel 0.18µm CMOS 

32 [16] 22mW 10mW/channel 0.6µm CMOS 

100 [13] 13.5mW 0.135mW/channel 0.5µm CMOS 

 

  2.2: ANALOG TO DIGITAL CIRCUITS AND EXISTING DECIMATOR DESIGNS 

 Analog to digital conversion is useful for many types of devices and is especially useful 

for music recording and digital signal processing (DSP). For music, analog recording is often 

used, but most music is stored in a digital format thus requiring a conversion. In DSP, ADCs are 

useful when an analog signal needs to be stored or transmitted digitally. Because of this, ADCs 

can have various designs each with its advantages depending on its application.  
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The simplest design is flash ADC, which employs resistive ladder networks and 

comparators to convert from analog to digital [17]. A 2-bit resolution flash ADC can be seen in 

Figure 4. The resistive ladder acts as a voltage divider, giving each comparator a unique 

reference voltage. When the input analog voltage exceeds the reference, the comparator will 

output a one. The output from the comparators is called thermometer or unary code. The 

numbers of ones in a given sequence will represent the decimal number so that 100 represents 1, 

110 represents 2, 1110 represent 3 etc.  A priority encoder will generate a binary number based 

on the given unary code input. This type of encoder will take the input 110, for example, and 

output 10 for a binary 2.   

 
Figure 4: A 2-bit resolution flash ADC. Vin represents the analog input and B1 and B0 are the 2-

bit digital binary outputs. 

 

The advantage of flash ADCs is that they are extremely fast and easy to design. However, 

for accurate conversion, the flash ADC requires precise resistors with little variation. Finding 

resistors that match closely can be difficult and variation will add error to the final output. In 

addition, as the resolution is increased, so is the number of comparators and resistors required. 
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For n-bit conversion, the flash ADC requires 2
n
-1 comparators and resistors. This means that 

greater resolution also results in more power consumption. Because of this, flash ADCs are 

generally not used for higher than 8-bit resolution or for low power designs. For our application 

we require a 10-bit resolution, low power ADC to be manufactured on chip, causing the flash 

ADC design to be impractical.  

Another option for conversion is the successive approximation register (SAR) ADC [18]. 

The basic structure of this ADC is fairly simple, consisting of a sample and hold circuit, an 

analog comparator, a SAR with an N-bit register and a digital to analog converter (DAC) as seen 

in Figure 5. The track and hold simple samples the incoming analog signal and holds its value 

constant for a specified amount of time. The SAR starts with the MSB and initializes it to 1, 

which sets the initial VDAC=VREF/2. The comparator evaluates the two values and if Vin is 

greater than VDAC, the bit remains at 1. Otherwise, the bit is set to 0. This same pattern continues 

for all N bits. 

 
Figure 5: The basic structure of the SAR ADC 
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The SAR ADC has the advantages of lower power consumption, high resolution and high 

accuracy, especially when compared to the flash ADC. While the low power consumption is 

highly desirable for our application, the SAR ADC does have some distinct disadvantages. The 

most pressing disadvantage is that they require an extremely accurate DAC and comparator. 

These two devices must be extremely precise to ensure that the bits are recorded correctly. Noise 

in the system could affect the final outcome. In addition, the SAR ADC requires trimming or 

calibration to reach higher resolution. 

The sigma-delta ADC is another common converter used for low power applications. The 

main advantages of the sigma-delta ADC are its high resolution and accurate conversions. The 

sigma-delta ADC has an advantage over the flash ADC because it has no resistor chain, instead 

taking incremental samples to do its conversion, which makes it more accurate. In addition, it 

does not use comparators so its size does not grow as quickly as a flash ADC when an increase 

in resolution is desired. They also have advantage over SAR ADCs as they include filters to 

make anti-aliasing and noise less of a problem without the need for high accuracy components. 

Sigma-delta ADCs do, however, lack in performance. The converter relies on oversampling the 

input to do its conversion, so the operation takes several clock cycles to complete. Furthermore, 

the back end of the ADC includes decimation which lowers the sampling rate. This makes the 

sigma-delta impractical for high frequency applications. Because the half-life of the biological 

samples is so long, however, low frequency is acceptable and 1MHz is more than fast enough to 

detect changes. For these reasons, the sigma-delta ADC was chosen for the final design. 

The sigma-delta ADC consists of two parts, a modulator and decimator [19] [20]. The 

modulator takes in an analog signal and converts it into a digital bit stream that represents an 

average of the input signal. It uses two techniques to accomplish this goal, oversampling and 
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quantization [21]. Oversampling involves sampling a signal with a frequency that is much higher 

than the highest frequency of the incoming signal. This process helps prevent aliasing, which 

occurs when two different signals become indistinguishable. In addition, oversampling will 

improve resolution and reduce noise.  

Quantization is the process of mapping the continuous input signal to a finite set of 

discrete levels. This introduces error and has an inherent loss of resolution compared to the 

analog signal, but is necessary to make the conversion to digital. The error added to the system 

from quantization is called quantization error, and because it affects the processing system in a 

similar manner as white noise, it can be treated as such. The error is often called quantization 

noise and will be filtered through noise shaping. A noise transfer function can be included that is 

typically high-pass or band-stop, filtering the noise so that most of its power lies at high 

frequency, outside the signal band.  

 
Figure 6: A basic block-level diagram explaining the workings of the sigma-delta modulator 

 

A simplistic model of a sigma-delta modulator can be seen in Figure 6. The analog 

signal, xa, is first passed through an anti-aliasing filter (AAF), which will prevent the high 

frequency components of the signal from being aliased into the signal bandwidth. The cutoff 

frequency is fs/2, where fs is the sampling frequency. The resulting signal is sampled by the 

sampling-and-hold (S/H) circuit, which will yield a discrete-time signal. The quantizer will then 
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map the continuous range of amplitudes into discrete levels. The final signal, yd, is produced by 

the coder which assigns a unique binary number to each level, thus providing a bit-stream of 

ones and zeros to represent the incoming analog signal. An example analog sine wave passing 

through the modulator is modeled in Figure 7. This shows the anti-aliased signal, xaaf, the signal 

sampled by the S/H, xs, the quantized signal, xq, and the final output, yd. The coder will output all 

ones at the positive peak of the sine wave, and all zeroes at the negative peak. In between there 

will be varying amounts to represent the slope of the sine wave.  

 
Figure 7: An example analog signal passing through the different stages of a sigma-delta 

modulator. The highest amount of ones will be coded at the positive peak of analog sine wave 

and the highest amount of zeroes will be coded at the negative peak. 

 

After the signal passes through the modulator, it will be passed to the decimator to be 

filtered and decimated for a final digital output with a word length N. Part of the decimator’s job 

is to act as a low pass filter, removing the quantization noise that is contained in the higher 
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frequencies. The cascaded integrator comb (CIC) filter is often used for decimation because of 

its simplicity. In order to create a basic CIC filter, one needs only an adder, a subtractor and a 

few registers to act as storage elements. The CIC’s most basic form consists of two stages, one 

integrator and one comb stage as seen in Figure 8. Higher order filters can be achieved by 

increasing the number of integrator and comb stages. For example, a second order filter would 

have two integrator stages and two comb stages.   

 
Figure 8: A simple first order CIC filter with an integrator stage followed by a comb stage 

 

The CIC input x(n) is the bit serial stream created by the modulator. This signal is 

delayed and recursively added to the incoming signal each clock cycle. The comb stage subtracts 

the differentially delayed output of the integrator from the original output. The integrator 

functions as a single pole filter with unity feedback [22]. The transfer function for a single 

integrator is: 

       
 

      (1) 

The comb section includes a differential delay, D, which will control the filter’s frequency 

response. The transfer function for a single comb is: 

            (2) 
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where M equals D, divided by decimation rate R. For a multi-order CIC filter, each of the 

transfer functions will be raised to the order, N, power and multiplied together for a final CIC 

transfer function of  

      
     

      
 

  (3) 

 Equation (3) can be used to find the frequency response given z = e
j2πf

. After some 

derivation, the final response can be seen as 

                            

        
 
 

  (4) 

Ignoring the phase factor in this equation, the frequency response can be approximated by a 

sin(x)/x or sinc function, as illustrated in Figure 9. Different values of M will adjust the position 

of the first lobe. The higher the value of M, the better the low pass filter.  

 
Figure 9: The shape of a CIC frequency response, similar to that of a sinc function 

 

There are several options for CIC decimator designs and two commonly discussed 

variations are a bit-parallel and bit-serial design. The bit-parallel design is typically used in 
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applications where power consumption is a secondary concern and high speed is required. 

Conversely, the bit-serial design is slower, usually with decreased sampling speed, but it can 

greatly reduce the power consumption. For biomedical applications, sacrificing speed for power 

is desirable since the speed reduction, possibly down to the 100kHz range, does not adversely 

affect sampling of biological reactions which take place on the scale of seconds.  

The bit-parallel design is most often used in high performance applications. In a bit-

parallel design, a 10-bit word can be processed in one clock cycle. The same can be said for a 

15-bit word. The main drawback of this design is that it requires large busses and large 

components to process data. For example, a 10-bit decimator requires the use of an adder and for 

bit-parallel it would require a 10-bit adder. Increasing the bits to 15 would then increase the 

adder to a 15-bit adder, adding to the power consumption and the complexity of the routing. A 

bit-serial decimator, on the other hand, will require a 1-bit adder regardless of the number of bits 

being processed. A visual comparison of two adders, one bit-serial and one bit-parallel, can be 

seen in Figure 10.  

 
Figure 10: A comparison between a bit-serial and bit-parallel adder 
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Choosing between the two CIC designs will depend on the application. The bit-parallel 

architecture will often be chosen for high performance and bit-serial for low power and smaller 

area. There are some cases where a change to bit-serial will actually increase the power 

consumption [23]. In this design, the bit-parallel consumed 315µW and the bit-serial consumed 

more than 20 times this at 6399µW. However, this particular design was used in a high 

performance application so the bit-serial CIC filter had an increased operating frequency that 

was 25 times the frequency of the bit-parallel version, causing the significant increase in power 

consumption. In addition, the bit-serial design can sometimes require large registers for storing 

data which could potentially increase the size. This increase can be rather small, however, when 

compared to an increase in adder size.  

While this increase in power consumption is possible, typically a switch to bit-serial will 

reduce the power consumption. For example, if the operating frequency is not increased and the 

sampling frequency is subsequently decreased, there will be a significant drop in power 

consumption [24]. In this paper, a bit-serial decimator was directly compared to a bit-parallel 

decimator with no changes in operating frequency. The bit-parallel design consumed 33.28mW 

compared to 15.12mW consumed by the bit-serial design. Another way to reduce the size and 

power consumption is to switch to a smaller process [25]. A direct comparison between these 

designs can be seen in Table 2. 
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Table 2: Power consumption comparison for previous designs 

Serial/Parallel Total Power 
Total Area or 

Gates per Bit 

Clock 

Frequency 
Process Used 

Parallel [23] 315µW 0.0018 mm
2
/bit 6.144MHz 0.18µm CMOS 

Serial [23] 6399 µW 0.0013 mm
2
/bit 153.6MHz 0.18µm CMOS 

Parallel [26] 2.67mW 0.0055 mm
2
/bit 16.8GHz 0.18µm CMOS 

Parallel [24] 33.28mW 312 gates/bit 200MHz 0.6µm CMOS 

Serial [24] 15.12mW 267 gates/bit 200MHz 0.6µm CMOS 

Parallel [25] 85mW 0.2 mm
2
/bit 10MHz 0.8µm CMOS 

 

As is shown, a direct comparison across papers is difficult since each uses different clock 

speeds and processes. However, [23] shows that bit-serial is not well suited for high performance 

applications. On the other hand [24] shows that it is possible to reduce power consumption by 

switching to bit-serial and reducing the overall area of the design. The last entry in the table 

shows simply how a larger process size will also lead to larger power consumption as well as 

area.  
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CHAPTER 3: INTEGRATION OF BIOSENSOR CHIP AND ELECTRODE ARRAY 

 The biosensor chip consists of an array of 128x64 electrodes, a potentiostat, TIA, main 

amplifier, differential to single ended converter and 128 read channels. The electrodes are 

designed in pairs with an “F” shape as shown in Figure 11. The goal of the shape is to increase 

the perimeter of the electrode because a majority of the current produced comes from mass 

transport at the edges of the electrode. The current density increases as the ratio of the perimeter 

length to electrode area increases [27]. The actual electrode area is comprised only of metal layer 

4, which is outlined in Figure 11 in red. Each square and each gap is 2.5µm long.  The total area 

for one electrode is 68.75µm
2
 and the perimeter is 60µm.  

 
Figure 11: A pair of working electrodes designed with an “F” shape. 

 

 The 128x64 array measures approximately 2200x2200µm for an area of 4.84mm
2
. This 

amounts to 8,192 electrodes total. However, due to limitations in space and routing only one 

small sub-array will be active at any given time. This smaller sub-array consists of 128 working 

electrodes as well as one reference and counter electrode. The sub-array measures approximately 

194x230µm, or 0.0446mm
2
, and can be seen in Figure 12. The 128 working electrodes are 
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represented in the middle as 64 pairs in the shape outlined in Figure 11. To each side of the 

working electrodes are two large rectangles that represent CE and the RE which will be 

connected to the potentiostat.  

 
Figure 12: A single sub-array of 128 working electrodes, 1 reference and 1 counter electrode 

 

 As only 128 electrodes will be on at any given time, there are a total of 128 read channels 

corresponding to 128 TIAs, main amps and differential to single ended converters. This has 

advantages not only in routing and spacing, but also in reducing the amount of electronics 

needed on chip. In addition, since the electronics can be switched at high frequencies, the 

operator can set up the circuit to switch through every sub-array before the half-life of NO has 

expired. A good sample time for a single sub-array will be about 500µs and with this constraint it 

will take 32ms to switch through all 64 sub-arrays. Therefore, each sub-array can observe the 

tissue 6 to 18 times, depending on how long it takes the NO to dissipate. A basic breakdown of 

the electronics chain as it connects to the array is shown in Figure 13.  
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Figure 13: The entire 128x64 and its dimensions and how each sub-array of 128 Wes connects 

through select logic to 128 TIAs, amplifiers, and differential to single-ended converters. 

 

Each electrode in each sub-array is connected to a switch that will be turned on or off by 

a 3:8 decoder. The switches are then connected out to one of the 128 TIAs, as outlined in Figure 

14. Each of the electrode pairs in the figure represents one 128 electrode sub-array, of which 

there are 64 total. Although there are separate switches for each electrode in a pair, both the 

vertical and horizontal switches are controlled by the same decoder so that all 128 electrodes of a 

single sub-array will be on at the same time. 

 
Figure 14: An illustration of the control block for the electrode sub-arrays. 

The TIAs, main amps and converters are arranged 32 apiece on each side of the 128x64 

electrode array, as seen in Figure 15. The final outputs from the converters are each routed to 

external pins. In addition to this, the electrodes, as they are connected through the switches, are 
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routed out to their own external pins. This is done so that the electrodes can be used with future 

iterations of the electronics without having to remanufacture the electrodes themselves. 

 
Figure 15: A top level diagram of the entire array 

 

 Although each sub-array has its own reference and counter electrode, only one 

potentiostat was needed for the entire design. The main goal of the potentiostat is to maintain a 

constant potential between the working electrodes and a RE while supplying current to a CE. A 

bias voltage is applied to the RE and the corresponding induced current will describe the 

concentration of the chemical present at the working electrode. Each of the counter and reference 

electrodes found in the sub-arrays is connected together so that only one potentiostat is required 

to control the entire array. The potentiostat is designed to operate up to 10,000V/s for cyclic 

voltammetry and in the range of -1V to +1V for amperometry. The single op-amp structure used 

for the potentiostat is shown in Figure 16 [28]. 
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Figure 16: A self-biased inverter based potentiostat circuit 

 

 The potentiostat, along with the TIA, main amp and converter, was designed and 

implemented by other members of the design team and their basic structure is outlined as 

follows. The potentiostat requires that there be low offset between the two inputs, Vbias and RE, 

and high open loop gain. The input offset is defined as the difference in DC voltage between IN+ 

and IN-. The closer the offset is to zero, the more precise the potential held at the electrodes. The 

high open loop gain is required because we want a wide sweeping range, allowing the operator to 

set a Vbias between ±1V. In order to accomplish these goals, the potentiostat was designed as a 

two stage amplification circuit. The first stage was made with large transistors to minimize the 

offset seen at the input.  The second stage increases the open loop gain. 

The second electronic component in the chain, the TIA, was designed with novel features 

to reduce power consumption and noise while increasing signal sensitivity. These features 

include the use of negative load impedance to improve DC gain and reduce systematic error, and 

inverter-based amplifiers designed to improve common-mode noise rejection. The final TIA 

design is a more complex version of the switched-capacitor model, which was outlined in 
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Chapter 2, section 2, and seen in Figure 3, including a differential op-amp and sophisticated 

signal sampling to minimize signal and sampling noise. The final design can be seen in Figure 17 

[29] [30]. Each of the switches in the form of a single or pair of transistors is controlled by a 

signal from the non-overlapping clock generator. The signals ϕ1 and ϕ2 are non-overlapping as 

are ϕ1_d and ϕ2_d. The ϕ1_d and ϕ2_d signals are equivalent to the ϕ1 and ϕ2 signals, but are 

delayed by approximately 3ns. A current mirror is included to change the current received from 

the WE to a differential current.  

 
Figure 17: The final differential TIA design with switched capacitor and current mirror 

 

 At first it is difficult to see the equivalent switches and what happens when a switch is 

opened or closed. To better illustrate what happens in the circuit, one can observe the circuit for 

each phase, as seen in Figure 18. Seeing the circuit in this way, with the different switches closed 

or open at the appropriate time, it is easy to see that C2 is a switched capacitor equivalent to that 

seen in Figure 3. In the ϕ1 phase, C1 is charged by the incoming current. In the ϕ2 phase, C1 

discharges onto C2.  
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Figure 18: The TIA during its two phases, illustrating how C2 acts as the switched capacitor. 

 

Once the signal has passed through the TIA, it will be sent to the main amp for 

amplification. The outline for the basic main amp structure can be seen in Figure 19. For this 

figure I have replaced the transmission gates with switch symbols since it is a larger design. 

Again, this design uses switched capacitors to implement the amplification, this time receiving a 

voltage input from the TIA. Not pictured is the common feedback, represented in the figure as 

Vcmfb. The common mode feedback is made of a switched capacitor bank that is connected to 

the ideal common mode, ground. The voltage in a differential circuit can have a tendency to drift 

to the rail because of variations and offsets [31]. The feedback loop allows for correction of the 

drift.  
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Figure 19: The main amp, which employs switched capacitors and common mode feedback to 

amplify the incoming TIA signal. 

 

Finally, the signal will pass through a differential to single ended converter. The 

differential signals are used for better rejection of noise and power supply variations. However, 

due to a limited number of pins, we needed single ended signals to be routed out. To accomplish 

this, the two differential signals are fed through switches and a buffer op amp to create a single 

ended signal as shown in Figure 20. The switches are set up in such a way that that Vin+ will be 

connected to the output during the phi2 phase and Vin- will be connected to the output during the 

phi1 phase. This final output of Vout is routed to the pins and is the only signal in the electronics 

chain that can be observed besides the input to the TIA.  
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Figure 20: The converter circuit shown with switches and in different phases. 

 

The clock speed for this design is 1MHz and the TIA and main amplifier pair takes 

approximately 20µs to settle. For each sub-array, we will allow 500 clock cycles for 

measurement to ensure that the amplifiers have settled and that we have an adequate amount of 

data. Thus each sub-array will be on for 500µs each with an effective frame rate of 30 

frames/sec.   
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CHAPTER 4: DECIMATOR DESIGN USING BIT-SERIAL ARCHITECTURE 

 The overall decimator design is one part of a larger integrated sensor chip. Since this chip 

is intended for biomedical applications, one of the main goals is to achieve low power. In 

addition to this, bandwidth of biomedical signals is low, allowing us to use a 0.18µm process 

with no loss in performance. In order to reduce the overall size and power consumption of the 

decimator, we chose a bit-serial architecture as opposed to the usual bit-parallel since, in our 

case, reduced performance is not an issue.  

4.1 TOP LEVEL DESIGN: THE CIC 

 For this decimator design, we chose the CIC filter for its simplicity and known behavior. 

In a typical CIC decimator filter one finds one integrator and one comb for each order of the 

filter. In order to improve the anti-aliasing of the decimator, we used a third order CIC. If we 

made the order of the filter any higher than this, it would begin to get expensive to implement 

with less return. The decimator receives its output from the modulator output which produces a 

word length of 10 bits. When fed to the decimator, this word length is sign extended to 15 bits in 

order to avoid overflow. Some overflow still occurs, but it only affects the output for two or 

three output cycles before the circuit corrects itself.  

A basic outline of how the modulator and decimator work together is shown in Figure 21. 

The final output of the decimator is a 15 bit binary word that can be translated into decimal to 

form the digital representation of the original analog sine wave input. Eventually this final signal 

will be sent through addition digital signal processing if needed, and then transmitted wirelessly 

to a computer for data analysis. The final binary output from the decimator and its translation 

into decimal can be observed in Appendix A. 
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Figure 21: The modulator creates a bit stream output based on a given analog input. The CIC is 

then made of three integrators and three combs that produce a final digital output. 

 

The amount of differential delay for the comb section, D, was determined through 

MATLAB simulation. The first simulation run was of the frequency response of the circuit using 

equation 3. As was mentioned in Chapter 2, this response will resemble a sinc function. To 

determine approximately how wide or narrow the low-pass filter would be for different delays, 

the frequency response was run with D values of 15, 30 and 45. As Figure 22 shows, as the delay 

increases, the frequency response narrows, allowing for better filtering. 

 
Figure 22: The frequency response of the decimator given different differential delays 
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In order to see how the filtering affects the final output, an ideal third-order CIC filter 

was implemented in MATLAB with several different differential delays. We fed an analog sine 

wave into the modulator and saved the digitized output stream. This output was then fed into the 

MATLAB code, which can be found in Appendix B. Equations 1-3 outline the basic structure for 

creating the code to simulate the design in MATLAB. Given delays of 15 and 30, there was 

observed distortion in the peaks of the final digital sine wave, as can be seen in Figure 23. To 

completely remove the distortion seen at the output, we needed to narrow the low pass range of 

the filter by increasing the differential delay to 45. The final sine wave given D = 45 can be seen 

in Figure 24. Though a delay 45 increases the number of needed components, we wanted to 

ensure there was no distortion on the output and D = 45 was used. For our 15-bit word count we 

had an R = 15, so our final comb delay was 3 and required a 45-bit shift register for each comb 

section.  

 
Figure 23: A comparison of two differential delays that can be used for the CIC filter showing 

extreme distortion at D=15 and slight distortion at D=30 
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Figure 24: The final output sine wave for the chosen differential delay of 45 

 

 The final setup for each section of the CIC decimator can be seen in Figure 25. Since the 

decimator is bit-serial, a 15-bit shift register is used to delay the entire 15-bit word once. In a bit-

parallel system, each bit would pass through at the same time and be delayed by one clock cycle, 

which would require wide buses as well as larger adders. In the bit-serial system, each bit gets 

stored in the 15-bit register and added one bit at a time to the input from the modulator. This 

results in a slower sampling speed for the decimator as the data will be valid every 15 clock 

cycles as opposed to every clock cycle.   

 
Figure 25: Single integrator and comb used for a CIC filter. A third order filter will have three of 

each connected in series. 
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 The comb section seen in the second part of Figure 25 has a 45-bit shift register. This will 

delay the 15-bit word three times before it is subtracted from the incoming signal. Although the 

data is only valid every 15 clock cycles, the design will run at the same clock speed as the 

modulator. Since the clock speed has not been increased, we will not see an increase in power 

consumption as was observed in other works [23]. The entire top level block diagram for the 

third order CIC filter can be seen in Figure 26. The final block in the chain is a serial in, parallel 

out (SIPO) converter. This piece is included to change the serial output to a parallel output for 

the digital signal processing (DSP) block which was originally designed for parallel information. 

In the future the additional DSP may be changed to receive serial information so that the SIPO 

converter may not be necessary.  

 
Figure 26: Top level diagram for a third order CIC decimation filter 

 

4.2: FINITE STATE MACHINE AND CONTROL LOGIC 

Since the original word length from the modulator is 10 bits, and the decimator works 

with a word length of 15 bits, the entire design required a few extra components to ensure that 

we were recording and filtering the right data from the modulator. The first of these elements 
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was a counter. The modulator creates a digitized version of an incoming signal. Thus a 

modulated sine wave will have all ones at its positive peak and all zeros at its negative peak with 

variable ones and zeros in between.  The counter will record the number of ones it sees at each 

10 bit interval. Then the counter will wait 5 clock cycles, reset and count the next 10 bits. The 

counter is forced to wait so that it doesn’t get ahead of the rest of the circuit, which is operating 

in 15-bit increments. Because the counter must wait, some data from the modulator will be lost. 

However, since the data is being filtered by the CIC, enough precision will remain to create the 

final digital output. Finally, the output from the counter must go through a parallel in, serial out 

(PISO) shift register in order to feed a serial input to the main CIC decimator. A finite state 

machine (FSM) is included to create a signal that will force the counter to wait for 5 clock cycles 

while the rest of the circuit operates normally. The FSM accomplishes this by creating a control 

signal that is high for 10 clock cycles and low for 5 clock cycles. The clock for the counter is 

subsequently a combination of the regular 1MHz clock and the FSM control signal, as seen in 

Figure 27. All other devices besides the counter will operate at the 1MHz clock. 

 
Figure 27: The FSM, counter and PISO setup used to interpret input from the modulator. 

 

The FSM is made of a counter and simple combinational logic as seen in Figure 28. The 

Boolean equation for the control signal, which is high for 10 clock cycles and low for 5 clock 

cycles, is 

                             (5) 
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In this equation Q4 represents the most significant bit (MSB) of the FSM counter and Q1 is the 

least significant bit (LSB). This equation was derived using Table 3. 

Table 3: Truth table for the Ctrl logic. Q4 through Q1 are the output from a counter. 

Q4 Q3 Q2 Q1 Ctrl 

0 0 0 0 1 

0 0 0 1 1 

0 0 1 0 1 

0 0 1 1 1 

0 1 0 0 1 

0 1 0 1 1 

0 1 1 0 1 

0 1 1 1 1 

1 0 0 0 1 

1 0 0 1 1 

1 0 1 0 0 

1 0 1 1 0 

1 1 0 0 0 

1 1 0 1 0 

Reset 0 

 

 
Figure 28: The inner workings of the FSM including counter and combinational logic for 

creation of the control and shift signals 

 

Equation (5) also includes a shift signal which, as Figure 28 shows, is used as a reset for 

the counter. The shift signal is high for 14 clock cycles and low for 1 cycle ensuring that the 

counter will only count from zero to thirteen. Normally, the counter would count from zero to 

fifteen. However, the control and shift signals are based on a 15-bit cycle. Since the shift holds 

the counter in reset for one clock cycle, it is necessary to make the counter only count for 14 

cycles, or from zero to thirteen, in order to produce the desired outputs. The Boolean equation 

for the shift signal is found using 
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                            (6) 

Equation (6) makes a pre-shift signal low at count 13. The truth table for this equation can be 

found in Table 4.  Therefore, the signal must pass through a DFF before it is sent out as the shift 

signal. This is done because the shift signal acts as a reset for the counter, which we only want to 

count to 13. The delay will allow shift to be high for 14 clock cycles while simultaneously 

resetting the counter at the 15
th

 clock cycle, or what would be count 14. Because the shift signal 

is 1/15
th

 the frequency of the regular clock it can also be used as the clock signal for sampling the 

decimator output. To achieve this goal, the shift signal can be inverted and its rising edge used as 

a clock. 

Table 4: Truth table for the pre-shift and shift logic. 

Q4 Q3 Q2 Q1 Pre-shift Shift 

0 0 0 0 1 1 

0 0 0 1 1 1 

0 0 1 0 1 1 

0 0 1 1 1 1 

0 1 0 0 1 1 

0 1 0 1 1 1 

0 1 1 0 1 1 

0 1 1 1 1 1 

1 0 0 0 1 1 

1 0 0 1 1 1 

1 0 1 0 1 1 

1 0 1 1 1 1 

1 1 0 0 1 1 

1 1 0 1 0 1 

Reset 1 0 

 

 In addition to acting as reset for the counter, the shift signal also changes the PISO from 

a parallel input to a serial input. This is done so that data is received by the PISO only when the 

counter output is valid. To accomplish this, the PISO’s D-type flip flop (DFF) shift registers are 

connected to multiplexers (MUX) as is shown in Figure 29. When shift is low, the bottom input 
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to the MUX is active, and the data will be fed through serially. Shift goes high at clock cycle 

fifteen, switching the MUX input to the top. Thus, the incoming counter data will be stored in the 

DFFs to be passed through serially when shift goes low again. The PISO is a 10 bit shift register, 

with the 6 most significant bits (MSB) held at ground. When shift is low and the input is set to 

serial, the MSB of PISO is the only bit receiving outside input, while the rest of the PISO shift 

registers are passing along the information received in the parallel input stage. The PISO input 

S10 is connected to Q1, the LSB of the counter, so that the data is fed through LSB first.   

 
Figure 29: The inner workings of the PISO consisting of a chain of DFFs for storing the 

incoming data and MUXes to change the input from serial to parallel. 

 

4.3: FLIP FLOP DESIGN 

The key component in the design of the decimator is the DFF, as all of the storage and 

delay elements consist of this component. Originally, the design used a standard cell master-

slave DFF that was supplied by National Semiconductor. The master section of the DFF stores 

the incoming value while the clock is low. During this period, the slave section does not change. 
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When the clock signal goes high, the slave section responds to the input from the master and the 

master’s state will not change, making the DFF a positive edge flip flop. This design worked 

well and has a response that is well known for a variety of inputs. However, its layout was fairly 

large with an area of approximately 84.8µm
2
. With a total of 250 DFFs taking up a majority of 

the design, a smaller DFF design would greatly reduce the overall decimator size. Originally, the 

entire decimator had an area 0.029mm
2
, and 0.0212mm

2
 of the area was from the DFFs. The size 

reduction is important not only for power consumption but also to conserve space on chip. Since 

there are potentially up to 128 channels being used and 128 corresponding decimators, the 

smaller it can be the better.  Redesigning the DFF is simple and feasible since the inputs and 

loads for the DFFs are known. The original, standard DFF schematic can be seen in Figure 30. D 

represents the input, Q is the output, Qn is an inverted output, and Rn is the reset for the circuit. 

 
Figure 30: The original DFF design consisting of 28 transistors total 

 

 Each of the paired transistors in the circuit is a transmission gate. The first two 

transmission gates are the master section and the last two are the slave section. Inverter pairs are 

used as buffers throughout the design to ensure proper rise/fall times. NANDs are used in both 

the master and slave section to implement the reset. The NANDs are the component taking up 

the most area in this circuit as each NAND consists of 4 transistors, while the switches have only 
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2 as do the inverters. Because of this, the NANDs were the first part eliminated from the design. 

To implement the reset, a single transistor was included that pulls Qn to VDD, and subsequently 

Q to ground, when reset is low. The buffers are another component that takes up a fair amount of 

room in layout. They are useful precautions to ensure setup and hold times are met, but were 

unnecessary given a clock speed of 1MHz and a desired rise/fall time of less than 200ps. In 

addition, the feedback switches are helpful to ensure that the signal remains at the desired value, 

but were again unnecessary.  

The original design, including two transistors per inverter and four per NAND, consisted 

of 28 transistors total. With the reductions outlined above, the number of transistors was reduced 

down to 11 as can be seen in Figure 31. The final rise/fall time for the new circuit measured 

161.4ps, which was only 20.2ps slower than the original design and well within the required 

specification. This newer DFF design replaced all of the standard cell DFFs in the design except 

for the counter receiving input from the modulator. This counter required more precision to 

ensure that it recorded the correct output from the modulator. By passing through the counter, the 

signal has a regular and expected rise/fall time which the newer DFFs can handle without any 

problems. Using the standard cells for this single counter is not a problem, however, as the 

counter contains only 4 DFFs out of a total of 250, so the space lost to the larger DFFs is only a 

small portion of the overall decimator area. 
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Figure 31: A reduced size DFF useful for low power applications 

 

Despite the reduction in number of transistors by 60%, the final layout measured 

38.544µm
2
, a reduction in size of just over 50%. The size reduction was smaller than expected 

partly because the actual sizes of the individual transistors were slightly larger in the smaller 

design in order to ensure proper rise/fall times. In addition, the height and width of the cell had 

strict limitations so that it would still function as a standard cell. Overall, the decimator was 

reduced from 0.029mm
2
 to 0.0158mm

2 
through the use of the new DFF for a total reduction of 

46%. The new DFF layout can be seen in Figure 32. 

 
Figure 32: The layout for the smaller, redesigned DFF 
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4.4 TOP LEVEL CRITICAL PATH ANALYSIS 

 To ensure that the new DFF works, we need to measure both its setup and hold time and 

ensure that all signals in the decimator using the DFFs adhere to these times. The final setup time 

for the DFF was 300ps and the hold time was -100ps. The setup time means that any incoming 

signal, to be recorded as a 1 for example, must have made the transition from 0 to 1 300ps before 

the clock signal’s rising edge. For the hold time, the signal must hold its value of 1 for at least     

-100ps to be recorded as a 1. Once these values were known, each critical path in the decimator 

was observed to see that the signals followed the appropriate times. Where they did not, buffers 

were added as needed to force the signals to meet both setup and hold times.  

 The path where the setup and hold times were the most critical was in the first integration 

stage. This stage is receiving data from the counter that is run on a different clock, the clk_ctrl, 

than the rest of the circuit. This was seen most pointedly at the first adder and the DFF for the 

carry out. Without any delays the carry out would go low a full 1ns before the DFF clock had a 

rising edge, as seen in Figure 33. The carry should have been counted, however, so this results in 

inaccurate addition. To correct for this timing issue, a buffer was added to delay the carry out so 

that it would meet the setup and hold times for the DFF.  
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Figure 33: One example where the carry out does not meet hold time and is subsequently not 

recorded by the DFF 

 

 This was the only problem originally found in simulation when running the design in 

schematic. However, when implemented in layout, the added parasitics introduced additional 

timing problems. When the extracted version was simulated on a slow corner timing issues were 

discovered at the input to the first integrator as well as at the output of the combs. This was 

largely due to long clock lines and the inadequate buffers used for the clock at the 45-bit shift 

registers. Additional buffering was required in the clock tree to ensure accurately recorded 

results. Once these buffers were added, the timing requirements were adequately met and the 

decimator worked as expected. The final compensated carry out can be seen in Figure 34. 

Although the carry out signal is somewhat overcompensated with a hold time of 4.2ns, this is 

simply a result of the delay associated with the buffer and the extra hold time has no ill effects on 

the final outcome.    
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Figure 34: The same instance of the carry out shown in Figure 33, this time with an added buffer 

so that it meets hold time. 
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CHAPTER 5: SIMULATION AND SILICON RESULTS 

 In order to test the functionality of the two designs presented here, several simulations 

were run. For the decimator ideal simulations were run using MATLAB. The final design 

schematic and layout were extracted and simulated using Cadence. These results were then 

compared to the ideal. The decimator was then further tested after the design was fabricated in 

silicon. The biosensor array, on the other hand, has only schematic and layout simulation results, 

as the chip has not yet been fabricated.   

5.1: BIOSENSOR SIMULATION RESULTS 

 The biosensor chip was simulated at the extracted layout level. With the routing included 

on the layout, the potentiostat had a load of approximately 25pF. The reference and counter 

electrodes were connected together for testing and the voltage at the working electrode was 

swept to test that the potentiostat could respond to a rapid change of 10,000V/s. The results can 

be seen in Figure 35. The bandwidth was also measured and the output was able to follow the 

10,000V/s sweep with a maximum error of no more than 2mV in a ±1V range.  

 
Figure 35: The input to the potentiostat compared to the output 
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 To test the arrays as well as the TIAs, main amps and differential to single ended 

converters, 20 electrodes were randomly selected and connected to different current sources from 

2nA to 100pA. If working correctly, when sampled, the output voltage from each of the TIA 

electronic chains should be linear. The settling time for the device is 15-20µs so each channel 

was sampled for 175µs to ensure sufficient time to settle and sample. Figure 36 shows the final 

simulation output for two different channels.  

 
Figure 36: The biosensor simulation marking a read channel setting time of 15µs 

 

 The results for all 20 randomly selected electrodes were recorded after sufficient settling 

time had passed. The final result of current v. voltage can be seen in Figure 37. The current v. 
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voltage is fairly linear for the given currents. A second simulation was run for smaller currents. 

The output voltage could not be distinguished, however, from the noise at currents lower than 

2nA.  

 
Figure 37: Sampled output voltages compared to a given current 

 

 Since the biosensor was also designed so that the electronics could be circumvented, we 

were able to easily test the electrodes and their switches independently from the TIA chain. To 

do this, we attached voltages from +1.5V to -1.5V to single electrodes in several sub-arrays. The 

outputs were then observed as the switches cascade through the sub-arrays. The final output for 

four electrode lines can be seen in Figure 38. The output looks like a staircase, stepping through 

each of the voltages.  The only variance is near the middle when the voltages were purposefully 

stepped from 450mV to 400mV and then from 450mV to 400mV again. This was done because 

even with 50mV steps, there were not enough voltages for each electrode.  
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Figure 38: The output of electrode lines switching through several sub-arrays 

 

 The final simulation we ran was with the TIA electronics chain by itself, to make sure 

that it was working in layout. To do this we fed it a 1kHz sine wave current with an amplitude of 

1nA and looked at the output of the differential to single ended converter. The final output from 

the differential to single ended converter was then observed. Figure 39 shows the final response 

to the input sine wave for one electronic chain not connected to the electrodes and switches, 

out101, and one that is connected, out100. In the simulation, the signals for switching through 

sub-arrays were still attached, so out100 had to settle each time it was connected to a new 

electrode, even though the input sine wave was directly connected to the TIA input.  
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Figure 39: The final output with sine wave input with and without switching. 

 

 The output signals out100 and out101 appear thick because the TIA and main amp both 

rely on switched capacitors. For one half of a clock cycle, the circuits will be in a sampling 

phase. For the next half of the clock cycle the circuits will be in a hold phase. The output will be 

valid on the hold phase, as illustrated in Figure 40. The black vertical line marks the tail end of 

one of the hold phases.  
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Figure 40: A zoomed in look at the final output showing several sample and hold phases. 

 

5.2: PROPOSED BIOSENSOR SILICON STRATEGIES 

Verification through simulation is sufficient prior to fabrication to be reasonably sure that 

the chip will work correctly. Once the chip is made, additional steps must be taken to ensure that 

there are no shorts between electrodes and that all electronics are working as expected. Thus, 

although the silicon fabrication of the biosensor chip has not yet finished, I have planned an 

outline on how to verify that it is working correctly.  

The first step for verification is to test the electrodes themselves. The original test for the 

electrodes in simulation was shown in Figure 38. However, this test cannot be repeated in 

silicon. The test was originally done by connecting voltage sources directly to the electrodes and 

observing the output on the other side of the switches. In silicon, however, the electrodes are not 
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directly connected to the pads, but are connected via the switches to conserve both space and 

pads. Instead of this test, we can run a test to ensure that the electrodes are not shorted. Though 

the distance between electrodes is more than minimum spacing, it is still possible that one or 

more may be shorted. To test this we can apply a small voltage or current to an electrode pad and 

check pads for adjacent electrodes to ensure that they don’t change at the same time. A basic 

flow chart for this process is displayed in Figure 41. 

 
Figure 41: The flow chart for checking electrodes for shorts. If there is a short, the signal will 

show up on adjacent electrodes. 

 

 Once we have tested for electrode shorts, we can proceed with testing the electronics 

chain. The pads connected to the electrodes via the switch are also connected to the input of the 

TIA. This means we can use these pads to test the electronics chain without having to actually 

put a live sample on the electrodes. The one problem with this is that none of the equipment in 

the lab is capable of producing the small amount of current usually used to test the TIA in 

simulation. To get around this, we can apply Ohm’s law to the situation. By using a very large 
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external resistor, such as 40MΩ, we can apply 40mV to the input and get a 1nA output. The only 

problem with this set up is that the resistor must be high precision so that we can get an accurate 

current out with little variation. Resistors used for previous TIA measurements were accurate to 

±0.001%. The final results should be similar to the simulation results seen in Figure 37. The 

output will be read from the differential to single ended converter and should be linear.  

 Once it has been confirmed that all of the electronics are working as desired, the chip will 

then be ready for use. Our lab works in conjunction with a chemistry lab which will be able to 

test the chip further. They will test the electrodes and how they react with physical samples. The 

full versatility of the 8000+ electrode array can be tested and hopefully prove helpful in the study 

of NO. If, for some reason, some of the electronics appear to be working incorrectly, the 

electrodes can be wired externally to previously fabricated electronics.  

5.3: DECIMATOR SIMULATION RESULTS 

The decimator design was simulated at the extracted layout level. For a full sigma-delta 

ADC the modulator would provide the input for the decimator. A sample string of ones and zeros 

from the modulator was used to simulate the decimator. This string was created by feeding a 

1kHz sine wave in to the modulator. The final output from decimator reads as a 15-bit word 

representing the input string in digital format. The final results can be seen in Figure 42. Each of 

the signals represents one stage from the CIC filter. S_out, S_out2 and S_out3 are the outputs 

from the first three integrator stages. S_out4, S_out5 and y15 are the last three outputs from the 

comb stages. Thus, y15 will be the final output from the decimator, valid every fifteenth clock 

cycle with a clock cycle of 1MHz. The decimator also includes a serial in, parallel out (SIPO) 

converter that will provide a parallel output as needed.  
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Figure 42: The digital output from the decimator with 15µs phases marked at the bottom 

 

 During each phase in Figure 42 one 15-bit word will be processed. The first phase is 

simply a reset period. In phase 2, the data has been stored in the first 15-bit register, but has not 

yet appeared at the integrator output. At phase 3, the first word has reached the output of the first 

integrator. By phases 4 and 5, the second and third integrators have processed data. The first two 

combs have processed data at phases 6 and 7. Finally, a valid output can be seen by phase 8. 

Since the data must pass through so many stages before reaching the output, it takes 90 clock 

cycles, or six phases, before data will begin to appear at the output.  

 The digital output y15 can be taken in 15-bit words and translated from binary to decimal 

to see the final representation of the sine wave. Figure 43 shows this normalized sine wave 

compared to the ideal MATLAB output with D = 45. Since the 1kHz sine wave is decimated by 

15 clock cycles, the final output is 66Hz with a normalized 1V peak.   
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Figure 43: Final simulated output compared to the ideal MATLAB 

 

 There is a small amount of distortion at the final output. In order to define this distortion, 

a Gaussian distribution was taken between the simulated output and the ideal MATLAB output. 

This curve can be seen in Figure 44. The ADC was designed to have a 400mV peak-to-peak 

signal at the input with 10-bit resolution. The equation for the LSB voltage is 

  
    

    
  (7) 

In this equation M is the resolution; therefore the LSB voltage, Q, will equal 400µV. In order for 

the amount of error observed to be acceptable, it must be significantly below the LSB voltage 

value.  The error distribution has a sigma value of 16.8µV and a mean error of 10µV. The worst 

case error is the mean plus 3sigma, or 60.4µV which is well below the LSB voltage.  
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Figure 44: The Gaussian distribution of error between the simulation and the ideal 

5.4: DECIMATOR SILICON RESULTS 

 The decimator, along with several other electronics, was fabricated in silicon by National 

Semiconductors (now Texas Instruments.) The test bench for testing the chip included voltage 

sources, function generators and an oscilloscope to replicate the signals that would be seen by the 

decimator. This setup can be seen in Figure 45. The left picture shows the voltage sources on the 

left, several function generators in the middle and an oscilloscope on the right. The right picture 

shows an up close picture of the chip package, which has been wired to external pins.   

 
Figure 45: Pictures of the test bench on the left, and a size comparison of the chip itself.  
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The simplest test to run on the decimator is to give it a solid, non-varying amount of 

ones, which can be accomplished with a 900mV DC input. Given a constant input with number 

of ones counted n and a word delay of D, the final output will be a decimal number as follows: 

            (8) 

In this case, D is cubed because it is a third order system. The 15-bit word is delayed by 3 at the 

comb. Given a 900mV input, 10 ones will be counted and the output will equal 10*3
3
 for a 

decimal output of 270 or a 15-bit word of 000000100001110. This output was measured on an 

oscilloscope and can be seen in Figure 46. The LSB of the decimator output is located when the 

shift signal is high, as indicated in the figure. The decimator output will eventually overflow. 

However, the decimator quickly recovers, only displaying the incorrect output for 3 phases, or 45 

clock cycles.  

 
Figure 46: Modulator and decimator outputs given a 900mV DC input 

 

 Several additional tests were run by setting the input of the decimator to be square waves 

of varying frequencies and duty cycles. This allowed the decimator to receive varying amounts 
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of ones and zeros at the input without having to rely on a working modulator. The results from 

these inputs can be seen below in Figure 47-Figure 49. The approximate number of ones 

recorded at the input takes into account that in a 15 clock cycle period, 10 bits will be counted 

and 5 will be excluded.  

 
Figure 47: Decimator output given a 100kHz square wave input with 10% duty cycle 

 

Figure 47 shows the first iterations of the decimator output given a 100kHz square wave 

with a 10% duty cycle. For this input, the decimator recorded a one count between 1 and 2. This 

should give us an output between 27 and 54. We see an output range of 37-40 which indicates 

that the decimator is receiving roughly equal counts between 1 and 2. For the graph seen in 

Figure 48, the decimator recorded a one count between 2 and 3. This should give an output 

between 54 and 81. The actual output is between 74 and 77, which indicates that the decimator is 

likely receiving more counts of 3 than of 2.  
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Figure 48: Decimator output given a 100kHz square wave input with 25% duty cycle 

 

The last square wave iteration can be seen in Figure 49. For this run the decimator was 

given a 300kHz square wave with a 50% duty cycle. The decimator recorded a one count 

between 5 and 7, which should produce an output between 135 and 189. The actual output varies 

from 157 to 174, indicating that more 6s and 7s than 5s were recorded. This experiment, as well 

as the others, was repeated for several different chips to ensure the validity of the results.    

 
Figure 49: Decimator output given a 300kHz 50% duty cycle square wave input 
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After this was completed, we connected a working modulator to the input of the 

decimator to test the ADC as a whole. First, the experiment shown in Figure 47-Figure 49 was 

repeated, this time by feeding the modulator various DC inputs from 900mV down to 100mV. 

The results are displayed in Figure 50. This time the modulator output is displayed instead of the 

number of ones recorded. Recall that only the first 10 ones in a 15-bit cycle will be recorded.  

 
Figure 50: The decimator and modulator outputs given various DC inputs, recorded in red. 

(a) (b) 

(c) (d) 

(e) (f) 
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 The outputs shown in Figure 50 behaved as expected. A direct comparison between the 

actual results and the expected results can be seen in Table 5. The expected range was calculated 

by giving the decimator the extreme of the approximate number of ones recorded. So, for 

example, if the decimator were given 8 ones continuously with no variation, the output would 

remain steady at 216. For an input of 9 ones only, the output would stay at 243. Thus, we would 

expect that the decimator output, given a variation of 8-9 ones, would output numbers within the 

range 216-243. Alternatively, this range could also be found using equation 8. The actual range 

recorded will depend on how often 8 ones were recorded as opposed to 9 ones. A higher 

occurrence of 8 will result in a range closer to the lower end of the spectrum and vice versa for a 

higher occurrence of 9.  

Table 5: Decimator results compared to the expected for a given number of ones counted from 

the modulator 

DC Input 

Approximate 

number ones 

recorded 

Maximum 

expected decimal 

output range 

Actual decimal 

output 

Figure 

Reference 

900mV 10 270 270 Figure 46 

680 mV 8-9 216-243 215-222 Figure 50 (a) 

545 mV 
5-6 (more 6s than 

5s) 
135-162 150-162 Figure 50 (b) 

450 mV 
5-6 (more 5s than 

6s) 
135-162 139-158 Figure 50 (c) 

300 mV 3-4 81-108 97-107 Figure 50 (d) 

215 mV 2-3 54-81 60-63 Figure 50 (e) 

100 mV 
0-1 (more 0s than 

1s) 
0-27 0-6 Figure 50 (f) 

 

The final test for the decimator involved applying a sine wave to the input of modulator 

to see if both the modulator and decimator worked as expected given such an input. The overall 

response from the modulator and decimator can be seen in Figure 51. At the top level view, it is 

easy to see that the modulator is working as expected. When given all zeros, it is obvious that the 
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decimator is working, as it will also output zeros. The final response to the ones is not 

immediately apparent from a top level view. 

 
Figure 51: A top level view of the modulator and decimator response to a sine wave input 

 

In order to see if the decimator works correctly when the modulator is producing all ones, 

a zoomed in response was observed. At this level we could easily see that the output was staying 

at the expected output of 270 or 000000100001110. The response can be seen in Figure 52. 

Thus, we can tell that the decimator is working as expected at the extremes.  
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Figure 52: A close up look at the decimator output given all ones from the modulator 

 

To check if the decimator is working correctly in-between the peaks, the decimator 

responses to the rising and falling slopes of the sine wave were recorded. Figure 53 shows the 

ascending sequence and Figure 54 shows descending sequence seen at the decimator output. The 

specific number of incoming ones is not known. Due to the limitations of the oscilloscope there 

was a limited view of the output waveforms. Therefore, we relied on observing several iterations 

of the rising and falling slopes to ensure that they behave as expected.  

 
Figure 53: The decimator output as it received a modulator input rising from all zeros 
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For the rising slope we recorded the following sequences: 2, 8, 22, 42, 62, 82; 2, 9, 23, 

42, 62, 82 and 2, 8, 22, 42, 67, 90. Similarly, for the falling slope we recorded the sequences: 94, 

73, 48, 25, 9, 2; 92, 65, 40, 21, 8, 2 and 83, 65, 52, 26, 9, 2. The values were observed to 

increase/decrease at a similar and expected rate. The exact numbers in the sequences vary 

slightly depending on how many ones were observed. 

 
Figure 54: The decimator output as the modulator began descending from all ones 

 

The final check to ensure that the decimator was working correctly was to see if the 

latency from the modulator to the decimator correlated with the expected 90 clock cycle delay. 

Figure 55 illustrates the phases for the decimator as it receives input from the modulator. In 

phase 0, no ones were recorded due to the timing of the input from the modulator. In phase 1, the 

first ones are recorded. The data will be processed through the integrators in phases 2-4 and 

through the combs in phases 5-7. Thus, we see the output at phase 7, after a 90 clock cycle delay. 
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Figure 55: An illustration of the latency between the modulator output and the decimator output 
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CHAPTER 6: DISCUSSIONS AND CONCLUDING REMARKS 

 The goal for the decimator was to create a new design that reduced the size of the 

decimator while keeping it low power. The final layout, shown in Figure 56, was implemented in 

a 0.18µm CMOS process and runs on 900mV power supply instead of a nominal 1.8V supply. 

The final layout includes both vdd and vss rings around the outside. In addition, all of the inputs 

and outputs are routed out to the edges for easy integration with the modulator and any 

subsequent digital signal processing. The final dimensions of the decimator measured 130.7µm 

by 121.04µm. This design included the smaller DFF design which reduced the overall area from 

0.029mm
2
 to 0.0158mm

2 
for a total area reduction of approximately 46%. The total chip area 

was 1mm
2
 and the decimator takes up only 1.6% of the available area. 

 
Figure 56: The final layout for the decimator including vss and vdd rings that enclose the overall 

layout. 
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 This configuration also offers a reduction in power consumption compared to similar 

decimator designs, consuming 3.3µW of power. Its only drawback is that its data will be valid at 

a lower frequency than the rest of the chip. However, since this decimator is being used for 

biomedical applications, a reduced frequency is not an issue. A final comparison between 

previous work and this work can be seen in Table 6.  

Table 6: Final power consumption comparison between decimators 

Serial/Parallel Total Power 
Total Area or 

Gates per Bit 

Clock 

Frequency 
Process Used 

Serial (this 

work) 
3.3µW 0.00105mm

2
/bit 1MHz 0.18µm CMOS 

Parallel [23] 315µW 0.0013 mm
2
/bit 6.144MHz 0.18µm CMOS 

Serial [23] 6399 µW 0.0013 mm
2
/bit 153.6MHz 0.18µm CMOS 

Parallel [26] 2.67mW 0.0055 mm
2
/bit 16.8GHz 0.18µm CMOS 

Parallel [24] 33.28mW 312 gates/bit 200MHz 0.6µm CMOS 

Serial [24] 15.12mW 267 gates/bit 200MHz 0.6µm CMOS 

Parallel [25] 85mW 0.2 mm
2
/bit 10MHz 0.8µm CMOS 

 

 A direct comparison with [24] is difficult as they did not record the final layout area. 

However, the reduction in power is evident and desirable. This work did show a comparable 

reduction in size compared to [23] as well as a significant drop in power consumption. Our data 

was calculated using the final layout which includes the parasitic capacitance and resistance. The 

final layout as it was pictured in silicon can be seen Figure 57. This design was fabricated by 

National Semiconductor along with layout for the modulator as well as experimental designs for 

a potentiostat, TIA and main amp.  
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Figure 57: The decimator as it is laid out in silicon 

 

 For the biosensor chip, a low power design was also desired, though size was not as much 

of an issue. The final layout, seen in Figure 58, was fabricated in a 0.6µm CMOS process. The 

entire 128x64 electrode array measured approximately 2200x2200µm which is large enough to 

cover most bio-tissue samples used in neurobiology. The chip operates on a 3V supply instead of 

the nominal 5V and consumes 39.65mW of power. A majority of this power is being consumed 

by the potentiostat which has a hefty load of 25pF. The 128 read channels, excluding the 

potentiostat and clock generator, consume a total of 26.16µW. A final comparison between this 

work and previous work can be seen in Table 7.  
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Figure 58: The final layout for the biosensor 

 

Table 7: Final power consumption comparison between biosensor arrays 

Number of Read 

Channels 
Total Power Power per Channel Process Used 

6 [15] 40mW 6.67mW/channel 0.18µm CMOS 

32 [16] 22mW 10mW/channel 0.6µm CMOS 

100 [13] 13.5mW 0.135mW/channel 0.5µm CMOS 

128 (this work) 39.65mW 0.310mW/channel 0.6µm CMOS 

 

 There is a significant gain in both number of read channels and power consumed per 

channel between this work and previous work. While the power consumption per channel in [13] 

is slightly less, the design does not include an on-chip potentiostat. For our design a potentiostat 

is including on-chip as well as the entire electrode array. Additionally, though the total power for 

this work is only slightly below the power consumption in [15], this work also includes more 

than 20 times the amount of channels, making the power consumed per channel much better. 
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 The final goal for each of the designs was low power and low area. A summary of the 

performance of each piece is outline in Table 8. The vital components, a single sub-array and the 

decimator, are emphasized in italics. A summary for the TIA, main amp and potentiostat are also 

included to show how their performances and area affect the final design.  

Table 8: The final performance summary for array, decimator, and other electronics 

 
Single Electrode 

Array 
Decimator TIA Main Amp Potentiostat 

Area 0.0446mm
2
 0.0158mm

2
 0.0114mm

2
 0.0131mm

2
 0.0107mm

2
 

Power 0.310mW/channel 3.3µW 112.5µW 84.15µW 645µW 

Input 

Range 
100pA-2nA 

10-bit word 

bit-stream 
100pA-2nA ±500mV ±800mV 

with <1mV 

offset 
Output 

Range 
100pA-2nA 15-bit word 10-200mV ±1V 

 

 Both the decimator and electrode array designs will play a part in the larger goal of 

designing a biosensor for the detection of NO. The decimator advances the backend signal 

processing electronics. Its reduced size and power allows for several ADC to be included on a 

single chip so that several read channels can be used at once. The electrode array design is the 

first step in creating a viable design to test the electronics directly in a real world environment 

without the need of external electronics.    
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APPENDIX A: RAW CADENCE DATA AND ITS RESULTS 
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Table 9: The following table describes how the final output from the decimator is derived into 

decimal form. The raw data is represented in the decimator output column, selected at 1µs 

intervals.  

Time (µs) 
Decimator 

output (V) 

One or zero 

detected 
Binary word 

Decimal 

output 

1 2.68e-7 0   

2 2.68e-7 0   

3 2.68e-7 0   

4 2.68e-7 0   

5 2.68e-7 0   

6 2.68e-7 0   

7 2.68e-7 0   

8 2.68e-7 0   

9 2.68e-7 0   

10 2.68e-7 0   

11 2.68e-7 0   

12 2.68e-7 0   

13 2.68e-7 0   

14 2.68e-7 0   

15 2.68e-7 0 000000000000000 0 

… … … … … 

106 0.9 1   

107 2.82e-7 0   

108 0.9 1   

109 2.4e-7 0   

110 2.42e-7 0   

111 2.44e-7 0   

112 2.46e-7 0   

113 2.48e-7 0   

114 2.50e-7 0   

115 2.52e-7 0   

116 2.54e-7 0   

117 2.57e-7 0   

118 2.59e-7 0   

119 2.61e-7 0   

120 2.63e-7 0 000000000000101 5 

… … … … … 

301 2.68e-7 0   

302 0.9 1   

303 2.66e-7 0   

304 2.67e-7 0   

305 2.68e-7 0   

306 0.9 1   
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307 0.9 1   

308 0.9 1   

309 1.1e-6 0   

310 9.62e-7 0   

311 8.24e-7 0   

312 6.85e-7 0   

313 5.47e-7 0   

314 4.09e-7 0   

315 2.7e-7 0 000000011100010 226 

 

 First the raw decimator output is determined to be a one or zero. In this case the supply 

voltage is 900mV, so a value of 0.9V is considered a one. Values in the µV range and lower are 

small enough to be considered zeros. The outputs are collected into 15 bit binary words with the 

LSB first. These values are then translated to decimal. The final string of decimal numbers will 

recreate the analog sine wave input.  

A final decimal output string will typically look as follows:  

0, 0, 0, 0, 0, 0, 0, 5, 20, 50, 86, 119, 138, 147, 151, 161, 177, 196, 210, 219, 226, 233, 238, 240, 

241, 245, 251, 257, 261, 263, 264, 263, 262, 260, 257, 251, 243, 233, 222, 210, 199, 189, 179, 

167, 152, 136, 121, 109, 98, 87, 75, 64, 54, 45, 37, 31, 27, 24, 20, 16, 11, 7, 3, 2, 4, 10… 

The beginning is all zeros as the decimator starts its iterations through the three integrators and 

three combs. Then the output starts rising steadily before reaching a value of about 264, the peak 

of the sine wave, and then descending back towards zero. This string represents half of the 

digitized sine wave, as was shown in Figure 43.   
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APPENDIX B: MATLAB CODE FOR IDEAL DECIMATION 
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% desired differential delay: 

D = 30; % D = 15; and D = 45 were also used 

% desired decimation: 

R = 15; 

% resulting comb delay: 

N = D/R;  

  

% bit stream from modulator given an analog sine wave input: 

xn = [0 1 0 1 0 1 0 1 0 1 0 1 0 1 0 1 0 1 0 1 0 1 0 1 0 1 0 1 0 1 1 0 0 1 1 0 1 0 1 0 1 0 1 0 1 1 0 1 0 

1 0 1 1 0 1 0 1 0 1 1 0 1 0 1 0 1 1 0 1 1 0 1 0 1 1 0 1 0 1 1 0 1 1 0 1 1 0 1 1 0 1 1 0 1 1 0 1 1 0 1 1 

0 1 1 0 1 1 1 0 1 1 0 1 1 1 0 1 1 1 0 1 1 1 0 1 1 1 0 1 1 1 0 1 1 1 1 0 1 1 1 0 1 1 1 1 0 1 1 1 1 1 0 1 

1 1 1 0 1 1 1 1 1 0 1 1 1 1 1 1 0 1 1 1 1 1 1 0 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 1 1 1 0 

1 1 1 1 1 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 

1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 

1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0 1 1 1 

1 1 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 0 1 1 1 1 

1 1 0 1 1 1 1 1 0 1 1 1 1 0 1 1 1 1 1 0 1 1 1 1 0 1 1 1 0 1 1 1 1 0 1 1 1 0 1 1 1 0 1 1 1 0 1 1 1 0 1 1 

0 1 1 1 0 1 1 0 1 1 1 0 1 1 0 1 1 0 1 1 0 1 1 0 1 0 1 1 0 1 1 0 1 1 0 1 0 1 1 0 1 0 1 1 0 1 0 1 1 0 1 0 

1 0 1 0 1 1 0 1 0 1 0 1 0 1 0 1 0 1 1 0 0 1 1 0 0 1 1 0 0 1 1 0 0 1 0 1 0 1 0 1 0 0 1 0 1 0 1 0 1 0 0 1 

0 1 0 0 1 0 1 0 0 1 0 0 1 0 1 0 0 1 0 0 1 0 0 1 0 0 1 0 0 1 0 0 1 0 0 1 0 0 1 0 0 1 0 0 0 1 0 0 1 0 0 0 

1 0 0 0 1 0 0 0 1 0 0 0 0 1 0 0 0 1 0 0 0 0 1 0 0 0 0 1 0 0 0 0 1 0 0 0 0 0 1 0 0 0 0 0 1 0 0 0 0 0 0 1 

0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 

0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 

0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 1 0 0 0 0 0 0 1 0 0 0 0 0 1 0 0 0 0 0 1 0 0 0 0 0 1 0 0 0 

0 1 0 0 0 0 1 0 0 0 1 0 0 0 0 1 0 0 0 1 0 0 0 1 0 0 1 0 0 0 1 0 0 0 1 0 0 1 0 0 1 0 0 0 1 0 0 1 0 0 1 0 

0 1 0 0 1 0 1 0 0 1 0 0 1 0 0 1 0 1 0 0 1 0 1 0 0 1 0 1 0 0 1 0 1 0 1 0 1 0 0 1 0 1 0 1 0 1 0 1 0 1 0 1 

0 1 0 0 1 1 0 1 0 1 0 1 0 1 0 1 0 1 0 1 1 0 1 0 1 0 1 1 0 1 0 1 0 1 1 0 1 0 1 1 0 1 0 1 1 0 1 1 0 1 1 0 

1 0 1 1 0 1 1 0 1 1 1 0 1 1 0 1 1 0 1 1 0 1 1 1 0 1 1 0 1 1 1 0 1 1 1 0 1 1 1 0 1 1 1 1 0 1 1 1 0 1 1 1 

1 0 1 1 1 0 1 1 1 1 1 0 1 1 1 1 0 1 1 1 1 1 1 0 1 1 1 1 1 0 1 1 1 1 1 1 0 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 

1 1 0 1 1 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0 1 1 1 

1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 1 1 1 

1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 1 1 

1 1 1 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 

1 0 1 1 1 1 1 1 0 1 1 1 1 1 1 0 1 1 1 1 1 0 1 1 1 1 0 1 1 1 1 1 0 1 1 1 1 0 1 1 1 0 1 1 1 1 0 1 1 1 0 1 

1 1 0 1 1 1 0 1 1 0 1 1 1 0 1 1 0 1 1 1 0 1 1 0 1 1 0 1 1 0 1 1 0 1 1 0 1 1 0 1 1 0 1 1 0 1 0 1 1 0 1 0 

1 1 0 1 0 1 1 0 1 0 1 0 1 1 0 1 0 1 0 1 0 1 0 1 1 0 1 0 1 0 1 0 1 0 1 0 1 0 1 0 1 0 0 1 1 0 0 1 0 1 0 1 

0 1 0 0 1 0 1 0 1 0 0 1 0 1 0 1 0 0 1 0 0 1 0 1 0 0 1 0 0 1 0 1 0 0 1 0 0 1 0 0 1 0 0 1 0 0 1 0 0 0 1 0 

0 1 0 0 1 0 0 0 1 0 0 0 1 0 0 0 1 0 0 0 1 0 0 0 1 0 0 0 0 1 0 0 0 1 0 0 0 0 1 0 0 0 0 1 0 0 0 0 0 1 0 0 

0 0 0 1 0 0 0 0 0 0 1 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 

0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 

0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 1 0 0 0 0 0 0 1 0 0 0 0 0 1 0 0 0 0 
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0 1 0 0 0 0 0 1 0 0 0 0 1 0 0 0 0 1 0 0 0 1 0 0 0 0 1 0 0 0 1 0 0 0 1 0 0 0 1 0 0 0 1 0 0 1 0 0 0 1 0 0 

1 0 0 1 0 0 1 0 0 1 0 0 1 0 0 1 0 0 1 0 0 1 0 0 1 0 1 0]; 

  

% Third order CIC filter 

% Below are the buffers to be used for the comb section delay. These buffers will eventually be 

filled in with the integrator output, similar to a shift register made of flip flops. They are 

initialized to be length N and filled with zeros. 

delayBufferOne = zeros(1,N); 

delayBufferTwo = zeros(1,N); 

delayBufferThree = zeros(1,N); 

  

% These are the placeholders for the output of the integrator and comb sections. They can be 

treated as wires, storing one bit of data. For each iteration through the integrators and combs, the 

final values will be stored in an array. The values are initialized to zero. 

intOneOut = 0; 

intTwoOut = 0; 

intThreeOut = 0; 

combOutOne = 0; 

combOutTwo = 0; 

combOutThree = 0; 

  

% R_Value is set up in order to simulate the decimation by 15 seen in the physical circuit. It has 

the value of R (which equals 15), R*2, R*3 ... R*length(xn), so we can discard all but every Rth 

value. The actual circuit version will do the decimation differently, but in theory the two will do 

the same thing. 

R_Value = R:R:length(xn);  

  

j=1; % index for R_Value, initialized to 1 

  

for i = 1:length(xn) 

    %integrators: 

    intOneOut = intOneOut + xn(i); 

    intTwoOut = intTwoOut + intOneOut; 

    intThreeOut = intThreeOut + intTwoOut; 

     

    % storing the integrator outputs: 

    intOneOutNode(i) = intOneOut; 

    intTwoOutNode(i) = intTwoOut; 

    intThreeOutNode(i) = intThreeOut; 

     

    % decimation and comb: 

    if(i == R_Value(j)) % checks to see if we are at the Rth value, the 2*Rth value, etc. 

        temp(j)=intOneOutNode(i); % for double checking the value if necessary 

        output(j) = intThreeOutNode(i); % final integrator output will only use every Rth 

intThreeOutNode point 

        % Comb 1: 
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        combOutOne = output(j) - delayBufferOne(end); 

         

        % Updating comb 1’s buffers:  

        delayBufferOne(2:end) = delayBufferOne(1:end-1); 

        delayBufferOne(1) = output(j); 

     

        % Comb 2: 

        combOutTwo = combOutOne - delayBufferTwo(end); 

         

        % Updating comb 2’s buffers: 

        delayBufferTwo(2:end) = delayBufferTwo(1:end-1); 

        delayBufferTwo(1) = combOutOne; 

         

        % Comb 3: 

        combOutThree = combOutTwo - delayBufferThree(end); 

         

        % Updating comb 3’s buffers: 

        delayBufferThree(2:end) = delayBufferThree(1:end-1); 

        delayBufferThree(1) = combOutTwo; 

         

        % storing the comb outputs: 

        combOneNode(j) = combOutOne; 

        combTwoNode(j) = combOutTwo; 

        combThreeNode(j) = combOutThree; 

         

        if(j < length(R_Value))     % a check to make sure the index j doesn't get larger than 

R_Value can handle 

            j = j + 1; 

        end 

        % implied else j = j; 

    end 

end 

 

% plot the normalized output from the third comb filter. This is the plot that will be considered 

the ideal when it is compared the Cadence simulated output. 

plot(combThreeNode/D^3,'b','LineWidth',3) 

  

 

 

 


